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Abstract—Bounding-box annotation constrains waste detec-
tion under class imbalance and video redundancy. This bench-
mark compares Random, Plug and Play Active Learning (PPAL),
Rarity-Aware, and an entropy/diversity strategy (Entropy) on
SortWaste with YOLOv8n over six paired seeds and 5%-20%
labeled-image budgets. The primary metric is normalized area
under the budget curve (nNAUBC) of mean average precision
(mAP@50:95) across intersection-over-union (IoU) thresholds
of 0.50-0.95. Mean nAUBC =+ sample standard deviation was
0.283140.0079 for PPAL, 0.2780+0.0063 for Entropy, 0.2705 4+
0.0057 for Random, and 0.2661 4+ 0.0057 for Rarity-Aware. At
20%, mean test mAP@50:95 was 0.3000, 0.2967, 0.2917, and
0.2817, respectively. The paired 20% differences from Random
had intervals that included zero for PPAL, Entropy, and Rarity-
Aware. Mean paired nAUBC differences from Random were
+0.0126 for PPAL (unadjusted 95% paired t-interval [0.0032,
0.0220]) and +0.0075 for Entropy ([0.0020, 0.0129]). Each seed—
budget point was trained once, and the intervals are not adjusted
for multiple comparisons. PETOIl contributed 46% and 53% of
the PPAL and Entropy nAUBC gains. Active strategies selected
images with more boxes and greater temporal concentration;
their mean gains were smaller under a box-count budget.

Keywords—Active learning; object detection; YOLO; class im-
balance; waste detection; image-budget efficiency

I. INTRODUCTION

Waste streams contain heterogeneous materials, including
plastics, cardboard, and metals. Object detection can support
sorting and monitoring by identifying each object’s category
and location [1].

Detectors in the You Only Look Once (YOLO) family pre-
dict an object’s category and location through a bounding box
[2]. Waste detection remains data-intensive because bounding-
box annotation is costly and material classes are unevenly
represented.

Object detection requires annotators to label both the
category and spatial extent of each object. Annotation effort
therefore depends on image count and objects per image.
In a densely annotated dataset such as SortWaste [1], equal
image budgets can correspond to different annotation volumes.
Cumulative ground-truth box counts are therefore reported
alongside labeled-image counts.

*Corresponding author.

3

Waste datasets may exhibit long-tailed class distributions
[3]. In this training split, the most frequent class has approxi-
mately 21 times as many instances as the least frequent class.
Detectors therefore receive less supervision for lower-count
classes, whose remaining errors may depend on relatively
few or ambiguous examples. Uniform sampling preserves the
pool distribution in expectation but does not target model
uncertainty or class scarcity.

Active learning addresses these constraints through selec-
tive annotation [4]. A detector trained on a small labeled set
repeatedly selects batches from the unlabeled pool. The ac-
quisition function shapes the growing set’s class composition,
annotation density, and redundancy.

Published object-detection acquisition results use different
datasets, detectors, training histories, and annotation protocols,
which limits direct comparison [5], [6]. Controlled evidence is
especially relevant to industrial waste data because scenes are
dense, class distributions are imbalanced, and adjacent video
frames can be similar.

This benchmark evaluates four acquisition strategies on
SortWaste [1] using the nano variant of YOLOv8 (YOLOvV8n)
[2], initialized from Common Objects in Context (COCO)
weights [7]. The strategies are Random Sampling, Plug and
Play Active Learning (PPAL) [8], Rarity-Aware Stratified
Sampling [9], and an entropy/diversity pipeline combining
Entropy-based Non-Maximum Suppression (ENMS) with Di-
versity Prototypes (DivProto), referred to as Entropy [10].
The dataset split, initial checkpoint, training configuration,
six paired seeds, and cumulative labeled-image budgets are
shared; the acquisition strategy and detector adapter vary. The
evaluation covers 5%—20% of the 3,705-image training split.
Analyses compare trajectory and endpoint performance, lower-
count-class average precision (AP) and exposure, annotation
volume, and temporal concentration in the acquired images.

II. BACKGROUND AND RELATED WORK

A. Active Learning for Object Detection

Pool-based active learning assumes an initial labeled set
and a larger unlabeled pool [4]. At acquisition round ¢, a
detector trained on the current labeled set produces predictions
and representations for the unlabeled images. An acquisition
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function then selects a query batch for annotation, after which
the labeled and unlabeled sets are updated.

For object detection, the value of an image cannot be
described by a single class probability. An image may contain
multiple objects, predictions may differ in both classification
and localization quality, and several detections or several
frames may convey nearly identical information. Acquisition
strategies therefore combine uncertainty, diversity, coverage,
or class allocation in different ways.

Loss prediction estimates the training loss of unlabeled
samples [11], while localization-aware acquisition uses box
tightness and stability [12]. Probabilistic methods model clas-
sification and localization uncertainty [13]; consistency-based
methods compare predictions from original and augmented im-
ages [14]. The benchmark evaluates four acquisition strategies
under a shared detector and training protocol, with analyses
of class exposure, annotation volume, and temporal concen-
tration.

B. Class Imbalance in Object Detection

Class imbalance occurs when object instances are dis-
tributed unevenly across categories [3]. In detection, imbalance
has several dimensions: boxes per class, images containing
each class, objects per image, and within-class visual diversity.
A low instance count does not necessarily mean that a class
is absent from most images. Likewise, repeatedly selecting
images containing a lower-count class does not guarantee that
the selected examples resolve its remaining detection errors.

The distinction is especially important under macro-
averaged mAP: every class contributes equally to the final
score, regardless of evaluation support. A large improvement
in one lower-count class can therefore dominate the aggregate
difference between strategies. Additional labeled instances
may still fail to improve AP when examples are redundant,
ambiguous, or incorrectly routed by the current detector. A
useful benchmark therefore reports both class exposure and
class-level performance.

C. Acquisition Strategies

1) Random sampling: Random Sampling selects images
uniformly without replacement. It does not use detector un-
certainty, image features, or class statistics. Because it intro-
duces no model-dependent preference, it provides the essential
baseline for determining whether a more complex acquisition
function adds value beyond cumulative coverage of the pool.

2) Plug and play active learning: PPAL separates acqui-
sition into difficulty estimation and coverage [8]. Difficulty-
Calibrated Uncertainty Sampling (DCUS) uses training-
derived class quality to weight uncertain detections. Category-
aware Coverage Maximization Sampling (CCMS) selects a
representative subset from the difficult candidate pool using re-
lationships between detection-level class predictions. Together,
these stages target images that expose unresolved model error
and select a subset that covers this difficult region without
excessive repetition.
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3) Rarity-aware stratified sampling: Rarity-Aware sam-
pling estimates which predicted classes are underrepresented,
increases their acquisition weight, and reserves part of the
query for class-conditioned quotas [9]. Its composite image
score combines uncertainty, information, confidence, geomet-
ric variation, and embedding coverage. The acquisition strat-
egy directly addresses long-tailed data, but its effectiveness
depends on whether predicted class presence is reliable and
whether the fixed ranking within a query batch preserves useful
variation.

4) Entropy, ENMS, and DivProto: The Entropy pipeline
begins with predictive entropy [10]. ENMS suppresses redun-
dant detections within each image, and DivProto is applied
during batch construction. Class prototypes are updated after
each accepted image, so the value of remaining candidates
changes during acquisition. A quota mechanism directs most
of the theoretical budget toward the least represented half of
the classes.

D. Summary

The strategies use four types of evidence: classification
uncertainty, localization difficulty, class rarity, and feature-
space diversity. Predictive or binary class entropy measures un-
certainty. PPAL estimates localization difficulty from training-
derived confidence—IoU quality. Rarity-Aware weights pre-
dicted classes using pool frequency and labeled-set counts.
CCMS, embedding coverage, and prototype selection pro-
vide diversity information. Each strategy applies these signals
through its own acquisition rule.

Binary class entropy is highest at a probability of 0.5 and
approaches zero near 0 or 1. Low confidence-IoU quality in-
dicates localization difficulty; lower predicted class frequency
increases rarity weighting; and greater feature-space distance
from selected images indicates diversity.

III. BENCHMARK METHODOLOGY
A. Research Questions
The benchmark addresses three research questions.

RQ1. Which acquisition strategy achieves the strongest
detection performance under a limited labeled-image budget?

Image-budget efficiency is assessed across the full 5%—
20% trajectory using nAUBC of test mAP@50:95. Test
mAP@50:95 at 20% is reported as a complementary endpoint
measure.

RQ2. Do the acquisition strategies improve the AP of
lower-count classes?

This question examines whether active learning improves
lower-count classes or whether frequent classes account for
most of the aggregate mAP gain. AP is analyzed separately
for every class, with particular attention to the three classes
containing the fewest training instances: PETOil, Metal, and
Cardboard. The number of bounding boxes added to the
labeled set for each class is also tracked after every acquisition
round.

RQ3. How does sample-selection behavior relate to the
efficiency observed in the benchmark?
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Beyond detector scores, the benchmark analyzes the prop-
erties of the selected images. These properties include the
number of objects per image, class distribution, number of
bounding boxes requiring annotation, and redundancy among
neighboring video frames. The analysis examines whether
performance differences coincide with object density, class
composition, or repeated visual content in the selected images.

B. Active Learning Protocol

The six paired seeds were 13, 42, 1337, 2718, 31415, and
65536. All six were listed in the project configuration before
any run, hence before the composition of any initial set could
be inspected. Seeds 13, 42, and 1337 were used in the initial
submission. Seeds 2718, 31415, and 65536 were added during
revision, and the runs for the first three seeds were retained. For
each seed, 185 images (5% of the training split) were sampled
uniformly without replacement; class annotations were not
used during sampling. Every strategy received the same seed-
specific initial labeled set. Cumulative budgets were 5%, 7.5%,
10%, 12.5%, 15%, 17.5%, and 20%, corresponding to 185,
278, 370, 463, 556, 648, and 741 labeled images. At each
round, the current detector scores only the unlabeled pool.
Selected images are fully annotated and removed from the
pool before the next round. Acquisition functions never access
ground-truth labels in the unlabeled pool.

After sampling, ground-truth labels were used only for a
prespecified validity gate. Each initial set had to contain at
least 20 images and 30 boxes for every class, at least 2,500
boxes in total, and no more than 5% background-only images.
A failed seed would terminate the run; neither its image set
nor the seed would be replaced. All six seeds passed. This
gate prevents unusable low-budget training but does not create
a class-balanced or oracle-stratified initialization. At round ¢,
L; and U; denote the labeled set and unlabeled pool. The
detector is fy,, with parameters 6;; K is the acquisition batch
size, A the acquisition function, and @, the selected query
batch. Following the pool-based active learning formulation
of Settles [4], the query and set updates are given by Eq. (1)
and (2):

Qt = A(Utafat,Lt§Kt)7 (D

Ly =L UQy, U1 = Up \ Q1. (2)

Thus, @Q); contains exactly K; distinct images from the
current unlabeled pool. Validation and test results are recorded
for evaluation only and are never used by an acquisition
function. Acquisition stops after the final budget has been
evaluated. Full-image annotation adds all ground-truth boxes
of each selected image to the labeled set.

C. Implementation of Acquisition Strategies

The equations define the strategy-specific scores, whereas
Algorithm 1 specifies the executable acquisition order. Can-
didate pools contain distinct unlabeled images. Unless stated
otherwise, score rankings use decreasing score followed by
ascending image path as the deterministic tie-breaker. Seeded
randomness is used only where explicitly indicated, and all
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Algorithm 1 Unified active-learning loop and acquisition procedure

Require: Training pool Dy, budget fractions (bo, . .
s
Ensure: Detector results and labeled sets Lo,...,Lp
Initialize persistent RNG state from s; sample Lo uniformly without
replacement, with |Lo| = round(bo| D)
fort=0,...,Rdo
Train fp , on Ly; evaluate fixed validation/test splits
if t = R then
break
end if
Cy « sort(unique(Dyr \ Lt))
Kt < round(bt+1|Dtr|) — ‘Lt‘
Q1 <+ ACQUIRE(a, Ct, K¢, fo,, Lt, 5)
Assert ‘Qt| = Ky, \unique(Qt)| =K, Q:tNL =90
Liy1 + sort(Lt U Qt)
end for
procedure ACQUIRE(a, C, K, fg, L, s)
if K = 0 then
return &
end if
if @ = RANDOM then
Q < 9; Q <+ SAMPLEWITHOUTREPLACEMENT(C, K, RNG)
else if a = PPAL then
DCUS: conf. 0.05, NMS IoU 0.7, max. 200 detections/image
Cy « top min(4K, |C|) by (—DCUS, path); V <« retained-
detection images
Q <+ @; Q < KMEDOIDSCCMS(V, min(K, |V|), RNG); zero-
detection images are excluded from CCMS
if |Q| < K then
Q@ <+ Q U SAMPLEWITHOUTREPLACEMENT(sort(Cs \
V)7 K - |Q|7 RNG)
end if
else if @ = RARITY-AWARE then
Q<+ o
Rank composite scores (embedding k-means seed drawn from
RNG); compute predicted frequencies and effective class weights
Kstrat < |pK |; round quotas to nearest integer, adjust by residual
weight/class-ID ties; if no classes are predicted, use global fill
Process classes by (— weight, classID); dominant-class then pres-
ence fallback
Redistribute unavailable positions by weight; fill remaining positions
by global score
else if a = ENTROPY then
QR+ o
Rank ENMS entropy by (— entropy, path)
5 Target lowest-count an.. classes; count ties use class index; set g =
—+—K
an
Scan ranked candidates while |Q| < K and active quotas remain
Reject if intraSim(z, Q) > 0.7; accept only if some active ¢ has
presence,(z) > 0.3
Decrease every corresponding q.; deactivate ¢. < 0; after quota/list
exhaustion, fill remaining positions by global entropy rank
end if
Stop when |@Q| = K; assert |Q] = K and QN L =@
return sort(Q)
end procedure

.,bgr), strategy a, seed

> final budget

draws share one persistent random number generator (RNG)
per seed. Greek parameters are defined separately within each
strategy; the symbols « and [ denote unrelated quantities in
the PPAL, Rarity-Aware, and Entropy descriptions. Unlabeled
ground-truth annotations are never accessed during acquisition.
Suppression settings below refer to non-maximum suppression
(NMYS).

1) Random sampling: Random Sampling draws K images
uniformly without replacement from the sorted unlabeled pool
using the experiment seed. It has no confidence threshold,
feature extractor, or class allocation rule.
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2) PPAL: The PPAL adapter [8] first estimates class dif-
ficulty from positive training assignments indexed by j. As-
signment quality ¢; combines confidence p; ¢ in the assigned
ground-truth class with the localization overlap between boxes
bj and b;, as defined in Eq. (3):

gj =154 IoU(b;, b;)' 5, £=06. 3)

The fixed exponent £ = 0.6 slightly favors classification
confidence while retaining localization quality. For batch k
and class ¢, let ’Pc(k) denote the set of positive assignments,
(jgk) their mean assignment quality, ng) the class-quality
exponential moving average (EMA), and mgk its effective
momentum. The implementation uses a base momentum of
0.99 and progressively decreases the effective momentum
when a class has no positive-quality observation. Following
the PPAL update rule [8], the implemented recurrence is given
by Eq. (4), (5), and (6):

*) _ Zjepé’” 4

qc - |'Pc(k)| + 10_57 (4)

QW =m®QIV 4 (1-m®) . )
0.99 7™ >0
(k+1) _ ) qc )

m = . . 6

¢ {0.99m£’“’, @ =0 2

The resulting class quality then scales detection uncertainty
as specified in Eq. (7) and (8) [8]:

wczl—f—aln{(el/o‘—l) (I—QC)—i—l} Up, @)

a=0.3, up = 0.2, 1<w. <1.2. ®)

The curvature o = 0.3 controls how rapidly low class
quality increases the weight, while the upper-boost parameter
up = 0.2 limits the class weight w, to the interval [1,1.2].
Image difficulty is the sum of class-weighted binary entropy
over retained detections. The confidence threshold is 0.05,
the NMS IoU threshold is 0.7, and the DCUS limit is 200
detections per image. The top §K images form the difficult
candidate pool, with § = 4.

CCMS retains at most 100 detections per candidate. The
YOLOVS8 adapter normalizes independent sigmoid class scores,
matches detections without forcing identical predicted labels,
and uses symmetrized directional Kullback—Leibler (KL) dis-
tance between matched class distributions. K-medoids uses
greedy k-center initialization and at most 100 iterations. Im-
ages with no retained detections receive zero DCUS score and
are excluded from CCMS; seeded random fill is used only
when the valid candidate set is insufficient, as specified in
Algorithm 1.
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3) Rarity-aware stratified sampling: Rarity-Aware sam-
pling [9] estimates class rarity from predicted detection fre-
quencies in the unlabeled pool. Its amplification factor «, for
class c is defined in Eq. (9):

~ B
Qe = Cllp <f i ) y @min, ®max | - (9)
cTE

Here, f is the median predicted frequency, f. is the
predicted frequency of class ¢, and 5 = 0.6 controls the
strength of rarity amplification. The bounds o, = 0.8 and
Qmax = 2.5 prevent vanishing or extreme class weights,
while ¢ = 107'2 provides numerical stability. A focal ex-
ponent v = 2 suppresses confident predictions so that uncer-
tainty is concentrated on unresolved detections. The five im-
age components—diversity, information, confidence, geometry,
and embedding coverage—are independently max-normalized
and combined with equal weight, avoiding an additional tuned
coefficient.

Half of each query is routed through class-conditioned
allocation (p = 0.5), with remaining positions filled by global
score. Integer quotas account for predicted rarity and labeled-
class counts; unavailable positions are redistributed by class
weight before global filling. The amplification and quota
parameters follow the source severe-imbalance setting [9]. The
YOLOVS adapter uses confidence 10~4, NMS IoU 0.7, and
a 300-detection cap; the cap follows the source retention set-
ting without assuming equivalent confidence calibration across
detectors. Image embeddings are clustered with k-means++
into K clusters using at most 100 iterations. Source-based
method parameters and fixed detector-adapter settings were
specified before evaluation; strategy-specific tuning was not
performed for any acquisition strategy. All strategies restart
from pretrained weights at every budget, whereas the native
Rarity-Aware study uses warm continuation.

4) Entropy-ENMS-DivProto: For a retained class probabil-
ity p, binary predictive entropy h(p) is defined in Eq. (10)
[10]:

h(p) = —pInp — (1 —p) In(1 — p). (10)

Predictions use confidence 0.05, NMS IoU 0.7, and at
most 300 detections. Each retained detection is associated
with a 64-dimensional feature vector taken from the input to
the YOLO Detect head and aligned with the post-NMS box.
ENMS suppresses redundant same-class detections within an
image at similarity threshold 0.5. Lower values would suppress
more aggressively; higher values would retain more repeated
evidence. ENMS changes the image uncertainty score, whereas
class prototypes are calculated as entropy-weighted means over
all post-NMS detections of the class.

DivProto constructs the query progressively. The intra-
class threshold is 0.7 and the inter-class threshold is 0.3.
The least represented o = 0.5 fraction of classes—four of
the eight classes—forms the minority set. The theoretical
minority allocation is S = 0.75 of the batch, implemented as
a per-class quota of 0.1875K. If an accepted image satisfies
multiple active minority classes, each corresponding quota is
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decreased; exhausted quotas are removed from the active set. If
quota positions remain unavailable, the global entropy ranking
supplies the final fill. Images with no retained detections
receive zero entropy and can enter only through the final fill.

1V. EVALUATION

A single controlled benchmark setup supports the three
complementary research questions. Section IV-A describes
the shared dataset, protocol, and metrics. Sections IV-B-IV-
D address overall image-budget performance (RQ1), lower-
count-class performance (RQ2), and selection behavior and
annotation efficiency (RQ3), respectively. Section IV-E com-
bines the evidence needed to explain changes in the rankings
across budgets, classes, and annotation-workload views.

A. Common Experimental Setup

1) Dataset: Experiments use SortWaste [1], a densely
annotated industrial waste-detection dataset containing 5,261
images. The official split provides 3,705 training images, 780
validation images, and 776 test images. SortWaste divides
the recorded videos into scenes of 200 consecutive frames,
discards the first five frames of each scene, and assigns
whole scenes to the three subsets [1]. Both source videos
contribute to the training, validation, and test sets. The training
set contains 61,842 annotated objects across eight material
categories: HDPE (16,803), ECAL (13,649), PET (11,976),
Mixed Soft Plastic (9,077), Mixed Rigid Plastic (7,066), Card-
board (1,524), Metal (945), and PETOil (802). The resulting
maximum-to-minimum instance ratio is approximately 20.95.
Four background-only training images are retained.

SortWaste directly stresses three assumptions of the acqui-
sition functions. Its long-tailed instance distribution permits
evaluation of whether explicit class-aware selection improves
lower-count classes. Dense multi-object images make image
count an imperfect proxy for annotation volume, while con-
secutive frames from the two video sequences can introduce
substantial visual and temporal redundancy. These properties
allow analysis of strategy rankings, the factors behind them,
and the resulting annotation volume.

These properties also delimit interpretation. Because both
videos appear in every subset, the split does not evaluate
transfer to an unseen conveyor or video source. Box-level
class frequency differs from image-level class presence, and
dense or temporally concentrated selections can receive high
scores. Class composition, cumulative box count, and short-
range frame proximity are analyzed as properties of selected
data, not as acquisition inputs.

2) Experimental protocol: Table I consolidates the shared
configuration and strategy-specific acquisition settings.

Each strategy used the same COCO-pretrained YOLOv8n
checkpoint [2], [7] and shared training and evaluation settings
(Table I). Every budget was trained independently from the
pretrained weights; the final checkpoint supplied evaluation
predictions and the next acquisition. Detector, initialization,
optimization, evaluation, and test-prediction protocol were held
constant, while the acquisition strategy and its adapter varied.
The six paired seeds and shared initial labeled sets are specified
in Section III-B. Each saved round checkpoint was evaluated
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TABLE I. BENCHMARK CONFIGURATION. SHARED SETTINGS APPLY TO
ALL S1X SEEDS AND BUDGETS; STRATEGY-SPECIFIC SETTINGS ARE

LISTED SEPARATELY

Configuration Setting

group

Detector / YOLOV8n; same COCO-pretrained checkpoint at every
initialization budget; no warm start.

Training 640 x 640; batch 64; 100 epochs/budget; automatic

Optimizer /

mixed precision (AMP) training; 32-bit floating-point
(FP32) evaluation.
AdamW; learning rate 8.33 X 10~4, final multiplier

schedule 0.01 (linear decay); weight decay 5 x 10~%; no
warmup or early stopping; close_mosaic = 0.
Augmentation Mosaic 1.0; MixUp/CutMix 0; horizontal flip 0.5; hue,

Evaluation /
checkpoint

Protocol / budget

saturation, and value (HSV) (0.015,0.7,0.4);
translation 0.1; scale 0.5; rotation/shear/perspective 0.
Confidence 0.001; NMS IoU 0.7; max. 300
detections/image; no test-time augmentation; last .pt
for evaluation and acquisition.

Official SortWaste split; budgets 5%—20%, step 2.5%;
initial uniform 5% (185 images), checked by the
validity gate in Section III-B.

Seeds 13, 42, 1337, 2718, 31415, 65536.

Acquisition Non-random strategies: input 640; batch 32; FP32;

inference NMS IoU 0.7; no test-time augmentation.

Random Uniform sampling without replacement; no model
inference.

PPAL Confidence 0.05; detection caps: DCUS 200, CCMS
100; £ = 0.6, « = 0.3, § =4, up, = 0.2; EMA
momentum 0.99; CCMS max. 100 iterations.

Entropy Confidence 0.05; max. 300 detections/image; ENMS

Rarity-Aware

similarity 0.5; intra-/inter-class thresholds 0.7/0.3;
minority fraction o = 0.5, allocation 8 = 0.75.
Confidence 10~%; max. 300 detections/image; rarity
bounds [0.8,2.5]; 8 = 0.6, focal exponent v = 2,
stratified fraction p = 0.5, € = 10—12,

Software Python 3.12.13; Ultralytics 8.4.51; PyTorch
2.10.0+cul28; CUDA 12.8.
Hardware NVIDIA Tesla T4; one graphics processing unit.

FP32 evaluation includes validation and testing.

on the test split in one pass. The reported test metrics come
from this pass and differ from the values logged during training
by less than 0.0003 mAP@50:95.

3) Evaluation metrics: The primary curve-level metric is
nAUBC over the realized labeled-image interval from 5% to
20%, following the area-under-budget construction in [15] and
[16]. Let b, and m, denote the realized labeled fraction and
corresponding test mAP@50:95 at budget point r, where, r =
0,...,R and R is the final budget-point index. Trapezoidal
integration is computed with Eq. (11) and (12):

Rl my +m
A= i, Ab,, MTZ%, (11)
r=0
Ab, = by 1 — by, nAUBC = ———. (12)
br — by

Normalization leaves nAUBC on the same scale as mAP.
A strategy receives a high value when it improves the detector
early and maintains that advantage across subsequent budgets.
The final mAP@50:95 at 20% is reported separately because it
measures the detector at one operating point. A high nAUBC
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but similar endpoint indicates an early advantage that later
narrows; a strong endpoint with lower nAUBC indicates that
gains arrive late.

Class-level AP averaged over the same IoU thresholds
(AP@50:95) is used to determine whether aggregate improve-
ment comes from lower-count classes or from already well-
represented classes. Metal, Cardboard, and PETOil receive
particular attention, but all eight classes are reported. After
each acquisition, the number of ground-truth boxes added
for each class is counted for analysis only. Comparing class
AP with labeled instances separates exposure from learning
response. More boxes with little AP gain suggest redundant,
ambiguous, or poorly targeted supervision. An AP gain without
a large count increase suggests higher-value examples.

For selection behavior and annotation efficiency, two addi-
tional audits are used. First, the budget curves are re-indexed
by cumulative ground-truth box count. If an image-budget
advantage becomes much smaller on the box axis, part of the
apparent efficiency came from selecting denser images rather
than reducing bounding-box work. Actual labor savings cannot
be claimed without annotation-time measurements. Second,
temporal concentration is the proportion of queried images
that have another image from the same video in the same
acquisition batch within five frame indices. A high short-range
neighbor rate indicates that a query batch concentrates on
closely related frames even when its feature-space diversity
score is favorable.

Each metric is computed independently for each of the
six seeds and summarized as mean + sample standard de-
viation (SD). Paired differences from Random are calculated
within seed, because all acquisition strategies share the same
initialization for that seed. A high mean with a large standard
deviation indicates sensitivity to the sampled initialization or
stochastic training. The 95% intervals are unadjusted paired
t-intervals over the six seeds, with seeds as the unit of
replication. They quantify variation across seeds for single
training runs and are not adjusted for multiple comparisons. An
interval that excludes zero is reported as such, and an interval
that includes zero is reported as inconclusive for the direction
of the difference. One training run per seed and budget does
not establish a fully replicated estimate or a definitive strategy
ranking.

nAUBC and the 20% endpoint identify when an acquisition
strategy performs well. Class-level AP and labeled instances
identify which classes account for the difference, while box-
budget and temporal analyses describe the selected data. The
benchmark therefore assesses performance jointly in terms of
detector improvement, annotation volume, and coverage of the
video-derived pool.

B. Overall Detection Performance (RQI)

1) Analysis scenario: For RQI, each strategy is evalu-
ated over the shared 5%-20% labeled-image trajectory for
six paired seeds. The primary comparison is image-budget
nAUBC, with test mAP@50:95 at 20% reported as the end-
point. Following area-under-budget evaluation in [15] and
[16], nAUBC is computed independently for each seed before
aggregation. All budget points are independently retrained
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Fig. 1. Test mAP@50:95 across labeled-image budgets. Thick lines show
means across six seeds; shaded bands show one sample standard deviation.

from the same COCO-pretrained initialization, so differences
are paired by seed and acquisition strategy.

2) Results and discussion: PPAL and Entropy formed
the leading group under the evaluated SortWaste—YOLOv8n
protocol. PPAL achieved the highest mean nAUBC over the
5%—-20% trajectory and the highest mean mAP@50:95 at 20%.
Both summaries are reported to distinguish performance across
acquisition rounds from the final operating point.

For seed s, let n,; be the labeled-image count at bud-
get point 7, Nipain the number of training images, bs; =
Ns;/Nirain the realized labeled fraction, and m,; the corre-
sponding test mAP@50:95. The seed-specific value is calcu-
lated using Eq. (13) [15], [16]:

5
Mg q + Mg
Z #ﬂ (bs,it1 — bsyi)
(s) _ =0
nAUBC[o.os,o.zo] = bs6 — bs.o - (13)

s

The endpoint alone cannot describe performance before
the 20% budget. Curve-level ranking used an area-under-the-
budget construction established in active-learning evaluation
[15], [16]. Dividing the trapezoidal area by the realized budget
span expresses nAUBC as mean linearly interpolated test
mAP@50:95 over the evaluated interval. It was calculated
separately for each seed before reporting the mean and sample
standard deviation across six paired seeds. Section IV-D2
examines the same curves against cumulative box count.

The mean margins of PPAL and Entropy over Random
were largest at 10% and smaller at 20%. All four strategies
started from the same 5% labeled set within each seed. Fig. 1
presents the budget trajectories, and Table II reports their mean
values at each labeled-image budget.

At 10%, PPAL and Entropy exceeded Random by 0.0210
and 0.0146 mAP@50:95. Their margins declined to 0.0083 and
0.0050 at 20%. Rarity-Aware’s mean remained below Random
at every budget after the shared 5% point. The mean curves
are consistent with an intermediate-budget advantage for PPAL
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Fig. 2. Mean class AP@50:95 at 17.5% labeled images across six paired seeds. The shaded region highlights PETOil.

TABLE II. MEAN TEST MAP@50:95 ACROSS LABELED-IMAGE
BUDGETS. VALUES ARE MEANS ACROSS SIX PAIRED SEEDS; BOLD
IDENTIFIES THE HIGHEST MEAN AT EACH BUDGET

Labeled images Random PPAL Entropy Rarity-Aware

5% 0.2363  0.2363  0.2363 0.2363
7.5% 0.2481  0.2591 0.2534 0.2423
10% 0.2574 0.2784 0.2720 0.2526
12.5% 0.2829 0.2986 0.2880 0.2787
15% 0.2815 0.2932 0.2866 0.2794
17.5% 0.2800 0.3011 0.3014 0.2846
20% 0.2917  0.3000 0.2967 0.2817

and Entropy. Paired intervals were computed for nAUBC and
for the 20% endpoint, not for each intermediate budget.

At 20%, the paired differences from Random were
+0.0083 ([—0.0086, 0.0252]) for PPAL, +0.0050 ([—0.0061,
0.0160]) for Entropy, and —0.0100 ([—0.0283, 0.0083]) for
Rarity-Aware. All three intervals include zero, so the endpoint
does not separate any strategy from Random. The discussion
below examines diagnostic evidence associated with the nar-
rowing of the PPAL and Entropy margins as the labeled set
grew.

PPAL ranked first by image-budget nAUBC, with Entropy
close behind. PPAL exceeded Random in all six paired seeds,
Entropy in five, and Rarity-Aware in one. Table III summarizes
the curve-level rankings and paired differences.

Relative to Random, mean nAUBC was higher by 0.0126
for PPAL (unadjusted 95% paired t-interval [0.0032, 0.0220])
and by 0.0075 for Entropy ([0.0020, 0.0129]). Both intervals
exclude zero. Rarity-Aware differed by —0.0044 ([—0.0124,
0.0036]), and its interval includes zero. The PPAL-Entropy
difference was 0.0051 ([—0.0053, 0.0155]); its interval in-
cludes zero. These intervals are across six paired seeds, with
one training run per seed and budget, and are not adjusted for
multiple comparisons.

A cross-budget comparison is also available. With 463 la-
beled images at 12.5%, mean PPAL mAP@50:95 was 0.2986,
compared with 0.2917 for Random at 20% with 741 images.

This comparison uses means only; the associated box load is
examined in Section IV-D2.

The curves were not monotonic. Across the 36 seed-level
transitions for each strategy, declines occurred 7 times for
Random, 8 for PPAL, 7 for Entropy, and 11 for Rarity-
Aware. Each budget initiated an independent stochastic opti-
mization run from the same pretrained weights. A local decline
therefore cannot be assigned solely to the newly acquired
images. nAUBC reduces the influence of any single upward
or downward fluctuation by summarizing all seven budgets.

C. Lower-Count-Class Performance (RQ2)

1) Analysis scenario: For RQ2, AP@50:95, class nAUBC,
annotation exposure, and alternative class scorings are ana-
lyzed across six paired seeds, with focused analysis of Metal,
Cardboard, and PETOil. Ground-truth box counts are audited
after acquisition and are unavailable to the acquisition strate-
gies. Checkpoint-specific diagnostics are identified separately.

2) Results and discussion:

a) Class-level separation and the role of PETOIl:
SortWaste evaluates detection by macro-averaging AP over
eight classes [1]. At any labeling budget, the macro average
over class index c is defined by Eq. (14):

8
1
mAP50.95 = 3 E AP 5095 . (14)
c=1

Each class consequently contributes one eighth of the
reported mAP, regardless of how many test boxes it contains.
PETOIl has 132 test boxes and HDPE has 3,269, yet a
change of 0.08 AP in either class changes mAP by the same
0.01 [1]. PETOIl therefore carries equal metric weight with
much smaller evaluation support. Fig. 2 compares class-level
performance at 17.5%, the budget at which PPAL and Entropy
reach their highest mean mAP@50:95 (Table II).

The six-seed analysis identifies PETOil as the largest
individual contributor to the trajectory-level gain: it supplies
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TABLE III. CURVE-LEVEL PERFORMANCE AND PAIRED DIFFERENCES FROM RANDOM. NAUBC VALUES ARE MEANS ACROSS SIX PAIRED SEEDS;
BUDGET-POINT WINS EXCLUDE THE SHARED 5% INITIALIZATION POINT

Selection strategy Image-budget nAUBC, mean + sample SD

Paired nAUBC difference from Random, mean

Paired budget-point wins over Random

+ sample SD
Random 0.2705 £ 0.0057 Reference Reference
PPAL 0.2831 + 0.0079 +0.0126 + 0.0090 30 of 36
Entropy 0.2780 £ 0.0063 +0.0075 £ 0.0052 27 of 36
Rarity-Aware 0.2661 £ 0.0057 -0.0044 £ 0.0076 13 of 36

46% of the PPAL improvement and 53% of the Entropy
improvement. At 17.5%, the corresponding shares are 45% and
55%. Substantial contributions also arise from other classes.
Table IV reports positive mean per-class nAUBC differences
for PPAL in all eight classes and for Entropy in seven. Metal,
Mixed Rigid Plastic, and Cardboard contribute 18%, 14%,
and 10% of the PPAL gain, respectively. Several low-AP
classes therefore contribute substantially to the improvement,
consistent with uncertainty- and difficulty-based acquisition.

Test predictions from the saved checkpoints were rescored
over the seven classes excluding PETOil and with PETOIil
labels and predictions merged into PET, following the plastic-
only SortWaste class grouping [1]. For the merged vari-
ant, NMS was repeated at IoU 0.7. With PETOIil excluded,
PPAL’s paired nAUBC difference from Random was +0.0078
(unadjusted 95% paired t-interval [0.0026, 0.0131]). With
PETOIil merged into PET, the difference was +0.0080 ([0.0028,
0.0132]). Entropy’s corresponding differences were +0.0040
and +0.0043; both intervals include zero (Table V). The PPAL
PETOil AP margin over Random decreased from +-0.084
at 10% to +0.030 at 20%. These values are differences of
unrounded means (Fig. 4 and Table VI).

Table VI complements the trajectory analysis with class
AP at the 20% endpoint.

At 20%, PPAL obtains the highest mean AP in PET, Mixed
Soft Plastic, ECAL, Mixed Rigid Plastic, and PETOil, whereas
Entropy leads in Metal and Cardboard and Random in HDPE.
The six-seed endpoint means are therefore consistent with the
aggregate PPAL ordering, with distinct class-specific leaders
across strategies.

Table VII reports class-level precision and recall at 20%;
boldface marks the maximum of each metric separately. PPAL
has the highest mean PETOIl precision, while Random has
slightly higher PETOIl recall. Entropy records competitive
recall for several lower-count classes, and Rarity-Aware does
not lead consistently across classes. Fig. 3 reports where
ground-truth boxes were assigned. Across the four strategies,

0.11-0.20 of PETOil boxes were assigned to PET, 0.13-0.21 to
HDPE, and 0.11-0.21 to Mixed Rigid Plastic, and 0.07-0.11
were missed. The fraction assigned to PETOil was 0.38 for
Random, 0.38 for PPAL, 0.35 for Entropy, and 0.25 for Rarity-
Aware. Metal boxes were most often assigned to ECAL (0.34—
0.39) or missed (0.30-0.32), and 0.06-0.08 were assigned
to Metal. Cardboard boxes were most often missed (0.43—
0.49), and 0.12-0.16 were assigned to Cardboard. Table VII
and Fig. 3 use different operating points: the table uses the
maximum-F1 confidence at IoU 0.50, and the figure uses
confidence 0.25 at IoU 0.45. Precision is normalized by
predictions, recall by ground-truth boxes, and each figure row
by ground-truth boxes, so the values are not interchangeable.
In a sorting line, missed detections can leave objects unsorted,
class confusions can route materials incorrectly, localization
errors can shift a grasp point, and duplicate detections can
prompt repeated handling.

AP@50:95 evaluates detection across multiple IoU thresh-
olds, but the evaluation outputs do not separately enumerate
duplicate detections or localization errors. Error decomposition
frameworks such as TIDE distinguish these contributions [17];
that decomposition was not performed. The AP curves and
confusion matrices summarize detection quality and class
assignments, while the PET-PETOIil example illustrates class
ambiguity.

b) The acquisition strategies targeted different bottle-
necks in sortwaste: The acquisition strategies differ along
two axes that matter for SortWaste: how they estimate unre-
solved detector error and whether a candidate’s value changes
after other images enter the same batch. PPAL combines
training-derived classification and localization difficulty with
joint CCMS selection. Entropy combines predictive entropy
with ENMS and accepted-set prototype updates. Rarity-Aware
combines predicted scarcity with class-conditioned quotas,
while its image scores remain fixed during batch construction.
Table VIII summarizes these differences in acquisition signals,
redundancy control, and class allocation.

PPAL’s training-derived difficulty signal provides a mech-

TABLE IV. CLASS NAUBC OVER 5%-20% LLABELED IMAGES ACROSS SI1X PAIRED SEEDS. RANDOM REPORTS MEAN CLASS NAUBC; OTHER
COLUMNS REPORT MEAN DIFFERENCES FROM RANDOM. PARENTHESES COUNT SEEDS WITH POSITIVE DIFFERENCES

Class Random PPAL Entropy  Rarity-Aware
PET 0.531  +0.0048 (4) +0.0051 (4) -0.0045 (1)
ECAL 0461  +0.0008 (4) -0.0027 (3)  -0.0095 (1)
HDPE 0426  +0.0027 (4) +0.0028 (3)  -0.0047 (2)
Mixed Rigid Plastic ~ 0.280  +0.0146 (6) +0.0009 (3)  -0.0065 (1)
PETOIl 0.183  +0.0459 (5) +0.0318 (5) -0.0166 (1)
Mixed Soft Plastic 0.171  +0.0041 (4) +0.0033 (3) -0.0076 (1)
Metal 0.073  +0.0179 (4) +0.0146 (4) +0.0106 (5)
Cardboard 0.039  +0.0100 (4) +0.0041 (4) +0.0037 (3)
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TABLE V. PAIRED NAUBC DIFFERENCES FROM RANDOM UNDER ALTERNATIVE CLASS SCORINGS ACROSS SIX SEEDS. BRACKETS GIVE UNADJUSTED
95% PAIRED T-INTERVALS; PARENTHESES COUNT SEEDS WITH POSITIVE DIFFERENCES. PETOIL SHARE DENOTES ITS CONTRIBUTION TO THE
EIGHT-CLASS MACRO DIFFERENCE

PETOil share

Strategy Eight classes Without PETOil PETOil merged into PET
PPAL +0.0126 [0.0032, 0.0220] (6) 40.0078 [0.0026,0.0131] (6) 40.0080 [0.0028, 0.0132] (6) 46% of gain
Entropy —+0.0075 [0.0020, 0.0129] (5) +0.0040 [—0.0006, 0.0086] (5) +0.0043 [—0.0001, 0.0088] (5) 53% of gain

Rarity-Aware —0.0044 [—0.0124, 0.0036] (1)

—0.0026 [—0.0067,0.0014] (2)

—0.0025 [—0.0066,0.0017] (2) 47% of deficit

TABLE VI. CLASS AP@50:95 AT 20% LABELED IMAGES ACROSS SIX
PAIRED SEEDS. BOLD IDENTIFIES THE HIGHEST MEAN FOR EACH CLASS

Class Random PPAL Entropy Rarity-Aware
PET 0552 0.558 0.556 0.547
HDPE 0438 0431 0431 0.431
Mixed Soft Plastic 0.174  0.182  0.170 0.161
ECAL 0.470 0477 0471 0.466
Metal 0.072  0.078  0.092 0.091
Cardboard 0.028  0.041  0.047 0.033
Mixed Rigid Plastic ~ 0.308  0.312  0.305 0.295
PETOil 0290  0.321 0.301 0.229

TABLE VII. PER-CLASS PRECISION AND RECALL AT THE 20%
LABELED-IMAGE BUDGET. EACH CELL REPORTS MEAN
PRECISION/RECALL ACROSS THE SIX SEEDS. VALUES ARE ULTRALYTICS
8.4.51 PER-CLASS RESULTS AT IoU 0.50 AND AT THE CONFIDENCE THAT
MAXIMIZES THE SMOOTHED MEAN F1 OVER CLASSES

Class Random PPAL Entropy Rarity-Aware
PET 0.724/0.734 0.750/0.736 0.736/0.729 0.709/0.728
HDPE 0.621/0.536 0.614/0.516 0.593/0.535 0.608/0.529
Mixed Soft Plastic 0.348/0.334 0.383/0.309 0.361/0.323 0.345/0.317
ECAL 0.581/0.693 0.606/0.666 0.578/0.669 0.572/0.680
Metal 0.246/0.095 0.236/0.070 0.294/0.102 0.267/0.104
Cardboard 0.085/0.116 0.109/0.137 0.122/0.159 0.100/0.135
Mixed Rigid Plastic 0.407/0.474 0.397/0.491 0.395/0.496 0.381/0.495
PETOil 0.473/0.441 0.525/0.439 0.516/0.398 0.445/0.329

anism for weighting unresolved classification and localization
errors. Following Yang et al. [8], for each positive training
assignment indexed by j, the YOLOVS adapter computes
assignment quality ¢; and the difficulty d. of class c, as shown
in Eq. (15):

Random Entropy

PET 004 006 ool o oo on ] o0s  oos o 004
HDPE - 003 05 o2 oo ool oo 021 - oo 00 o3 ool ool oo

MixSoft - 005 006 | 03 | 012 oo 005 013 025 - oo o006 | 03 o 0s o

2 Mewl- 003 018 o005 | 035 oos oot 030 | - om 018 oo | 03 o008 o0l
&

ECAL - 001 007 00

Cardboard - 015 o 00 o2 on 044 - oo 016 0s 00 06 on
MisRigid = 007 006 016 004 046 oo o - 006 007 014 00 041 o0
PETOIl - 011 021 o0 on o1s |03 | o0 - o8 o015 0o oo on | oas
ol 035 oo 00 o oo - o6 o2 s o

bg- 017 02

Predicted

Predicted

TABLE VIII. ACQUISITION SIGNALS, WITHIN-BATCH REDUNDANCY
CONTROL, AND CLASS ALLOCATION. THE TABLE SUMMARIZES THE
SOURCE METHODS AND THEIR YOLOV8 ADAPTATIONS USED IN THIS
BENCHMARK [8], [9], [10]

Strategy Acquisition mechanism

PPAL

Signal: Training-derived classification and localization
difficulty applied to uncertainty.

Redundancy control: CCMS compares multi-object
candidates, followed by representative selection.

Class allocation: Difficulty reweighting without a fixed
class quota.

Signal: Binary prediction entropy refined by ENMS.
Redundancy control: DivProto compares class-specific
prototypes with images already selected.

Class allocation: Explicit allocation toward minority
classes.

Signal: Rarity-weighted uncertainty, confidence, and fixed
diversity terms.

Redundancy control: Embedding distance uses fixed pool
centroids and ignores partial-batch selections.

Class allocation: Rarity quotas followed by global score
ranking.

Entropy

Rarity-Aware

q; = p08 ToU(bs, b;)°4,

d.=1-Q.. (15

Here, the probability term denotes confidence in the as-
signed ground-truth class, and the two boxes denote the
prediction and its assigned ground-truth box. The class-quality
statistic is the exponential moving average of assignment
quality, and class difficulty reweights instance uncertainty.
By construction, DCUS combines classification confidence
and localization quality [8]; it is not an inverse-frequency or

PPAL Rarity-aware
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Fig. 3. Normalized test-set confusion matrices at the 20% labeled-image budget. Each matrix aggregates the six seeds for one acquisition strategy. Rows
denote ground-truth classes and columns denote predicted classes; values are normalized within each row. The background column summarizes missed
detections, and the background row summarizes false-positive assignments. Matching uses confidence above 0.25 and IoU above 0.45, the Ultralytics 8.4.51
defaults for confusion matrices. Cells with values that round to 0.00 are left unlabeled.
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Fig. 4. PETOil AP@50:95 and cumulative labeled boxes across six paired seeds. Thin lines show individual seeds; thick lines show means. Box counts were
audited after acquisition and were unavailable to acquisition strategies.

inverse-AP score. This mechanism provides context for the
class-level results without separating its contribution from the
other PPAL components.

PPAL’s second stage addresses coverage within the diffi-
cult candidate pool. The YOLOvV8 adapter matches detections
between image pairs, compares normalized class-score vectors
through symmetrized directional KL distance, and selects rep-
resentatives jointly. This selection operates in class-posterior
space and does not explicitly constrain frame distance. The six-
seed temporal analysis in RQ3 therefore describes a separate
property of the selected batches.

Entropy combines predictive entropy with progressive di-
versity: ENMS suppresses redundant same-class detections,
and DivProto updates class prototypes as images enter the
batch [10]. The source method also assigns at least 75% of
the budget to the least represented half of the classes.

Fig. 4 relates six-seed PETOIl accuracy to annotation ex-
posure. At 17.5%, Entropy and Rarity-Aware had accumulated
157.7 and 149.7 PETOIl boxes on average, with AP values
of 0.312 and 0.236. PPAL reached 0.301 with 165.7 boxes.
These differences are consistent with class exposure alone
not explaining the class response; the selected examples and
detector training may also contribute.

Fig. 5 presents the visual ambiguity behind the class-level
result. The object retains the shape and transparency of ordi-

(a) Ground truth

PETOil

-

(b) PPAL model at 5%

nary PET while showing oil contamination and deformation.
SortWaste defines PETOQil as a PET subcategory and merges
it into PET in the plastic-only benchmark because the two
classes share material properties and visual appearance [1].
The independently trained models changed from a PET error
at 5% to a weak PETOIl prediction at 17.5%. This example
is consistent with the PET-PETOIl confusion identified by the
quantitative analysis, but it is a best-case illustration rather
than representative evidence by itself. The aggregate class
conclusions use the six-seed analysis across the complete 5%—
20% budget trajectory. Per-image prediction files from the
evaluation passes were not archived, so persistent failures and
newly introduced errors could not be enumerated separately.

The published full-supervision result provides additional
context: YOLOvI1 reached 0.451 mAP@50:95 overall and
0.725 AP@50:95 on PETOIl [1]. Differences in detector and
training protocol preclude a direct annotation-budget compar-
ison.

c) Class coverage and detection response of the rarity-
aware adaptation: The six-seed exposure audit (Table IX)
reports that Rarity-Aware achieved class coverage comparable
to PPAL and Entropy, with the highest Metal exposure. The
mean Metal nAUBC difference from Random was +0.0106,
with positive differences in five of six seeds; the corresponding
Cardboard values were +0.0037 and three of six. However,
PPAL and Entropy achieved larger mean Metal gains with

(c) PPAL model at 17.5%

Fig. 5. Best-case qualitative PETOil example from test frame 0008_2564_5 for seed 13. Among screened PETOil-positive images, this frame showed the
largest spatially matched improvement: the 5% model predicts PET, whereas the independently trained 17.5% model predicts PETOIl. Predictions are shown at
confidence 0.05. This example is not representative of typical detector behavior.
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TABLE IX. S1Xx-SEED CLASS EXPOSURE AMONG THE 556 IMAGES
ACQUIRED FROM 5% TO 20%. COVERAGE IS THE PERCENTAGE
CONTAINING METAL, CARDBOARD, OR PETOIL; BoX COUNTS ARE
MEAN QUERIED BOXES PER SEED

Strategy Coverage Metal boxes PETOil boxes
Random 58.2% 143.2 122.2
PPAL 68.1% 203.5 151.5
Entropy 68.9% 207.5 145.2
Rarity-Aware 69.6% 238.2 138.8

fewer queried Metal boxes. Rarity-Aware’s macro difference of
-0.0044 comprises -0.0041 from the five higher-count classes
and -0.0021 from PETOIil, partly offset by +0.0018 from
Metal and Cardboard. These results describe the class-specific
strengths and trade-offs of the evaluated adaptation.

The approximately 21-fold instance imbalance overstated
encounter scarcity at image level. Metal, Cardboard, and
PETOIil appeared in 20.9%, 33.3%, and 19.0% of training
images, so Random encountered each class regularly. Access to
PETOil was only part of the problem. A possible explanation
for the larger separation is that the selected examples resolved
more of the remaining PET-PETOIl error; this was not tested.

The routing audit identified a first constraint in the evalu-
ated configuration. Rarity-Aware estimates class weights from
predicted detection frequency, combines them with labeled
class balance, and reserves part of the query for class-
conditioned allocation [9]. Its source paper likewise recognizes
early prediction bias as a limitation. In the audited initial pool
for seed 1337, the YOLOv8 Top-300 adapter retained 300
detections for every image. It predicted PETOIl in 3,493 of
3,520 images, while revealed labels placed PETOIil in 672.
The resulting 19.2% precision left the presence-based fallback
with little power to distinguish relevant images. Routing first
considers the dominant predicted class, so the 19.2% value
applies only to the fallback stage. Raising confidence to
0.05 changed 24 of 93 selections at the same checkpoint.
This diagnostic indicates sensitivity of the selected batch to
detector-specific retention, but it does not establish a training
or AP effect.

Batch construction creates a second structural difference.
Rarity-Aware computes a composite score for every pool
image before constructing the query, directs half of the bud-
get through class-conditioned quotas, and fills the remaining
positions by score rank. Accepting an image does not update
the scores of the remaining candidates, so a similar candidate
retains its original value. Following Benhafid and Selouani [9],
its embedding term E; for image ¢ is defined in Eq. (16):

F; = mi ; — 16
i ;EIGHJI\}[HZZ ﬂ”Q; (16)

where, z; is the /5-normalized embedding of image i, M
is the set of unlabeled-pool cluster centroids, and p € M
denotes a candidate centroid. Since E; is measured against
fixed centroids, it remains unchanged as the batch grows.
Entropy updates DivProto prototypes from accepted images,
while PPAL performs joint medoid selection over its pairwise
CCMS matrix. A possible explanation is that the weak fallback
signal and scores that do not react to accepted images allowed
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correlated frames to retain high ranks. The six-seed temporal
audit in Section IV-D provides related evidence. Its effect
on AP can be tested through a full acquisition-and-training
ablation.

The source Rarity-Aware experiments used YOLOv10 and
YOLOV12 with warm continuation [9]. The present compari-
son evaluates transfer to YOLOv8n under shared independent
retraining. The routing probe identifies weak PETOIl presence
discrimination in one checkpoint; its contribution to AP and
the losses on higher-count classes require separate acquisition-
and-training ablations.

D. Selection Behavior and Annotation Efficiency (RQ3)

1) Analysis scenario: For RQ3, cumulative labeled-box
counts and short-range temporal concentration are audited
across six paired seeds. Box-budget nAUBC uses linearly inter-
polated curves over the common observed box-count interval
within each seed. Temporal concentration is the proportion of
queried images with another image from the same video in
the same acquisition batch within five frame indices, averaged
across the six seeds and six acquisitions.

2) Results and discussion:

a) Annotation volume and temporal concentration:

Equal labeled-image budgets did not produce equal annotation
volumes. Across six seeds, PPAL, Entropy, and Rarity-Aware
queried 20.56-20.88 ground-truth boxes per image, compared
with 16.62 under Random. Table X combines annotation
volume, box-budget performance, and temporal concentration.
Counts were audited after acquisition and were unavailable to
the acquisition strategies.

Within each acquisition batch, the proportions of images
with a same-video neighbor within five indices are 21.0% for
Random, 53.5% for PPAL, 63.5% for Entropy, and 69.1% for
Rarity-Aware. These are means across 36 seed—round batches
per strategy. Active acquisition strategies therefore have ap-
proximately 2.5-3.3 times Random’s short-range neighbor rate.
This within-batch measure is distinct from proximity between
labeled and test frames.

b) Temporal-proximity sensitivity analysis: The official
split assigns whole scenes to each subset and contains frames
from two video sequences. To examine whether short-range
proximity could explain the strategy differences, a post-hoc
filtered-test analysis was performed. Frames were treated as
close when their same-video index difference was at most 10
or 20 frames, corresponding to approximately 2 or 4 seconds
at the dataset’s 5 frames per second. The training pool contains
3,705 images and the test set contains 776 images. Under the
scene-based split, the nearest training frame was at least six
indices away for every test image, consistent with the five
frames discarded at the start of each scene. Thirty images
(3.9%) were within 10 indices of the training pool, and 90
images (11.6%) were within 20 indices.

At the 20% budget, the proportion of test images with
a labeled image within 10 indices was 1.74% for Random,
2.92% for PPAL, 2.73% for Entropy, and 2.56% for Rarity-
Aware. These proportions are small relative to the full test set,
although the active acquisition strategies had higher proximity
than Random. The same trained models were then re-evaluated
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TABLE X. ANNOTATION VOLUME, BOX-BUDGET PERFORMANCE, AND WITHIN-BATCH TEMPORAL CONCENTRATION ACROSS SIX PAIRED SEEDS. A
TEMPORAL NEIGHBOR IS ANOTHER QUERIED IMAGE FROM THE SAME VIDEO WITHIN FIVE FRAME INDICES. BOX-BUDGET DIFFERENCES USE COMMON
OBSERVED BOX-COUNT SUPPORT WITHIN SEED

Selection strategy Ground-truth boxes per queried image

Box-budget nAUBC difference from Random

Images with a same-video neighbor within five
frame indices

Random 16.62
PPAL 20.56
Entropy 20.88
Rarity-Aware 20.87

Reference 21.0%
+0.00753 53.5%
+0.00109 63.5%
-0.01038 69.1%

after removing test images within 10 or 20 indices of the
training pool. This procedure tests sensitivity to the affected
test subset; it does not constitute a held-out-video split or a
causal decomposition.

Filtering test images within 20 frame indices reduced
the PPAL and Entropy differences by approximately 20%
and 47%, respectively (Table XI). PPAL’s interval remained
above zero; Entropy’s included zero. Rarity-Aware’s differ-
ence became slightly more negative. These values describe
sensitivity to the filtered subset, not the fraction of any gain
attributable to temporal proximity: no randomly filtered control
set was evaluated. A held-out-video comparison would require
reserving one of the two videos for testing and retraining every
strategy on the other.

c) Selection behavior of the rarity-aware top-300 adap-
tation: Across 36 acquisitions over six seeds, Rarity-Aware
queried 833 PETOIil boxes and Entropy 871; their PETOIil
nAUBC differed by 0.0484 in favor of Entropy. Separately, the
checkpoint-specific retention probe for seed 1337 (Section IV-
C) identifies a detector-transfer condition: predicted class pres-
ence must distinguish relevant images from the rest of the pool.
Its effect on AP was not evaluated through retraining.

d) Detection-level score aggregation and annotation
density: Detection-level score aggregation provides a possi-
ble explanation for the observed annotation density. PPAL
sums difficulty-weighted entropy over retained detections, En-
tropy sums entropy after ENMS, and Rarity-Aware includes
detection-level uncertainty and information sums. Object-dense
images therefore have more opportunities to accumulate score.

Across six seeds, box-based indexing reduced the PPAL
difference from +0.0126 to +0.0075 nAUBC (95% interval
[—0.0018,0.0168]) and the Entropy difference from +0.0075
to +0.0011 ([—0.0053,0.0075]). Both intervals include zero.
The image- and box-budget analyses distinguish gains under a
fixed image count from gains under comparable bounding-box
volume. The smaller differences are consistent with a ranking
that depends in part on the budget definition, particularly for
Entropy. Rarity-Aware’s difference changed from —0.0044 to
—0.0104 ([—0.0167, —0.0041]), and this unadjusted interval
excludes zero.

The acquisition strategies do not encode video identity or
frame distance, so neighboring frames remain eligible when
their model-derived signals differ. Image count, object count,
and temporal coverage therefore describe separate properties
of the acquired data.

E. Integrated Discussion

1) Cross-RQ synthesis: The class analysis identifies gains
beyond one category. PETOil is the largest individual contrib-
utor to the PPAL and Entropy improvements; Metal, Mixed
Rigid Plastic, and Cardboard also contribute. Rarity-Aware in-
creases lower-count-class exposure, but its mean image-budget
nAUBC (0.2661) is below Random (0.2705). Class exposure
and aggregate detection performance therefore describe distinct
outcomes of acquisition.

2) Narrowing margins at larger budgets: Random’s cu-
mulative PETOil exposure increased from 36.2 to 158.3 la-
beled boxes between 5% and 20%. Its within-batch five-frame
neighbor rate was 21.0%, compared with 53.5%-69.1% for
the active strategies. These selection patterns accompany the
narrowing mean performance margins.

At 20%, the mean mAP@50:95 margins were +0.0083 for
PPAL and +0.0050 for Entropy, and both intervals include zero
(Section 1V-B). PPAL’s PETOil AP margin was +0.030. The
smaller endpoint margins coincide with increased cumulative
coverage under Random.

The PPAL source study reported larger early-cycle gains
that narrowed later [8]. A similar timing appears on SortWaste:
PPAL and Entropy had their largest aggregate margins at 10%,
with positive mean differences at 20%.

3) Relation to source studies and transfer limits: The
source studies report AP or mAP at successive budgets and
differ in detector and cross-cycle training history. PPAL’s
official implementation restarts detector training at each budget
[18], matching the independent YOLOvVS8n runs used here.
Rarity-Aware initializes each cycle from the previous best
validation checkpoint [9]; the Entropy source study does not
specify cross-cycle weight transfer or checkpoint selection
[10]. These differences preclude direct comparison of absolute
scores.

The PPAL study reported a 6.0-point mAP@50 advan-
tage over Random on the PASCAL Visual Object Classes
(VOC) dataset at 20% [8]. The present margin is +0.0083
mAP@50:95, which equals 0.83 points on a 0-100 scale.
The two values use different metrics (mMAP@50 versus
mAP@50:95), datasets, and detectors, so they are not directly
comparable. Entropy’s positive mean difference is directionally
consistent with reported gains on COCO and YOLOvVS5 [10].
Rarity-Aware was evaluated in its source study with YOLOv10
and YOLOvV12 and warm continuation to 15% [9]; the current
results describe its transfer to independently trained YOLOv8n.

The confusion patterns in Section IV-C have operational
implications. The consequences of missed detections, class
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TABLE XI. SENSITIVITY OF PAIRED NAUBC DIFFERENCES FROM RANDOM TO FILTERED TEST SETS. VALUES ARE MEAN DIFFERENCES ACROSS SIX
PAIRED SEEDS; BRACKETS SHOW UNADJUSTED 95% PAIRED T-INTERVALS

Strategy All test images After removing < 10 frames After removing < 20 frames Relative reduction at 20 frames
PPAL +0.0126 [0.0032, 0.0220] +0.0101 [0.0012,0.0190] +0.0101 [0.0011,0.0191] 20%
Entropy +0.0075 [0.0020, 0.0129] 40.0048 [—0.0011, 0.0106] +0.0040 [—0.0027, 0.0107] 47%
Rarity-Aware —0.0044 [—0.0124, 0.0036] —0.0065 [—0.0137,0.0007] —0.0074 [—0.0150, 0.0002] —

confusions, localization errors, and duplicate detections for
sorting are described there.

F. Limitations

Each seed-budget point was trained once. Six paired seeds
quantify variation across these runs but do not separate stochas-
tic training effects from selected-set effects. Paired ¢-intervals
are not adjusted for multiple comparisons and treat seeds as
replicates.

SortWaste contains two video sequences. Filtering test
images within 20 frame indices evaluates sensitivity to short-
range proximity; longer-range similarity and transfer to unseen
videos were not evaluated. The results are specific to Sort-
Waste, YOLOvVSn, six seeds, and the 5%—-20% labeled-image-
budget range.

Rarity-Aware results concern the YOLOvVS8 Top-300 adap-
tation with independent retraining. Higher-confidence reten-
tion variants and warm continuation were not evaluated.
Source-based method parameters and detector-adapter settings
were fixed before evaluation, with no strategy-specific tuning.
Native-configuration comparisons and component ablations
remain untested.

The benchmark compares detection effectiveness under
fixed image budgets; computational cost was not a primary
outcome. Per-round acquisition latency, candidate scoring, fea-
ture extraction, and peak memory were not separately profiled;
recorded round time combines detector training and evaluation.
Annotation drawing and verification time were not recorded, so
box counts measure annotation volume rather than labor. End-
to-end sorting performance and target-hardware throughput
were not evaluated.

V. CONCLUSION

The six-seed benchmark provides a controlled comparison
of four acquisition strategies for class-imbalanced waste detec-
tion on SortWaste. Under the shared YOLOv8n protocol, PPAL
had the highest mean nAUBC (0.2831 £ 0.0079), followed
by Entropy (0.2780 £ 0.0063), Random (0.2705 £ 0.0057),
and Rarity-Aware (0.2661 £ 0.0057). Mean paired nAUBC
differences from Random were positive for PPAL and Entropy,
with unadjusted intervals that excluded zero, while the PPAL—
Entropy interval included zero. At 20%, the paired endpoint
differences from Random had intervals that included zero for
all three non-random strategies.

PETOIil was the largest individual class contributor to the
PPAL and Entropy gains; Metal, Mixed Rigid Plastic, and
Cardboard also contributed. PPAL’s paired nAUBC differ-
ences from Random were +0.0078 with PETOIil excluded and

+0.0080 with PETOIil merged into PET. The evaluated Rarity-
Aware adaptation increased lower-count-class exposure, while
its aggregate nAUBC remained below Random.

Across six seeds, active strategies selected 20.56-20.88
ground-truth boxes per queried image, compared with 16.62
for Random. Their within-batch five-frame neighbor rates
were 53.5%—69.1%, versus 21.0% for Random. Under
the matched box-count budget, mean nAUBC differences
from Random were +0.0075 for PPAL (unadjusted 95%
paired ¢-interval [—0.0018,0.0168]) and +0.0011 for Entropy
([-0.0053, 0.0075]); both intervals included zero. The Rarity-
Aware difference was —0.0104 ([—0.0167, —0.0041]). Image-
budget gains coincided with higher annotation volume and
short-range temporal concentration, while box-budget differ-
ences were smaller and uncertain. These findings apply to
SortWaste, YOLOvV8n, six seeds, and the 5%—-20% labeled-
image range.
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