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Abstract—Brain tumor classification based on Magnetic 

Resonance Imaging (MRI) is a challenging task due to the fact that 

there are many kinds of brain tumors that have quite similar 

visual features, and there are many different variations in 

individual cases of the same kind of brain tumor. The aim of this 

work is to investigate the performance of ImageNet pre-trained 

convolutional neural networks (CNNs) to learn and classify deep 

feature representations for multi-class brain tumour 

classification, in addition to analysing the uncertainty of the 

prediction. The EfficientNetB0, ResNet50 and DenseNet121 

models were trained on a total of 7,023 MRI images from four 

classes – Glioma, Healthy, Meningioma and Pituitary. Feature-

norm analysis, principal component analysis (PCA), and class-

centroid distances were used to investigate the learned feature 

space. The accuracy, precision, recall, F1-score, and Matthews 

correlation coefficient (MCC) were used to evaluate the model 

performance. Moreover, Monte Carlo (MC) Dropout was applied 

to investigate prediction confidence, prediction entropy and 

variance. The extracted feature representation had 1280 

dimensions, with 371, 577 and 963 principal components 

representing 90%, 95% and 99% variance, respectively. The 

between-to-within class separability ratio was still relatively low, 

0.148, suggesting that the learned feature space for the classes had 

a high intra-class variance. ResNet50 model gives the best results 

for classification with an accuracy of 96.11%, precision of 95.90%, 

recall of 95.89%, F1 score of 95.89%, and MCC of 0.94, among the 

three. The uncertainty analysis further demonstrated that the 

predictive entropy tends to increase when the model produces 

incorrect predictions. For ResNet50, the model achieved a mean 

prediction confidence of 0.91, with predictive variance of 0.006, 

suggesting relatively high confidence and low variability in its 

predictions. The results demonstrate that classification accuracy 

alone is insufficient to fully characterize the predictive 

performance of deep learning model behavior. The analysis of the 

learned feature space with traditional classification metrics and 

uncertainty measures provides a more reliable informative 

characterization of CNN-based brain tumor classification from 

MRI data. 
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I. INTRODUCTION 

Brain tumors are complex diseases of the brain and are often 
difficult to accurately diagnose due to the variety of their 
appearance and characteristics from patient to patient. Brain 
images can be difficult to interpret because of the differences in 

size, shape, location and internal structure of the tumours [1][2]. 
Magnetic Resonance Imaging (MRI) is a frequently used 
technique in the evaluation of brain tumors because it can give 
in-depth information about the soft tissue of the brain and allow 
detection of abnormal tissue within the brain. Although there are 
these benefits, there are several cases where it is hard to interpret 
MRI scans accurately without a lot of experience on the matter. 
Sometimes tumors may look like normal tissues, and other 
tumors can look alike on MRI. These difficulties have 
intensified the demand for computer-aided diagnostic 
techniques that can help clinicians to automatically detect and 
classify patterns in brain MRI [3]. 

Artificial Intelligence (AI) is becoming more prevalent in the 
medical field, creating a new opportunity for analyzing medical 
images. Machine Learning (ML) and Deep Learning (DL) 
methods have gained significant interest in particular due to their 
capability to recognize complex patterns that are hard to 
describe with classical image processing techniques. Manual 
features, such as texture, shape, intensity or edge information, 
are commonly used in traditional image classification methods 
[4]. The usefulness of these features may significantly rely upon 
the quality of the feature engineering process and the image 
characteristics of the images to be analyzed. Deep learning, 
specifically Convolutional Neural Networks (CNNs), offers 
another solution that learns to extract valuable image 
representations directly from training data. CNN-based models 
can learn progressively about low-level features like edges and 
textures, and then aggregate them into more high-level, 
meaningful features. As a result, deep learning is increasingly 
important in various tasks of medical imaging of the brain, such 
as tumor detection, segmentation, and classification [5][6]. 

Previous research has explored a wide range of deep learning 
strategies for automated brain tumor analysis. They include 
classic CNN designs, transfer learning, attention-based 
networks, ensemble networks, recurrent networks, generative 
adversarial networks and more recently Vision Transformer 
based networks. The growing number of these techniques 
demonstrates the continued quest for better automated system 
performance to discriminate between tumor classes and to 
obtain accurate results from complex MRI data. But, accurate 
classification is still difficult, especially if there are visual 
similarities between classes of tumors or if there is a lot of 
variation within the same class [7]. 
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While deep learning has proven to be a promising method 
for brain tumor analysis, there are several key challenges that 
remain to be addressed. A primary concern is that the patterns 
and representations learned by various pretrained CNN designs 
can vary from MRI data. It can be difficult to compare models 
across different studies due to differences in datasets, 
preprocessing techniques, training conditions and evaluation 
procedures. This means that different architectures should be 
studied under similar experimental conditions to make a fair 
comparison. The other drawback is that most indicators, 
including accuracy, F1-score, etc. are reported to assess how 
good a model is at prediction. These measures do not necessarily 
reflect the reliability of the confidence placed in such 
predictions. Furthermore, minimal attention has been paid to 
analyzing the feature representation of deep CNN models. A 
learned feature space can provide valuable insights into the 
separability of different tumor categories and reveal whether the 
extracted feature representations exhibit meaningful distinction 
between classes. These restrictions underscore the importance of 
having a systematic approach to assessing the quality of 
classification, the confidence in prediction, the uncertainty of 
predictions, the calibration of classifiers, and the nature of 
features learned under a single experimental paradigm 
[8][9][10]. 

This study aims to develop and systematically evaluate a 
transfer-learning-based framework for multiclass brain tumor 
classification using MRI images. Three popular CNN models 
(EfficientNetB0, ResNet50 and DenseNet121) are evaluated 
under the same settings to quantify their classification 
performance fairly. Model selection is done using the validation 
Macro-F1 score, while a held-out test set is used for final 
performance evaluation. In addition to conventional 
classification metrics, Monte Carlo (MC) Dropout is applied to 
examine predictive uncertainty through repeated multiple 
stochastic predictions. These predictions are used to measure 
confidence, predictive entropy, and variance. The predicted 
probabilities are further evaluated using Expected Calibration 
Error (ECE), Brier Score and Negative Log-Likelihood (NLL). 
The study also examines deep features extracted using 
pretrained EfficientNetB0 to explore their distribution across the 
four classes. Together, these analyses provide a broader 
evaluation of the model’s performance, predictive uncertainty, 
probability calibration, and the characteristics of extracted 
feature representations. To achieve these objectives, this 
research is guided by the following two research questions: 

RQ1: Is the degree of representational learning of 
discriminative features better, worse or comparable in CNN 
models pre-trained on ImageNet for multi-class brain tumor 
classification? 

RQ-2: Can MC Dropout-based uncertainty estimation be 
used to give meaningful insight into low confidence or 
ambiguous brain MRI predictions? 

The key findings of the study can be summarized as follows: 

• A systematic comparison of transfer-learning models is 
implemented which is used to compare the performance 
of three models: EfficientNetB0, ResNet50, and 
DenseNet121 for the multiclass brain tumor 
classification problem using MRI images. An identical 

experimental procedure enables the models to be 
compared with each other in identical conditions. 

• The study of learned feature representations investigates 
learned feature representations extracted by 
EfficientNetB0 to gain insight into the structure of the 
learned representation space. The extent of the separation 
of the different tumor categories in terms of Principal 
Component Analysis (PCA), class-centroid distances, 
within-class dispersion and between-class-to-within-
class separability is explored. 

• The performance of the models is evaluated by multiple 
complementary metrics such as accuracy, precision, 
recall, F1 score, and (MCC). Different metrics can be 
combined to get a more comprehensive view of the 
classification performance when class-wise performance 
varies. 

•  The reliability of probabilistic predictions of the selected 
model and the model's calibration are analyzed with the 
help of the following metrics: Expected Calibration Error 
(ECE), Brier Score, and Negative Log-Likelihood 
(NLL). Reliability diagrams are also used to assess 
agreement between the model's predicted confidence 
level and the observed frequency of correct predictions. 

The remainder of the paper is divided into four sections. In 
Section 2, the key research gap was identified. In Section 3, the 
overall methodology adopted was discussed. In Section 4, the 
interpretation of experimental analysis was defined and 
discussed. Finally, in Section 5, necessary future directions and 
research conclusions were discussed. 

II. LITERATURE REVIEW 

Brain tumour analysis has been a widely studied field of 
deep learning, for classification, segmentation, and even 
uncertainty estimation. Segmentation is used to locate the tumor 
and define the boundaries of the tumor, but is not the same as 
image-level classification. Therefore, the main focus of the 
current study is on the past studies regarding brain tumor 
classification, transfer learning, predictive uncertainty and 
probability calibration. 

Accurate diagnosis and treatment planning are crucial for 
brain tumor. To facilitate tumor segmentation and predictive 
uncertainty estimation, a deep learning framework based on 
Residual U-Net (Res-UNet) with (MC) Dropout was developed. 
The residual connections were employed to allow feature 
learning in the deeper layers, and MC Dropout was used to 
estimate epistemic uncertainty. This uncertainty mapping 
produced uncertainty maps that showed areas of lesser reliability 
in the model that can be helpful for clinical interpretation of the 
segmentation results. The proposed method resulted in the 
Tversky index of 91.68% on the Kaggle Brain MRI dataset of 
the LGG [11]. Uncertainty quantification (UQ) has attracted 
increasing research interest in recent years, as high segmentation 
or classification accuracy does not necessarily guarantee reliable 
prediction for individual cases. This paper [12] analyzed MC 
Dropout for the diagnosis of glioma in a multi-task setting where 
the segmentation was combined with the tumor subtyping. The 
effects of the number of MC samples and the chosen drop-out 
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rate were specifically investigated and epistemic and aleatoric 
uncertainty were treated separately. Results showed that MC 
Dropout can yield uncertainty estimates, which are well 
calibrated if the model parameters are chosen properly. The 
reliability of uncertainty estimates in automatic brain tumor 
segmentation has also been investigated using several widely 
adopted uncertainty quantification methods. These techniques 
have been subjected to one study which assessed their usefulness 
for calibration, for providing localization of errors in 
segmentation, and for detecting failed segmentations. Methods 
provided good overall calibration at the dataset level, but at the 
individual-subject level some methods were found to be 
miscalibrated, and the error localization at the voxel level was 
relatively weak. Despite this, voxel-wise uncertainty measures 
were able to convey some value for the identification of subject-
level segmentation issues [13]. Some other difficulties in 
automated segmentation are tumor heterogeneity and 
uncertainty in tumor boundary. In this study [14], a hybrid PA-
ResNet50 framework was introduced for explainable panoptic 
brain tumor segmentation. This method was able to produce 
accurate tumor boundaries through a semantic and instance 
segmentation process and provide interpretability. The 
framework showed high accuracy of 99.3% and 98.7% while 
providing Dice scores of 99.29% and 98.85% on the BraTS 2019 
and BraTS 2021 datasets, respectively. It is especially 
challenging to accurately segment the tumor sub-regions in 
cases of irregular and poorly defined boundaries. To solve this 
problem, an explicit incorporation of boundary information into 
the segmentation process was proposed; to incorporate the 
multi-modal fusion network, the Boundary-aware and 
Uncertainty-driven Multi-modal Fusion Network (BUFNet) was 
proposed. The framework also exploited the complementary 
information across various MRI sequences via multi-modal 
fusion. Tumour-region discrimination improvement and 
uncertainty estimation were also added to provide information 
of confidence that can help in clinical interpretation [15]. 

in addition to individual segmentation frameworks, there 
have been several studies that have explored at the broader use 
of AI in brain tumor diagnosis. A single study looked at (ML) 
and (DL) methods for automatic diagnosis and highlighted their 
impressive capacity to learn complex patterns in images directly 
from MRI data. The review also included a discussion on new 
developments in diagnostic algorithms and areas that should be 
explored in the future [16]. A more comprehensive survey was 
undertaken on artificial intelligence techniques for detection of 
brain tumors in various medical imaging modalities. It 
encompassed several methods, such as convolutional neural 
networks (CNNs), recurrent neural networks (RNNs), 
generative adversarial networks (GANs), hybrid networks, 
vision transformers, transfer learning, attention models, and 
ensemble models. The review also compiled the data sets and 
methods that are used to preprocess the data in this area, as well 
as the evaluation measures that have been applied to various 
studies. Some issues that plague AI-based brain tumor analysis 
were also pointed out [17]. There have also been some hybrid 
segmentation and classification strategies investigated. In 
another work, fuzzy thresholding was fused with a deep neural 
network, where fuzzy segmentation was first employed to 
segment healthy and abnormal tissue and an optimized CNN 
was then used to classify the tumour. The four categories 

included were glioma, meningioma, pituitary tumor, and no 
tumor. Three publicly available datasets with over 23000 MRI 
images were used for evaluation, leading to 98% classification 
accuracy and a Dice similarity coefficient of 97.97% [18]. 
Computational efficiency is also an important factor to consider, 
especially when such a model is to be used in practice. A 
framework of a PDSCNN-RRELM-based light network was 
proposed for the classification of four classes: brain tumor, 
glioma, meningioma, no tumor, and pituitary tumor. To enhance 
the visibility of the tumor, the image was preprocessed using 
contrast limited adaptive histogram equalization (CLAHE), and 
then the discriminative feature was extracted by PDSCNN with 
relatively low computational cost. The precision, recall and 
accuracy values of the RRELM-based classifier were 99.35 %, 
99.30%, and 99.22%, respectively on average. SHAP was also 
added to give more depth to the model's prediction [19] . 
Another popular method of brain tumor classification is the 
transfer learning approach. In this study [20], the performance 
of some pre-trained CNN architectures like Xception, 
MobileNetV2, InceptionV3, ResNet50, VGG16 and 
DenseNet121 was compared on the publicly available Brain 
Tumor MRI dataset, which consists of 7023 images. Xception 
achieved the best performance amongst the tested architectures, 
with a weighted accuracy of 98.73% and a weighted F1 score of 
95.29%. The outcomes once again show the ability of CNNs 
trained in advance to classify MRI images of glioma, 
meningioma, pituitary tumors, and no-tumor. 

III. METHODOLOGY 

This paper introduces a deep learning algorithm for 
analyzing MRI scans of brain tumors. The primary aim is to 
investigate whether pre-trained CNN model can learn 
meaningful image representations and discriminate among the 
various tumor categories. The four main stages of the proposed 
experimental procedure are described in Fig. 1. The first is the 
organization and preparation of the MRI images. The second 
stage consists of image preprocessing and controlled 
augmentation to enhance the generalization of the models while 
preserving key diagnostic elements from the scans. In the third 
stage, the learned CNN features are analyzed in detail and 
examined using feature extraction, dimensionality analysis, 
principal component analysis (PCA), class-centroid analysis, 
and within-class and between-class separability measurements. 
At the end, three of the pretrained models for transfer learning 
(EfficientNetB0, ResNet50, DenseNet121) are trained and 
tested. Classification performance is evaluated using a range of 
complementary metrics to provide a more comprehensive and 
reliable comparison of the investigated architectures. 

A. Data Collection 

This study used brain tumor MRI images downloaded from 
a publicly available source [21]. Fig. 2 represents some images 
from the dataset. The dataset was comprised of four classes 
(Glioma, Healthy, Meningioma, and Pituitary). In total, there 
were 7,023 image samples. The per-class sample distribution is 
illustrated in Fig. 3. The healthy class has more samples (2000) 
as compared to the others. The fewer samples (1621) were from 
Glioma class. Class weights were also considered in training to 
reduce the impact of variations in the number of samples within 
classes. 



(IJACSA) International Journal of Advanced Computer Science and Applications, 

Vol. 17, No. 10, 2026 

1473 | P a g e  

www.ijacsa.thesai.org 

 

Fig. 1. Overall research pipeline.

 

Fig. 2. Some samples from dataset. 

 

Fig. 3. Class distribution. 

B. Preprocessing and Analysis 

All MRI scans were resized to a fixed size of 224 𝑥 224 
pixels prior to feeding the models. This image size was selected 
to be compatible with the input images of the pretrained CNN 
architectures, but not so large that it would be prohibitively 
expensive to compute it. The MRI images were converted to 
RGB images because the networks selected were pretrained on 
ImageNet and must have three channels as input. This made it 
possible to have a uniform input structure for all images in the 
different models utilized in the experiments [22]. 

Data augmentation was applied to all training images to 
increase the models' performance in generalization to images not 
seen during training on unseen MRIs. Small geometric 

alterations such as up to 15°rotations, horizontal and vertical 
shifts of up to 10% and zooming up to 10% were introduced in 
the original images during the augmentation process. Flipping 
horizontally was also performed [23]. These transformations 
filled in empty regions around the image borders, which were 
then completed with nearest neighbor filling. The augmented 
version of an image 𝐼 is: 

𝐼′ = 𝑇(𝐼; 𝜃)                                  (1) 

where, 𝑇 is the augmentation and the parameters 𝜃 are the 
random variables that are specified with the augmentation. 

The validation and test sets were not changed during the 
experiments. This ensures that the reported results are based on 
the true classification accuracy of the trained models when they 
are tested on the original MRI images, and not on a modified 
version of the images. 
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C. Deep Feature Extraction 

The learned representations of the MRI images were then 
analyzed using an ImageNet pre-trained EfficientNetB0 
network prior to conducting the classification experiments. To 
use the network as a feature extractor instead of as an ImageNet 
Classifier, the original classification layer was removed. The 
output of the last convolutional layer can be represented by 
feature maps. Let the final conventional representation be 
expressed as: 

𝑭 ∈ ℝℍ𝒇 ×𝑾𝒇 ×𝑪𝒇                               () 

where, ℝℍ𝑓 ×𝑊𝑓 ×𝐶𝑓  denotes the height, width, and number 
of feature channel respectively. These feature maps were then 
averaged across the entire map, known as global average 
pooling (GAP), to form a fixed-length vector. The pooled value 
is defined as the value for the 𝑘 − 𝑡ℎ feature channel. 

𝒛𝒌 =  
𝟏

ℍ𝒇 𝑾𝒇
∑ ∑ 𝒊, 𝒋, 𝒌

𝑾𝒇

𝒋=𝟏

ℍ𝒇 

𝒊=𝟏
                           () 

where, 𝒛𝒌 is the value of the 𝑘 − 𝑡ℎ  feature in the 
representation. 

As a result, all MRI images were transformed to a small deep 
feature vector. The weights of the EfficientNetB0 backbone 
were pre-trained on ImageNet and remained frozen during this 
analysis. The feature vectors were extracted from the training, 
validation and test sets to allow analysis of the features 
properties of each set. 

1) Deep feature distribution analysis: Feature 

representations were then examined to see if images from 

various tumor classes were located in different areas of the 

feature space after the feature extraction. Three complementary 

analyses were considered: feature magnitude, feature 

standardization and dimensionality reduction. 

2) Feature norm analysis: The Euclidean norm was used to 

measure the value of each extracted feature vector: 

‖𝒛𝒊‖𝟐 =  √∑ 𝒛𝟐
𝒊𝒋

𝒅
𝒋=𝟏                                () 

Here, 𝑑 is the number of the feature dimensions. 

For the four tumor classes, these resulting norm values were 
tested individually. This analysis gives an idea of whether the 
magnitude of the learned representations would differ between 
the various categories. 

The overall distribution of feature norms for the four classes 
is quite similar as illustrated in Fig. 4, indicating that the 
representations extracted have similar values, though the 
different classes may have different values. 

3) Feature standardization: Standardization was done for 

the extracted features prior to PCA. For each feature dimension, 

the standardized value was obtained as 

𝒛′
𝒊𝒋 =

𝒛𝒊𝒋−𝝁𝒋

𝝈𝒋
                     () 

where, 𝜇𝑗  and 𝜎𝑗  are the mean and the standard deviation 

computed over dimension 𝑗 of the features, respectively. 

 

Fig. 4. Deep feature norm across various classes. 

Standardization prevents the feature dimensions with large 
numerical scales from having a disproportionate influence from 
the larger dimensions in the PCA or distance calculations. 

4) Principal component analysis: The dimensional 

structure of the extracted features was analyzed using Principal 

Component Analysis (PCA), and how the various classes of 

tumors were spread in a lower-dimensional feature space was 

assessed [24]. Assume that the standardized feature matrix is 

denoted by 𝑍  with. Principal matrix 𝑊 . The resulting 

representation is given by: 

𝑃 = 𝑍𝑊   () 

However, the proportion of the total variance accounted for 

by the 𝑋𝑡ℎ component is expressed by: 

𝑀𝑋 =  
𝜆𝑀

∑ 𝜆𝑗
𝑑
𝑗=1

         () 

where, 𝜆𝑀 is the eigenvalue corresponding to the 

𝑋𝑡ℎprincipal component. 

The cumulative explained variance was then calculated as: 

𝐶𝐸𝑉𝑋 =  ∑ 𝑀𝑋
𝑛
𝑀=1                  () 

The number of components required to obtain 90%, 95% and 
99% of the total variance was noted. Furthermore, the first two 
principal components were combined to form a "two-
dimensional view" of the feature space. This was projected and 
the clustering of samples within each class visually investigated 
to see if each class was represented by a distinct or overlapping 
cluster of samples. 

Fig. 5 represents the cumulative explained variance, which 
shows that the obtained PCA components capture a significant 
amount of the information in the original feature space with a 
relatively small number of components. 

Fig. 6 shows the two-dimensional PCA projection, which 
provides a graphical representation of the samples in the learned 
feature space. The overlap and separation between the classes 
observed provide a hint about how discriminable the classes are 
on the feature level. 
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Fig. 5. Cumulative explained variance. 

 

Fig. 6. PCA analysis. 

5) Class-centroid analysis: Class centroids were used to get 

more insights into the representation of the position of those 

four tumor classes in the learned feature space. The centroid of 

a class 𝒞 is calculated as 

𝜇𝒞 =  
1

𝑁𝒞
 ∑ 𝑧𝑖𝑖:𝑦𝑖=𝒞                       () 

Here 𝑁𝒞 represents the number of samples in class 𝒞. 

A distance between two classes 𝒞 and 𝐴 is computed based 
on the Euclidean distance: 

𝔻(𝒞, 𝐴) =  ‖𝜇𝒞 − 𝜇𝐴‖𝟐                      () 

All pairs of classes were compared for distance, and the 
results were put into a centroid-distance matrix. The further 
apart the two centroids are, the further apart their respective 
learned representations are, while the closer together the two 
centroids are, the closer together their corresponding classes are, 
or the more similar the learned representations of the two classes 
are. 

Fig. 7 illustrates the relative separation between the class 
representations, as indicated by the pairwise centroid distances. 

The further apart the centroids the further apart the classes are 
believed to be in the learned feature space. 

 

Fig. 7. Pairwise class-centroids. 

TABLE I.  FEATURE ANALYSIS SUMMARY 

Metrics Values 

Total Samples 7,023 

Feature dimension 1280 

Mean feature value 0.1095 

Feature Std Deviation 0.387 

Mean feature Norm 14.32 

90% PCA Components 371.00 

95% PCA Components 577.00 

99% PCA Components 963.00 

Mean within-class distance 34.912 

Mean between class distance 5.174 

Between/within separability ratio 0.148 

Table I, an overall statistical overview of the feature space 
of 1280 dimensions generated by the deep network, is provided. 
The analysis is performed based on 7,023 samples, each sampled 
feature vector being a 1280-dimensional vector. The mean 
feature value from the entire feature set is 0.1095 with a standard 
deviation of 0.387. The feature norm for the classes is rather 
stable and equals 14.32 on average. The PCA results give more 
information about the dimensionality of these representations. 
Among the 1,280 features, the 371, 577 and 963 features 
resulted in retaining 90%, 95%, and 99% of the variance, 
respectively. This implies that a lot of the information in the 
original feature space is contained in fewer principal 
components, following which the dimensions of the rest of the 
feature space add up comparatively less to the variance in the 
data. The distance-based statistics show a different property of 
the feature space. The mean within-class distance is 34.912, 
which is significantly larger than the mean between class 
distance of 5.174. As a result, the between-to-within class 
separability ratio is just 0.148. In practical terms, samples from 
the same class may be widely scattered in the sample space, but 
centroids of the classes may be fairly grouped together. This 
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means the extracted representations are not well clustered and 
well-separated into class clusters. Thus, additional classification 
and feature-refinement steps are crucial for training decision 
boundaries which are capable of handling the significant intra-
class variation. 

D. Model Development 

For the experiments, three well-known pretrained CNN 
architectures were chosen: EfficientNetB0, ResNet50, and 
DenseNet121. The weights of each network were initialized 
with weights from the ImageNet dataset, while the ImageNet 
classification layer was removed before training. 

All the convolutional layers of the three networks were not 
updated, while just the newly added classification head was 
trained to classify the four classes of brain tumors. By keeping 
the backbone fixed, the study could benefit from what has been 
learned from the visual features pre-trained on ImageNet 
without tuning millions of parameters. 

This configuration also allowed for the experimental 
conditions to remain the same for each of the three architectures, 
and limited the amount of computing power and the number of 
parameters that needed to be optimized. 

1) EfficientNetB0: To achieve a good trade-off between the 

complexity of the model and computational efficiency, 

EfficientNetB0 was chosen as a baseline transfer-learning 

model. In this experiment, the classification layer from the 

original ImageNet network was deleted from the pretrained 

network [25]. The backbone's output of convolutional feature 

maps was fed to the classification head employed in this work. 

The resulting architecture is described in Fig. 8. 

 

Fig. 8. Architecture of the EfficientNetB0 model, 

2) ResNet50: The ResNet50 model is used as a baseline to 

investigate the performance of Residual Learning in Brain 

Tumor Classification. The convolutional layers were pretrained 

and were used as feature extractors, with the original ImageNet 

output layer discarded and another classification layer tailored 

for the four classes of interest. The main feature of ResNet50 is 

that it has an architecture of residual connections, which 

facilitates the passage of information and gradients through 

deeper layers of the network. This facilitates the learning of 

useful features of images while not making the optimization 

process unnecessarily hard. For consistency with the different 

backbone networks, the classification head employed for 

ResNet50 is the same as for the other baseline models. This 

makes it possible to interpret any discrepancy in classification 

results directly as a discrepancy in the representations of the 

features learned by the different backbone architectures [26]. 

3) DenseNet121: To show the contribution of dense 

connectivity to the classification task, another baseline model, 

DenseNet121, was used. Unlike CNNs, DenseNet makes all 

connections with the subsequent layers, which means that the 

features derived in one layer can be used in the following layers. 

This connectivity is also helpful to keep the gradients stable 

while training. The convolutional backbone DenseNet121, 

which was already trained on ImageNet, was kept, and the 

image classification layer trained on ImageNet was discarded 

for the experimental task. The training was performed on the 

backbone alone, and the classification head was attached, but 

not frozen, in a later stage [27]. 

EfficientNetB0, ResNet50 and DenseNet121 were trained 
using the same experimental setup. A fair ground for 
comparison of feature representations generated by the three 
pretrained CNN backbones is the use of a common classifier and 
training configuration. 

E. Monte Carlo Dropout Uncertainty Estimation 

Deeper neural networks can give high confidence to a 
prediction when the input data is ambiguous, hard to classify, or 
close to the decision boundary. Therefore, accuracy alone does 
not give a full picture of the reliability of the predictions of a 
model. In this research, predictive uncertainty is measured in 
terms of Monte Carlo (MC) Dropout, which views dropout as a 
form of stochastic inference instead of toggling it off during 
training. For inference, the same input is fed into the network 
several times using a different dropout mask each time. This 
yields a set of slightly different predictions for the same sample. 
The range of such predictions can then be used to quantify the 
uncertainty of the model, such as by confidence, predictive 
entropy and predictive variance. These measures give a more 
informative evaluation of the reliability of the prediction than 
does accuracy alone. For an input sample 𝑥𝑖 , the stochastic 

prediction at the 𝑡𝑡ℎ forward pass is defined as: 

𝒫(𝑡)
𝑖  = 𝑓𝜃𝑚(𝑡) (𝑥𝑖);    𝑡 = 1,2, , … . . 𝑇              () 

where, 𝑚𝑡 represents a randomly sampled dropout mask and 
𝑇 = 20 denotes the number of stochastic forward passes. The 
MC predictive probability is obtained by averaging the 
stochastic predictions: 

𝑃̅𝑖 =  
1

𝑇
 ∑ 𝒫(𝑡)

𝑖
𝑇
𝑡=1                () 

The final class prediction is given by: 

𝑌́𝑖 = arg max
𝐾

𝑃̅𝑖𝑘                 () 

Input Image

EfficientNetB0 
backbone

GAP

Dense(512)

Dropout

Dense(256)

Dropout

Softmax
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The prediction confidence is measured by: 

𝒞𝑖 = max
𝑘

𝑃̅𝑖𝑘               () 

While the predictive entropy is calculated as: 

𝐻𝑖 = − ∑ 𝑃̅𝑖𝑘 log(𝑃̅𝑖𝑘 +  𝜖)  𝐾
𝑘=1               () 

where, 𝜖 prevents the numerical instability. Higher entropy 
indicates greater uncertainty in predicted class distribution. The 
variability among stochastic predictions is further quantified 
using predictive variance: 

𝑣𝑖𝑘 =
1

𝑇
∑ (𝒫(𝑡)

𝑖𝑘 − 𝑃̅𝑖𝑘)
2

 𝑇
𝑡=1                     () 

The classification head is made of 512 units dense layer, 
batch normalization, and dropout, followed by a 256 units dense 
layer and dropout. The dropout rates for both dropout layers are 
0.30. For (MC) Dropout, 20 stochastic forward passes per test 
batch were made for each model with `training=True`. The final 
class was determined using the average of the predicted 
probabilities across each of the passes and predictive entropy 
and variance were used to measure uncertainty. EfficientNetB0, 
ResNet50, and DenseNet121 were used to ensure consistency 
across the three models and the same procedure was applied. 

One drawback is that the number of forward passes was set 
at 20 and no attempt was made to evaluate if a higher number 
would result in more stable uncertainty estimates. Therefore, 
this setting should not be regarded as a threshold for 
convergence. Additionally, including the argument 
`training=True` can have an impact on the behaviour of batch-
normalization and/or dropout, and thus on the predictions and 
uncertainty estimates. The impact of stochastic passes should be 
investigated in future research, and it is important to confirm that 
dropout is not turned off during inference, but does not cause the 
behaviour of batch normalization to change. 

F. Experimental Setup 

All experiments were conducted using python language and 
Kaggle environment. Table II shows the various training 
parameters of each model performed during training. The 
dataset was divided into 70% training, 15% testing and 15% 
validation using stratified sampling at the image level. Patient 
level identifiers were not available in the data set, however, and 
it was not possible to ensure that images from the same patient 
were stored in separate subsets. 

TABLE II.  CONFIGURATION PARAMETERS OF MODELS 

Configuration EfficinetNetB0 ResNet50 DenseNet121 

Input Size 224 x 224 x3 
224 x 224 

x3 
224 x 224 x3 

Pretrained 

Weights 
ImageNet ImageNet ImageNet 

BackBone 

Parameters 
≅ 5.29 𝑀 ≅ 23.59 𝑀 ≅ 7.04 𝑀 

Feature 

Extraction 
Conv backbone 

Residual 

Blocks 
Dense Blocks 

Global pooling GAP GAP GAP 

Dropout 0.30 0.30 0.30 

Output classes 4 4 4 

Activation Softmax Softmax Softmax 

Optimizer Adam Adam Adam 

Learning Rate 1 x 10−4 1 x 10−4 1 x 10−4 

Batch Size 16 16 16 

Maximum 

Epochs 
50 50 50 

Loss Function 
Cross Entropy 
Loss 

Cross 

Entropy 

Loss 

Cross Entropy 
Loss 

Training 
samples 

4916 4916 4916 

Testing Samples 1054 1054 1054 

Validation 

samples 
1053 1053 1053 

IV. RESULTS AND DISCUSSION 

The performance of the three baseline deep learning models 
is evaluated using widely adopted classification metrics. Each 
model is classified into the different classes and the following 
are used to measure its performance: Accuracy, precision, 
Recall, F1-score, Matthew’s correlation coefficient (MCC). 

A. Performance Evaluation of Baseline Model 

Table III shows the performance evolution of baseline 
models across various metrics. The ResNet50 model achieved 
highest overall performance accuracy (96.11%), precision 
(95.90%), recall (5.89%), F1 score (95.89%), and MCC score of 
0.94 followed by DenseNet121 achieves an accuracy of 95.26%, 
precision of 95.10%, recall of 95.09%, F1 score of 95.06%, and 
MCC score of 0.93. EfficientNetB0 model attained an accuracy 
of 93.55%, precision of 93.51%, recall of 93.21%, F1 score of 
93.26%, and MCC score of 0.91. ResNet50 outperforms as 
compared to other models with a higher F1 score and MCC, 
indicating it may have a better tradeoff between precision and 
recall, and be able to predict the classes more consistently. From 
these results, it is evident that ResNet50 is the best of the three 
baseline models considered in this study, but cannot be much 
better than the other architectures, since no statistical testing has 
been conducted to validate the differences observed. 

TABLE III.  PERFORMANCE EVALUATION OF MODELS 

Models Accuracy Precision Recall 
F1 

score 
MCC 

EfficientNetB0 93.55% 93.51% 93.21% 93.26% 0.91 

ResNet50 96.11% 95.90% 95.89% 95.89% 0.94 

DenseNet121 95.26% 95.10% 95.09% 95.06% 0.93 

The difference in reported performance of the models occurs 
due to the specific images in the test set, since the test has only 
1054 images. No replication of experiments or statistical tests 
were carried out, nor were confidence intervals computed. Thus, 
the rankings observed should not be considered as evidence of 
statistically significant differences between the results of the 
individual models, but as a comparison of the results of the 
models under the experimental conditions applied. 

Fig. 9 illustrates the performance of DenseNet121 model 
over unseen data. The model classified (1004) samples 
accurately from total samples (1054) with only 50 
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misclassifications. These metrices provide valuable insights into 
the performance of model. 

 

Fig. 9. Confusion matrix for DenseNet121. 

 

Fig. 10. Confusion matrix for EfficientNetB0. 

Fig. 10 shows the performance of EfficientNetB0 model on 
test samples. (986) samples were correctly predicted out of total 
samples (1054) while 68 samples were wrongly predicted. 

 

Fig. 11. Confusion matrix for ResNet50. 

Fig. 11 illustrates the testing performance of the ResNet50 
model. The model remarkably classified (1013) samples with 
only 41 misclassification predictions made by ResNet50. But, 
this is not enough to conclude that it is significantly better in 
performance compared to the other models. To establish 
consistency and reliability of the observed differences, repeated 
experiments, cross-validation, and appropriate statistical tests 
should be applied.

 

Fig. 12. Loss curves for all baseline models. 

Fig. 12 represents the training and validation loss curves of 
all models. The blue curve shows the EfficientNetB0 while 
orange curve shows the ResNet50 and green curve shows the 
DenseNet121 model. In Fig. 12 (A), the training loss curves 
during the initial epochs of EfficientNetB0 and DenseNet121 
overlap; however, the fluctuation pattern observed in the 

DenseNet121 model. The ResNet50 model drops from a loss 
value of (0.5) and fluctuates towards increasing epochs. In 
contrast, Fig. 12 (B) shows the validation loss curves. A 
fluctuation pattern was observed among all models during 
training and overlaps at various epochs. 
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B. Monte Carlo Analysis 

To quantify predictive uncertainty, (MC) Dropout is 
employed by performing multiple stochastic forward passes 
with dropout enabled during inference. Prediction confidence, 
predictive entropy and predictive variance are analyzed 
alongside classification performance to provide a more 
comprehensive assessment of model reliability prediction 
stability, and uncertainty across individual samples. 

In this study, (T=20) was selected as the number of 
stochastic forward passes to estimate predictive uncertainty for 
each model using (training=True) during inference. The mean 
predictive probabilities across these passes were used to 
determine the final predicted class, while predictive entropy 
variance was calculated to characterize uncertainty. The same 
number was applied across all models to guarantee reliable 
evaluation settings. However, the use of 20 passes alone does 
not establish the convergence or stability of uncertainty 
estimates; therefore, this can be reflected as a limitation of the 
proposed study. 

The MC Dropout results for the three tested models are 
presented in terms of predictive accuracy, confidence, entropy, 

variance and high-confidence error rate in Table IV. The highest 
MC accuracy is achieved with ResNet50 (93%) along with a 
mean confidence of 0.91. EfficientNetB0, on the other hand, 
achieves the lowest error rate at high confidence, with just 
0.18% of its predictions being erroneous at high confidence. The 
classification accuracy achieved by the deterministic inference 
and the MC Dropout evaluation differs because of the different 
prediction procedure adopted. Deterministic inference is based 
on only one forward pass, while MC Dropout uses 20 stochastic 
forward passes to calculate the average predictive probabilities. 
This averaging may change the predicted class for some test 
samples, leading to a difference in overall accuracy. The 
accuracy dropped from 95.3% (deterministic) to 93% (MC 
Dropout) for ResNet50. The same differences were found in 
EfficientNetB0 and DenseNet121. These results demonstrate 
that the accuracy is partially dependent on the inference 
procedure adopted. Thus, based on these results, it is important 
to use predictive entropy and variance for a more comprehensive 
evaluation of model uncertainty. But the differences in accuracy 
cannot account for the change in performance. Further 
investigation is needed for stochastic predictions and batch-
normalization behaviour.

TABLE IV.  MC DROPOUT COMPARISON 

Models MC Accuracy 
Mean 

Confidence 

Mean Predictive 

Entropy 

Mean Predictive 

Variance 

High-confidence 

Errors 

High-confidence 

Errors (%) 

ReseNet50 93% 0.91 0.22 0.006 7 0.66% 

DenseNet121 91% 0.90 0.24 0.0067 8 0.75% 

EfficientNetB0 90% 0.86 0.33 0.011 2 0.19% 

 

Fig. 13 depicts the confidence distribution of EfficientNetB0 
and ResNet50 models. In Fig. 13 (A), the confidence 
distribution with respect to correct and incorrect predictions of 
the EfficientNetB0 model is shown; the most accurate 
predictions are made at a range of confidence between about 0.9 
and 1.0. Incorrect predictions are comparatively low and are 
mostly associated with lower confidence scores. This suggests 
that the model is generally confident when it identifies the image 
correctly, while its confidence tends to decrease for more 
challenging cases. On the other hand, Fig. 13 (B) depicts the 
ResNet50 model analysis, where the model exhibits a similar 
structure, with the correct predictions being more clustered 

around 0.95–1.0 confidence. There are only a few 
mispredictions noticed. The narrower distribution suggests that 
ResNet50 is more confident in its predictions on the samples it 
was tested on. The high number of correct predictions at high 
confidence levels indicates that both networks have captured 
discriminative knowledge for the 5 classes. The relatively 
decreased confidence for incorrect predictions is also 
encouraging, as more challenging or ambiguous examples seem 
to result in less confidence. ResNet50 has a more focused high-
confidence distribution compared to EfficientNetB0, suggesting 
greater reliability in prediction. 

 

Fig. 13. Confidence distribution. 
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However, a high confidence score does not necessarily mean 
that the model is well calibrated. Expected Calibration Error 
(ECE) or reliability diagrams would be needed for a formal 
evaluation of calibration. 

 

Fig. 14. Confidence distribution of the DenseNet121 model. 

Fig. 14 represents the confidence distribution of the 
DenseNet121 model. The model is quite confident in its 
classification decisions, with the majority of the predictions 
falling within the 0.9–1.0 confidence range. Only a small 
number of incorrect predictions can be seen in the distribution. 
This behaviour indicates that DenseNet121 has acquired 
features that are useful for discriminating between the various 
classes and are able to provide accurate predictions for most of 
the test samples. 

C. Uncertainty and Reliability 

This section looks at the consistency of the confidence scores 
produced by the models when they are compared with their 
prediction performance. Aside from the basic classification 
results, probabilistic measures, entropy-based uncertainty, and 
calibration analysis are also included and deemed to give a more 
reliable understanding of the reliability of the model predictions. 

The results of the reliability analysis are shown in Table V 
in terms of Brier score and negative log-likelihood (NLL). The 

Brier score of 0.0597 reflects a relatively low level of error for 
the model's predictions of the probability of observations, and 
the NLL value of 0.113 suggests that the model's probabilities 
are appropriate. Generally, a lower value indicates better 
probabilistic performance for models evaluated under the same 
conditions. But these indicators do not provide a definitive 
answer as to the accuracy of the forecasts. The results should be 
interpreted in conjunction with the verification of the reported 
values and the confidence-bin analysis and reliability 
assessment. 

TABLE V.  PROBABILISTIC RELIABILITY METRICS 

Probabilistic reliability metrics Value 

Brier Score 0.0597 

NLL / log loss 0.113 

TABLE VI.  SUMMARY OF CONFIDENCE-BIN ANALYSIS 

Bin Samples Mean Confidence Accuracy Gap 

0.4-0.5 5 0.466 0.400 0.066 

0.5-0.6 20 0.554 0.400 0.154 

0.6-0.7 20 0.646 0.700 0.053 

0.7-0.8 32 0.752 0.902 0.154 

0.8-0.9 47 0.853 0.851 0.007 

0.9-10 30 0.992 0.989 0.008 

A summary of the confidence-bin analysis that was used for 
the examination of the calibration of the model is provided in 
Table VI. There are 930 samples in the range of 0.9–1.0, with 
most of the predictions falling within this range. The observed 
accuracy for this bin is 0.989, and the mean confidence is 0.992. 
The difference between the model's estimated confidence and 
the actual accuracy is only 0.0028, indicating that the model's 
confidence is well matched with how well it is performing in this 
high-confidence range. Some major differences were observed 
in the lower confidence intervals, particularly between 0.5 and 
0.6 as well as 0.7 and 0.8. This change indicates that the model's 
calibration varies depending on its confidence level. Similarly, 
the overall ECE is low; calibration must be measured by the 
value in each bin and not by the value of the overall ECE. 

 

Fig. 15. Uncertainty vs correctness. 

Fig. 15 illustrates the uncertainty vs correctness of 
EfficientNetB0 and ResNet50 models. In Fig. 15 (A), the 

uncertainty and correctness of the EfficientNetB0 model are 
presented. Most of the samples that are correctly classified are 
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those with relatively low entropy, indicating that the model is 
fairly sure about its predictions. The misclassified samples, 
however, tend to have higher entropy, indicating that when the 
model misclassifies them, there is more uncertainty. This 
difference in the distribution is evident between these two 
groups. In Fig. 15 (B), the analysis of ResNet50 is shown. The 
lower entropy is correlated with correct predictions, and the 
higher entropy with incorrect predictions. However, a few 
samples are correctly classified as high-entropy outliers. From 
these cases, it is seen that the model can sometimes predict 
correctly even when the class-probability distribution of the 
model is relatively uncertain. 

 

Fig. 16. Uncertainty vs Correctness for DenseNet121. 

Predictive entropy represents the error or uncertainty the 
model has in predicting the class probabilities. If the entropy is 
high, then the probability will be spread out among the different 
classes; if low, then the prediction will be more confident. The 
greater entropy of the misclassifications, therefore, points to the 
tendency of both models to be less certain on challenging and 
ambiguous images. Overall, EfficientNetB0 achieves a more 
distinct separation between correct and incorrect samples, and 
the high entropy range of correctly classified samples with 
ResNet50 suggests that its uncertainty estimates are somewhat 
more variable. 

The uncertainty analysis results of the DenseNet121 model 
are shown in Fig. 16. A lower entropy value would mean that 
the prediction is more confident, while a higher entropy would 
mean that the prediction is more uncertain, usually 
corresponding to unclear or even wrong classifications. 

The reliability analysis results for the best overall model, 
ResNet50, are plotted in Fig. 17. The reliability curve reflects 
the closeness of the accuracy of the model's predictions to the 
actual accuracy at each level of confidence. The model achieved 
an EC of 0.012; this relatively low score indicates that 
confidence intervals among predicted classifications and 
model's self-reported accuracy. A model with a low ECE does 
not necessarily have a low error rate for all confidence intervals, 
though. The calibration of the model should therefore be 
checked from the diagram as well as from the Brier score, 
negative log-likelihood (NLL), and the confidence-bin statistics 

in order to get a more comprehensive view of the model's 
calibration. 

 

Fig. 17. Reliability of best performing model. 

V. DISCUSSION 

This study provides answers to the three research questions 
from complementary perspectives, namely, the quality of DFFs, 
their discriminatory power between classes of brain tumors and 
the value of uncertainty estimation for individual predictions. 
The results across all experiments indicate that ImageNet-
pretrained CNNs can learn meaningful feature representations 
from brain MRI images; however, the resulting feature space 
exhibits limited class-wise clustering and separability. There is 
still substantial variation within each tumor class and overlap 
between the various classes in the learned feature space. 
Concurrently, the MC Dropout analysis suggests how 
uncertainty measures can provide valuable information 
concerning the reliability of model prediction, especially for 
challenging and ambiguous MRI cases. 

These measures of confidence, entropy, variance, Brier 
score, and the NLL and ECE provide various viewpoints on 
model prediction and calibration. These, however, do not 
necessarily create clinical reliability or certify that estimates of 
uncertainty enhance diagnostic decisions. RQ2 is addressed at 
an exploratory level overall. While MC Dropout offers further 
information on predictive uncertainty, quantitative analysis and 
additional clinical validation are required to assess its utility in 
terms of detecting classification errors and making clinical 
decisions. 

RQ1: Is the degree of representational learning of 
discriminative features better, worse or comparable in CNN 
models pre-trained on ImageNet for multi-class brain tumor 
classification? 

The results show that CNN models pre-trained on the 
ImageNet dataset can learn useful features from brain MRI 
images, despite their training using natural images. The dataset 
consists of 7,023 MRI images, and EfficientNetB0 was able to 
extract 1280 features per image. The mean value of the extracted 
features and the mean feature norm are shown in Table I. The 
feature norms were also fairly similar in all four tumor classes 
seen in Fig. 4. This indicates that the magnitude of the extracted 
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features was comparable for the various categories of features. 
Further analysis of the distribution of the extracted features was 
carried out using (PCA). Based on Fig. 5 and Table I, the number 
of principal components required to explain 90, 95 and 99% of 
total variation were 371, 577 and 963, respectively. The results 
indicate that a large proportion difference in the extracted 
features captured by fewer dimensions than the original 1280. 
The variance explained by PCA does not necessarily reflect the 
robustness of the features to separate the classes of tumors. 

Overall, the results of the feature analysis indicate that 
ImageNet-pretrained CNNs are able to learn useful 
representations from brain MRI images. The detailed analysis of 
features, however, was primarily performed with 
EfficientNetB0, and therefore cannot be directly compared 
across the three architectures. It is thus it is difficcult to observe 
there were more discriminative features learned by one model 
than the other or if feature representations were similar across 
models. The results of the feature analysis did not yield any 
conclusion as to which architecture learned better 
representations, but differences were noted in the classification 
performance. ResNet50 had the highest overall performance of 
all the networks with 96% accuracy, 95% precision, 93% recall, 
93% F1-score and an MCC of 0.94, as shown in Table III. The 
confusions matrices also indicate that ResNet50 successfully 
classified 1,013 test images against 1,004 images for 
DenseNet121 and 986 images for EfficientNetB0 as illustrated 
in Fig. 11, 9, and 10, respectively. The results show that 
ResNet50 achieved better classification accuracy under the 
conditions of this experiment. But the fact that it achieved higher 
classification accuracy does not necessarily imply that it learned 
better feature representations than the other two models. 

RQ-2: Can MC Dropout-based uncertainty estimation be 
used to give meaningful insight into low confidence or 
ambiguous brain MRI predictions? 

The results indicate that MC Dropout can offer additional 
insights into individual predictions beyond traditional 
classification metrics in the field of prediction. The predictive 
entropy of the incorrectly classified images was also higher with 
the evaluated models, but some correctly classified images had 
high entropy as well. This pattern suggests that the test set 
contains classification mistakes related to the impossibility of 
predicting the label. This is a clue that there is a possible 
connection between the difficulty of predicting the label and 
classification mistakes in the test set. This relationship was only 
explored using scatter plots, though. It is unclear if the ability of 
entropy to distinguish incorrect predictions from correct ones 
has been confirmed since AUROC analysis and risk–
coverage/rejection curves were not conducted. 

Therefore, RQ 2 is addressed at an exploratory level, as MC 
Dropout provides potentially useful uncertainty information, but 
its effectiveness in detecting unreliable predictions requires 
further quantitative evaluation. 

1) Practical implication: The results of this study 

demonstrate that assessing the performance of classifiers 

designed for brain MRI classification using CNNs requires 

more than just classification accuracy. The learned feature 

representations, predictive uncertainty and the calibration of 

predicted probabilities must also be taken into account. The 

observed correlation between the increase of the predictive 

entropy and the error of prediction proposes to investigate the 

behavior of the models by using uncertainty measures. This 

study, however, has not quantitatively determined the reliability 

of these measures in determining classification errors. 

Similarly, the calibration results represent the quality of 

predictions on the assessed dataset and do not measure clinical 

effectiveness. Future studies should involve external validation, 

quantitative analysis of the uncertainty-based error detection, 

and testing in clinical workflows to assess the potential benefits 

of these techniques for clinical diagnosis. 

2) Limitations: The results must be interpreted with several 

Limitations. The first limitation of the proposed study is a 

single publicly available brain MRI dataset with four classes. 

This dataset will help compare models, but may not represent 

the full spectrum of patient populations, MRI imaging 

protocols, scanners, or hospitals. Moreover, the dataset does not 

contain patient-level data, which makes difficult to confirm the 

data spilt at patient-level. This dataset will be helpful for 

comparing models, but may not represent the full spectrum of 

patient populations, MRI imaging protocols, scanners, or 

hospitals. Secondly, the relationship between predictive 

entropy and misclassification was investigated via scatter plots. 

The validity of the ability of uncertainty measures to distinguish 

between correct predictions and errors, however, was not 

quantitatively verified by AUROC analysis or risk–coverage or 

rejection curves. Third, there was no evaluation of the ability of 

uncertainty-based case prioritization to work in a clinical 

context or whether it would aid in reducing diagnostic error and 

improve diagnostic decisions. Fourth, MC Dropout was used, 

with 20 stochastic forward passes being used, though no 

experiments were run to see if this number of forward passes 

was enough to provide stable uncertainty estimates. Using 

`training=True` at inference time could also impact the 

behaviour of batch-norm, depending on model implementation, 

which needs to be explored further. 

VI. CONCLUSION 

In this work, we explore how the features learned by 
ImageNet-trained CNNs are used for brain MRI classification 
and if the prediction uncertainty of such models can be used to 
gain insight into the classification beyond traditional metrics. 
The analysis revealed that the pretrained networks were able to 
learn meaningful representations of the data, though the learned 
feature space did not reflect distinct clusters of tumors. The 
original 1,280-dimensional representation can be summarized 
into just 371, 577, and 963 principal components that would 
represent 90%, 95%, and 99% of the total variance. 
Concurrently, the between-to-within-class separability ratio was 
0.148, indicating that there is a great deal of overlap between 
classes and a lot of variation within classes. This points out that 
if the tumor categories are naturally well separated, it is not 
necessarily so if they are also naturally well-separated in terms 
of informative deep features. The ResNet50 CNN achieved the 
best classification performance with an accuracy of 96%, a 
precision of 95%, a recall of 93%, an F1-score of 93%, and an 
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MCC of 0.94, among the evaluated CNNs. The confusion matrix 
had 1013 images correctly classified from 1054 images that 
were tested. These findings demonstrate that useful 
classification boundaries can be learned even though the feature 
distributions of the classes have significant overlap. The MC 
Dropout experiments provided an additional valuable 
perspective. It was found that classification accuracy alone is not 
enough as an indicator of the reliability of a model's individual 
predictions. The uncertainty was typically higher for incorrect 
predictions, which were associated with higher predictive 
entropy, implying that there was greater uncertainty when the 
model had a more difficult task to differentiate classes. The 
mean prediction confidence for ResNet50 was 0.91 and the 
variance of the predictions was 0.006. An ECE of 0.012 was 
obtained in the reliability analysis, which suggested that the 
model's confidence level was in good agreement with its 
observed performance. 

The findings indicate that the CNN models studied may be 
applied in an automatic brain MRI classification system for the 
conditions investigated in this study. Predictive uncertainty can 
be used as further assistance by identifying instances that should 
be looked at in detail. For example, in a future HITL system, the 
predictions with high entropy could be submitted for a 
radiologist to verify. This study did not, however, explore 
referral thresholds, radiologists' decisions, diagnostic findings, 
or impact on clinical workflow efficiency. The usefulness of 
uncertainty-based case prioritization for the use of clinical 
guidelines is thus yet to be validated. It is important to note that 
the models should not replace expert clinical judgment, but 
should be used as research tools for automated classification. 

FUTURE WORK 

Several avenues are available to further develop the results 
of this study. First, the learned representations need to be fine-
tuned to the particular task, refined with attention to the MRI 
data, and learned with the metric-learning methods. The 
procedures may contribute to a reduction of feature overlap and 
enable a better separation of the tumor classes. Further 
experiments might also explore the possibility of obtaining 
similar uncertainty estimates using MC Dropout as compared to 
ensemble-based methods and of further refining the accuracy of 
the model's confidence using other calibration methods.  
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