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Abstract—In context-aware emotion recognition from images, 

it is necessary to consider the visual appearance of the target 

person along with the surrounding environment. In 

unconstrained settings, emotions may be simultaneously related 

to the target person, thus making the task multi-label. However, 

existing methods focus on either the representation of the target 

or the context without taking the interaction between the two into 

consideration. The current work proposes a scene-agent graph 

learning method for context-aware multi-label emotion 

recognition. An input image along with an annotation of the 

target person is passed through a pretrained ResNet-50 model to 

obtain 2048-dimensional visual representations of the scene and 

the target agent. Such representations are mapped to a 256-

dimensional graph space where the scene and agent nodes are 

connected using an explicitly constructed relation structure and 

normalized graph propagation is performed. The proposed 

approach is validated on the EMOTIC dataset using the 26-

category multi-label setting. The ablation study involves four 

different settings: target-only, scene-only, scene-agent reasoning, 

and full-fusion, using a consistent evaluation process. The Micro-

F1 score of the target-only baseline is 0.260712, and its mAP is 

0.256390, while the scene-agent reasoning approach improves 

Micro-F1 to 0.453180 and mAP to 0.275428. The best mAP is 

achieved by the full fusion setting with 0.278457, even though the 

Micro-F1 of 0.448038 is slightly lower than that of scene-agent 

reasoning. Category-level average precision, statistical paired 

analysis, error analysis at the sample level, and qualitative 

analysis provide additional insights into the performance of the 

proposed model. 

Keywords—Context-aware emotion recognition; multi-label 

emotion recognition; scene-agent graph; graph learning; cross-
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I. INTRODUCTION 

Recognition of emotions from visual input is essential in 
the field of affective computing and human-centric systems. In 
unconstrained images, the emotional state of the target 
individual depends upon other individuals, actions, objects, and 
contextual elements around him/her. The EMOTIC dataset 
offers a naturalistic benchmark whereby the target individual 
receives multiple emotions. 

The central challenge is one of incorporating target 
appearance information together with context information 
without assuming that they are separate sources of information. 

Target-level features reflect information from the person 
himself/herself, while scene-level features are reflective of the 
surrounding visual environment. Modeling the relationship 
between them would be helpful. 

Graph representation learning offers a natural way to 
perform relational reasoning since there is scope for 
propagation of information between related visual elements. 
For EMOTIC static image recognition, an actionable 
formulation involves clear representation of the scene and 
agent nodes, graph connectivity, feature dimensions, and inter-
level interaction. 

The current research in the domain of emotion recognition 
focuses on context and relation-based approaches. The key idea 
of the approach presented here is the incorporation of both 
scene-agent and agent-agent relations into a single graph with 
attention and fusion based on the target conditions for the 
recognition of emotions in static images based on the EMOTIC 
dataset with 26 categories of emotions. 

The study employs a controlled four-configuration ablation 
consisting of A1 Target-Only, A2 Scene-Only, A3 Scene-
Agent Reasoning, and A4 Full Fusion. The ablation setup 
facilitates isolation of scene knowledge, explicit relational 
reasoning, and fusion under the same EMOTIC protocol. 
Evaluation involves a combination of a threshold-dependent 
Micro-F1 measure and mAP and per-category AP measures 
that do not require any threshold, supported by paired statistical 
and qualitative analyses. 

The major contributions include: 1) visual cross-level 
scene-agent graph for static image multi-label emotion 
classification; 2) reproducible 2048-to-256-dimensional space 
representation and relational interaction definition; 3) 
controlled A1-A4 ablation experiment design; 4) 
complementing Micro-F1, mean average precision (mAP), per-
category average precision (AP), statistical, sample-wise, and 
qualitative analysis; and 5) analysis of metric behavior and 
study limitations. 

The rest of the study is structured as follows. In Section II, 
related work on context-aware and graph-based emotion 
recognition is discussed. In Section III, the scene-agent graph 
learning approach is introduced, comprising visual feature 
extraction, graph building, graph reasoning, cross-level 
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interaction, adaptive fusion, and multi-label prediction. In 
Section IV, the EMOTIC dataset, data processing procedure, 
experimental settings, model configuration, and 
implementation details are described. In Section V, evaluation 
metrics and statistical analysis are provided. In Section VI, the 
results of experiments are presented and analyzed. In Section 
VII, the limitations of the work are addressed, and Section VIII 
concludes the study. 

II. RELATED WORK 

A. Context-Aware Emotion Recognition 

Context-based emotion recognition takes into account the 
visual appearance of the target and scene context. The 
EMOTIC dataset is used for multi-label emotion recognition in 
a realistic scenario [1]. Several works have studied 
environmental context, scene graphs, hypergraph relationships, 
and viewpoint-specific contexts [2]–[5]. There are group-level 
emotion recognition and visual relationship modeling to 
understand the interaction between humans and visual objects 
[6], [7]. Some other works deal with visual-text prompts and 
contrastive learning [8], [9]. Other works have addressed 
multimodal video emotion recognition, environmental context, 
cognitive assistance, and robust visual transformers [10]–[12]. 
Even though all of these works are helpful for understanding 
the background, their problems and inputs are different from 
static image-based EMOTIC recognition. 

B. Scene, Agent, and Relational Modeling 

Graph-based techniques provide a formulation for the 
interactions between individuals and visual entities. For 
example, Chen et al. have studied context-aware emotion 
recognition based on interactions between agents and scenes, 
utilizing ICENet, which is an approach that fuses agent-level 
facial and body posture characteristics with scene information 
[13]. Also, Gong et al. developed a hybrid fusion technique for 
emotion recognition at the group level under complex 
environments [14], and Steward et al. synthesized findings on 
face-context interactions in emotion perception via meta-
analysis [15]. Such works encourage the consideration of 
interactions between target person characteristics and 
contextual visual data. The current framework includes scene 
nodes, target agent nodes, and other agent nodes in one graph, 
which is followed by propagation, target-agent attention, and 
adaptive fusion steps. 

C. Multi-Label Emotion Recognition and Visual 

Representation Learning 

Since EMOTIC involves many labels, as there could be 
many categories of emotions associated with one target person 
simultaneously, EMOTIC becomes a multi-label dataset. 
Visual emotion recognition literature has investigated various 
approaches to representation learning, such as visual 
transformer and attention-based selective fusion of emotions 
[16]; hierarchical co-consistency quantization and binary 
representation of emotions [17]; dynamic kernel approach for 
video-based facial expression recognition [18]; multi-task 
learning of both dimensional and categorical emotions [19]; 
facial-landmark-based and attention-based context modeling 
[20]; and multiscale dynamic global and static local attention 

mechanisms [21]. In addition to that, some related research 
includes investigating robustness for in-distribution, out-of-
distribution, and unconstrained environments [22]; healthcare-
driven facial expression recognition [23]; and emotion 
recognition in human-robot interaction [24]. These works show 
different visual emotion recognition scenarios, but in our study, 
we concentrate on image-based, person-centered 26-category 
multi-label recognition of emotions based on contextual scene-
agent data. 

D. Multimodal Emotion Recognition and Fusion Strategies 

Multimodal and fusion-based systems involve vision, 
sound, text, dialogue, or environment cues. Related papers 
apply methods including audio-visual attention, conversation 
transformer, situational attention, cross-modal enhancement, 
and cross-modal transfer learning [25]–[29]. Recent papers 
focus on memory-enhanced multimodal transformers, context-
aware human-robot interaction, comprehensive multimodal 
survey, conversation agent assessment, contact-less multimodal 
recognition, and review on multimodal systems trends and 
challenges [30]–[32], [33], [34], [35]. Though the above 
methods involve attention and fusion of modalities, their 
modalities and task definitions are not the same as static image 
EMOTIC recognition. This study, however, employs visual 
scene and target-agent cues only. 

E. Context, Causal Modeling, Robustness, and Explainability 

Causal debiasing and de-confounded training methods have 
also been used for context-aware emotion recognition [36]. 
Explainability and robustness have been approached through 
topological data analysis and distribution-based evaluations 
[37]. This study makes use of relational models and does not 
use causal interventions or causal identification. 

The dynamic and real-time environments involve 
reinforcement learning-based video emotion recognition, 
spatio-temporal models, fog-assisted real-time classification, 
and visual transformer robustness [38], [39], [40], [41]. The 
thorough review of the machine learning techniques used for 
recognizing human emotions is provided [42]. The above 
works serve a wider context; however, they do not cover the 
EMOTIC problem setting. 

F. Recent Context-Aware Studies and Research Positioning 

The recent context-driven approaches involve agent-scene 
interaction models, contrastive contextual emotion 
representations [43], and a review of context-driven emotion 
recognition [44]. They further affirm the ongoing attention to 
explicit representations of context and relations. It covers 
related streams of context-driven, relational, visual, 
multimodal, robust, and recent context-driven emotion 
recognition. This set of studies sets the wider research context 
of the current static image-based EMOTIC approach. 

This study is framed under the domain of static images, 
person-oriented, multi-label emotion recognition on EMOTIC. 
It tests whether explicit scene-agent and agent-agent 
connections within a unified graph improve multi-label 
classification, without necessarily claiming numerical 
superiority over approaches based on other modalities or 
datasets. 
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III. PROPOSED DICG-AF FRAMEWORK 

A. Overview 

Our proposed Dual-Level Interactive Context Graph with 
Adaptive Fusion (DICG-AF) system uses context-aware multi-
label emotion recognition from the EMOTIC dataset. The 
features for the scene and target agent are extracted using the 
pre-trained ResNet-50 and are projected to the graph space of 
dimension 256. 

A unified graph is composed of one scene node, one target-
agent node, and several other-agent nodes. Scene-agent and 
agent-agent interactions are modeled through normalized graph 
propagation for context exchange. Two graph convolution 
layers generate graph-based node representations. In A4, the 
target-agent representation is used for cross-level attention, 
followed by adaptive gated fusion and 26 independent sigmoid 
outputs. 

The final representation of 256 dimensions is then 
converted into 26 probability outputs for emotion, following 
the EMOTIC multi-label formulation. Thus, the entire process 
takes place in the following order: Input Image and Target 
Annotation → ResNet-50 Feature Extraction → Projection 
from 2048 to 256 Features → unified Scene-Agent Graph 
Construction → 2-layer Graph Convolution → Extraction of 
Scene and Target-Agent Nodes → Agent-Scene Attention 
Mechanism → Adaptive Gated Fusion → 26-class Multi-label 
Classification. 

The operational details are described in Sections III-B to 
III-K and depicted in Fig. 1 and 2. The architecture is depicted 
in Fig. 1. The framework being analyzed utilizes image-only 
features; audio, dialogue, text, video, temporal, and causal-
intervention branches have not been used in the experiments 
reported. 

 

Fig. 1. Overall architecture of the proposed DICG-AF framework for context-aware multi-label emotion recognition. 

B. Problem Formulation 

Let an RGB image be represented as 

𝑋 ∈ ℝ𝐻×𝑊×3
                   (1) 

where, 𝐻and 𝑊represent the height and width of the image, 
respectively. Let 𝑏𝑡represent the annotated bounding box of the 
target person 𝑡. The goal is to predict the emotion classes of 
this particular target person t from the combination of target-
level and contextual information from the image. 

The target label in EMOTIC is encoded using a 26-
dimensional multi-hot vector: 

𝑌 ∈ {0, 1}26                                (2) 

For any specific target individual, there can be multiple 
elements of 𝑌 having the value one at the same time. It means 
that the task is to estimate probabilities for each emotion class 
independently: 

𝑝𝑘 = 𝑃(𝑌𝑘 = 1 ∣ 𝑋, 𝑏), 𝑘 = 1, … ,26                (3) 

The final probability vector is 

𝑝 = [𝑝1, 𝑝2, … , 𝑝26] ∈ (0, 1)26
                   (4) 

Unlike a single-label classifier, which is mutually 
exclusive, this proposed classifier does not utilize a softmax 
output. Sigmoid functions are applied independently so that 
different emotions can be classified simultaneously. 

C. Visual Feature Extraction 

The pre-trained ResNet-50 model is used as the feature 
extractor. The classifier head is removed from the model to 
obtain an embedding vector with 2048 dimensions. During the 
graph learning tasks, the backbone remains fixed to ensure that 
the contribution of relational reasoning, cross-level interaction, 
and adaptive fusion can be assessed properly. 

In each target-person example, there are two visual forms 
that are captured. The first one captures the entire context of 
the image, whereas the other one captures the target-person 
part that has been extracted using the bounding box annotation. 
Hence, both scene context information and target-agent 
information are captured. Let the feature extracted from the 
scene context be 

 𝑓𝑠 ∈ ℝ2048
                                               (5) 

and the feature corresponding to an individual agent be 
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 𝑓𝑎 ∈ ℝ2048                                      (6) 

For an image having 𝑁𝑠scene entities and 𝑁𝑎persons, the 
respective feature matrices are expressed as 

 𝑋𝑠 ∈ ℝ𝑁𝑠×2048                                   (7) 

and 

𝑋𝑎 ∈ ℝ𝑁𝑎×2048                                  (8) 

The 2048-dimensional features are then mapped to the 256-
dimensional graph representation space. As such, this mapping 
ensures that the cost of propagation in the graph is lowered 
while keeping the same dimension for the representations. 

D. Scene-Agent Graph Construction 

To combine global scene context and person-level 
interactions, the proposed framework constructs a unified 
scene-agent graph 𝐺 = (𝑉, 𝐸)  using the visual embeddings 
obtained for every EMOTIC image. In particular, the graph 
comprises one scene node 𝑆 , one target-agent node 𝑇 , and 
𝑛𝑎 additional agent nodes corresponding to other annotated 
persons present in the image. Therefore, the total number of 
nodes in the graph becomes 𝑁 = 2 + 𝑛𝑎 . The scene node 
represents global contextual information, whereas the target 
and other agent nodes represent person-level visual 
information. 

Initialization of the node feature matrix is done by stacking 
the projected 256-dimensional visual features of the scene and 
people instances: 

𝐻(0) = [ℎ𝑆, ℎ𝑇 , ℎ𝐴1
, ℎ𝐴2

, … , ℎ𝐴𝑛𝑎
]

𝑇

                    (9) 

where, 𝐻(0) ∈ ℝ𝑁×256 . The scene feature can be derived 
from the entire image, whereas the target-agent and other-agent 
features are derived from the person regions. The unified graph 
facilitates the propagation of context-based and interpersonal 
information within a single relationship framework. 

Two kinds of relational edges are introduced. Scene-agent 
edges relate the scene node 𝑆 with person nodes, making global 
context information and person-specific information work 
together in the graph. Agent-agent edges relate person nodes to 
describe the relationships among persons in the same image. 
Self-loops are also considered to make sure that each node 
keeps its own representation in the process of graph 
propagation. The resulting graph can be denoted as 𝐺 =
(𝑉, 𝐸), where 𝑉 represents the scene and agent nodes and 𝐸 
represents the scene-agent and agent-agent relationships. 

The adjacency matrix is then symmetrically normalized by 
adding self-loops. Let 𝐴 denote the adjacency matrix obtained 
after adding self-loops and 𝐼  denote the identity matrix. The 
normalized adjacency matrix is expressed as 

𝐴̂ = 𝐷̃−
1

2𝐴̃𝐷̃−
1

2                               (10) 

where, 𝐴̃ = 𝐴 + 𝐼 and 𝐷̃is the diagonal degree matrix of 𝐴̃. 
It ensures that information is propagated consistently through 
nodes with different numbers of neighboring nodes. 

E. Agent Interaction Representation 

𝑇, 𝐴1, … , 𝐴𝑛𝑎
The target node is separated from the other 

agent nodes. The scene-agent edges represent the global 
context, while the agent-agent edges represent the interpersonal 
context, and graph reasoning generates the target-agent 
embedding used in prediction and A4’s attention mechanism. 

Agent-to-agent links enable information about other seen 
agents to be used for target representation. The target agent 
representation is obtained from the graph reasoning on the 
target node, whereas the scene node retains the global context. 

F. Graph Representation Learning 

The graph reasoning takes place on the scene-agent graph 
through two consecutive graph convolution layers. The node 
representation for the l-th graph convolution layer is calculated 
as 

𝐻(𝑙+1) = ReLU(𝐴̂𝐻(𝑙)𝑊𝑙)                           (11) 

where, 𝐻(𝑙)is the matrix representing the node features at 

the l-th layer, 𝐴̂  represents the symmetrically normalized 
adjacency matrix, 𝑊𝑙  represents the projection matrix, and 
ReLU represents the rectified linear activation function. The 
first graph-convolution layer operates on the 256-dimensional 
projected node features and produces updated 256-dimensional 
representations. The second graph-convolution layer 
propagates information over the relational structure, keeping 
the dimensions of the feature the same. Hence, the final graph 
representation is 

𝐻(2) ∈ ℝ𝑁×256                                      (12) 

Since the graph includes both scene and agent nodes, each 
node representation incorporates information from its 
respective contextual and interpersonal neighbors. The final 
representation of the scene is acquired from the scene node, 

ℎ𝑆 = 𝐻𝑆
(2)

                                       (13) 

since the target-agent representation is extracted from the 
target node, 

ℎ𝑇 = 𝐻𝑇
(2)

                                       (14) 

and the other node representations, 

{ℎ𝐴1
, ℎ𝐴2

, … , ℎ𝐴𝑛𝑎
}                                     (15) 

retain information from the other persons and are 
subsequently available to the agent-scene attention mechanism 
in the full-fusion configuration. 

G. Scene and Target-Agent Representation Extraction 

Once the graph propagation is done, the scene and target-
agent nodes are explicitly extracted from the shared graph 
representation. 

ℎ𝑆 = 𝐻𝑆
(2)

∈ ℝ256
                                          (16) 

and the target-agent representation is defined as, 

ℎ𝑇 = 𝐻𝑇
(2)

∈ ℝ256                                (17) 
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All these representations are already in the same 
dimensionality since all the nodes in the graphs are mapped to 
the 256-dimensional graph space before graph reasoning takes 
place. Hence, there will be no need for any additional 
dimensionality reduction for graph-level representation at this 
stage. The other representations related to agent-nodes are kept 
for the next cross-level attention. This node-level selection also 
ensures that there is a direct mapping between the 
representations that are used in the final prediction with respect 
to their positions in the unified scene-agent graph. The 
resulting ℎ𝑆and ℎ𝑇representations are passed to the cross-level 
scene-agent interaction module described in Section III-H. 

H. Cross-Level Scene-Agent Interaction 

In A4, the target-agent representation queries the entire 
graph using eight-head attention; then comes adaptive gated 
fusion to fuse the attended target and scene representations. 

The application of multi-headed attention is done by an 
eight-headed mechanism in the graph representation space of 
256 dimensions. The attention operation is thus represented. 

ℎatt = MHA(ℎ𝑇 , 𝐻(2), 𝐻(2))                             (18) 

where, ℎatt ∈ ℝ256 is the attended target-agent 
representation. Since the unified graph representation is used as 
the key-value context, the attention mechanism is capable of 
using information from the scene node in addition to the target 
and neighboring agent nodes. This attended representation is 
added to the target-agent representation to get the interacted 
target representation: 

ℎint = [ℎ𝑇; ℎatt]                                   (19) 

The target-agent and attended representations are 
concatenated together to create a vector of dimension 512. The 
learned linear projection transforms this vector into another 
vector with 256 dimensions before fusion. 

This is followed by merging the target-agent interaction 
representation with the scene node representation using the 
adaptive gated fusion approach presented in Section III-I. The 
fused representation is finally fed to the multi-label 
classification head with independent sigmoid output of 26 
dimensions. Fig. 2 provides an illustration of graph 
construction, graph reasoning, target-agent attention, and 
adaptive fusion. 

It can be seen from Fig. 2(a)–(c) that the network keeps a 
consistent scene-agent relational structure, where the scene 
node, target-agent node, and other agent nodes are handled 
together. Scene-agent edges link the global context information 
to individual persons, while the agent-agent edges denote the 
relationship between persons. These two graph convolution 
layers perform message passing within this unified structure, 
and afterwards, the scene-node and target-agent features are 
explicitly extracted. It is also seen in Fig. 2(d) that the target-
agent feature serves as the query in the eight-head multi-head 
attention layer, and the full graph feature acts as the key-value 
information. This unified graph is kept during the relational 
processing, and attention/fusion works on the obtained 256-
dimensional features. 

 

Fig. 2. Unified scene-agent graph construction, graph reasoning, target-agent attention, and adaptive fusion in the proposed framework. 
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I. Adaptive Fusion 

After cross-level scene-agent interaction, the representation 
of the target-agent that is attended is fused with the scene 
representation using an adaptive gated fusion process. If  ℎ𝑆 ∈
ℝ256is the representation of the scene-node and ℎint ∈ ℝ256is 
the representation of the target-agent after interaction with the 
graph-level context, then 

ℎ𝑐 = [ℎ𝑆; ℎint] ∈ ℝ512
                         (20) 

A learnable fusion gate is used to control the influence of 
the combined representation after transformation on the 
resulting fused representation. This gate comprises a nonlinear 
mapping consisting of two layers and a sigmoid activation 
function: 

𝑔 = 𝜎(𝑊𝑔2 ReLU(𝑊𝑔1ℎ𝑐 + 𝑏𝑔1) + 𝑏𝑔2)                  (21) 

where, 𝑊𝑔1projects the 512-dimensional input space to a 

256- dimensional space and 𝑊𝑔2preserves the 256-dimensional 

representation. Consequently, 

𝑔 ∈ (0, 1)256                              (22) 

In parallel, the concatenated representation is transformed 
into the 256-dimensional fusion space through 

ℎ𝑝 = LN(𝑊𝑝ℎ𝑐 + 𝑏𝑝)                              (23) 

where, 𝑊𝑝 ∈ ℝ256×512and LN denotes layer normalization. 

The final fused representation is obtained using gated 
residual fusion: 

ℎ𝑓 = 𝑔 ⊙ ℎ𝑝 + (1 − 𝑔) ⊙ ℎint                         (24) 

where, ⊙  denotes element-wise multiplication. This way, 
the adaptive fusion process enables the model to keep 
important target-agent information and integrate scene-based 
information using the learned gate. This leads to the formation 
of  ℎ𝑓 ∈ ℝ256,this representation, which is further forwarded to 

the multi-label emotion classification head. 

J. Multi-Label Emotion Classification 

The fused output representation ℎ𝑓 is passed to a fully 

connected classification layer which generates a logit score for 
each of the 26 emotion categories described in EMOTIC: 

𝑜 = 𝑊𝑐ℎ𝑓 + 𝑏𝑐                                   (25) 

where, 𝑊𝑐 ∈ ℝ26×256,  𝑏𝑐 ∈ ℝ26,  and 𝑜 ∈ ℝ26. Because in 
EMOTIC, more than one emotion class can be assigned to a 
target individual at once, the 26 outputs are regarded as 
independent binary prediction tasks instead of being mutually 
exclusive categories. The probability for category 𝑘 is 
computed independently by a sigmoid function: 

𝑝𝑘 = 𝜎(𝑜𝑘) =
1

1+exp(−𝑜𝑘)
,  𝑘 = 1, … ,26                 (26) 

The complete prediction vector is 

𝑝 = [𝑝1, 𝑝2, … , 𝑝26] ∈ (0, 1)26
                       (27) 

A fixed threshold value of 0.5 is applied for decision 
making in each of the categories: 

𝑦̂𝑘 = {
1, 𝑝𝑘 ≥ 0.5,
0, 𝑝𝑘 < 0.5.

                                    (28) 

The above independent-threshold approach enables 
predicting more than one category of emotion for a single 
target individual and hence conforms to the multi-label 
approach adopted in EMOTIC. The final evaluation process 
involves setting the threshold at 0.5 to transform the sigmoid 
probability to a binary prediction. 

K. Multi-Label Training Objective 

The training objective employs weighted binary cross-
entropy with logits. Denote by 𝑦𝑘 ∈ {0, 1} the true label for 
emotion category 𝑘 , and denote by 𝑜𝑘  the associated model 
logit. Then, the weighted binary cross-entropy objective is 
given by 

  ℒ = −
1

26
∑ [𝑤𝑘

+𝑦𝑘 log 𝜎 (𝑜𝑘) + (1 − 𝑦𝑘)log(1 − 𝜎(𝑜𝑘))]
26

𝑘=1
 

(29) 

where, 𝑤𝑘
+is the positive-class weight for category 𝑘. 

The weights for positive classes are computed using the 
following equation: 

𝑤𝑘
+ =

𝑁𝑘
−

max(𝑁𝑘
+

,1)
                              (30) 

where, 𝑁𝑘
+ and 𝑁𝑘

− represent the numbers of positive and 
negative training examples in class 𝑘, respectively. In order to 
avoid extremely high weight values, the computed value is 
limited to the interval of  [1, 20]. 

Implementation is carried out through the use of 
BCEWithLogitsLoss with category-wise positive weighting, 
while logits are used for optimization and sigmoid probabilities 
for validation. 

L. Computational Complexity 

Where 𝑁, 𝐸, and 𝑑 represent the number of graph nodes, 
graph edges, and representation dimensions, respectively, with 
𝑑 = 256. The initial projection from 2048 to 256 dimensions 
has a complexity of 𝑂(𝑁 ⋅ 2048 ⋅ 256). A single sparse graph-
convolution layer will have 𝑂(𝐸𝑑) cost for neighbor 
aggregation and 𝑂(𝑁𝑑2)  cost for the learning-based 
transformation; Therefore, the two-layer graph-reasoning 
module would be at 𝑂(𝐸𝑑 + 𝑁𝑑2) complexity level. With 𝑑, 
constant, this cost would scale linearly with the number of 
graph edges. 

The eight-head attention blocks work with the 256-
dimensional features, with their computational complexity 
defined by the attention model used. The interaction cost of full 
self-attention is 𝑂(𝑁2𝑑), while sparse attention complexity is 
influenced by the graph edges involved. The complexities of 
adaptive fusion and classification blocks are 𝑂(𝑁 ⋅ 512 ⋅
256) and 𝑂(𝑁 ⋅ 256 ⋅ 26) , respectively. In general, the 
proposed framework utilizes feature projection, sparse graph 
reasoning, attention fusion, and classification, where the 
complexity of graph message passing can be regarded as 
almost linear, while the full self-attention introduces a 
quadratic interaction cost term. 
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IV. EXPERIMENTAL SETUP 

A. Dataset 

The framework is evaluated on the EMOTIC (EMOTions 
in Context) dataset, which serves as a naturalistic benchmark 
for context-based emotion recognition [1]. The 26 categories 
are considered independent labels. 

The 26 emotion labels are as follows: Affection, Anger, 
Annoyance, Anticipation, Aversion, Confidence, Disapproval, 
Disconnection, Disquietment, Doubt/Confusion, 
Embarrassment, Engagement, Esteem, Excitement, Fatigue, 
Fear, Happiness, Pain, Peace, Pleasure, Sadness, Sensitivity, 
Suffering, Surprise, Sympathy, and Yearning. Since one 
subject can have more than one emotion at a time, the problem 
is defined as a multi-label problem with 26 dimensions instead 
of a mutually exclusive single-label problem. The original 
organization contains 23,554 images (17,077 train, 2,088 
validation, and 4,389 test). The present study uses person-level 
annotations and the final valid sample counts reported in Table 
I. 

TABLE I.  FINAL EMOTIC DATASET STATISTICS 

Split Person-Level Samples Mean Labels per Sample 

Training 23,705 1.9559 

Validation 3,334 6.1569 

Test 7,279 4.4161 

Total 34,318 — 

B. Data Preparation and Quality Control 

There was a bounding-box and annotation audit prior to 
feature extraction. Corrections were made to invalid coordinate 
boxes where a valid area was possible, while one annotation 
with invalid coordinates and one without a class were removed, 
resulting in a total of 34,318 person samples. 

Another corrupted target-person annotation was omitted 
due to the fact that the bounding box of this annotation 
extended outside the image boundaries. An annotation of an 
individual without any category was omitted since the official 
parser demands a category annotation. 

C. Target Representation 

Each test sample comprises an image, target person’s 
bounding box, and 26-dimensional multi-hot emotion vector. 
The ground truth representation for a target person i is defined 
as  

𝑦𝑖 = [𝑦𝑖1 , 𝑦𝑖2, … , 𝑦𝑖26]𝑇                            (31) 

where, 𝑦𝑖𝑘 ∈ {0, 1}. If the value is one, then the relevant 
emotion category is annotated for the target individual; 
otherwise, if it is zero, then the relevant emotion category is 
not annotated. This format allows for multiple emotion 
categories to be simultaneously annotated. As such, the 
experiment is not concerned with making the different emotion 
categories mutually exclusive; thus, no softmax output is used. 

D. Visual Feature Extraction 

The pretrained ResNet-50 model was kept fixed for all 
settings. The classification layer in this model was stripped off 
to generate 2048-dimensional features for the scene and target 
agent using the entire image and the target person region. 

𝑓𝑠 ∈ ℝ2048                                 (32) 

for the scene and 

𝑓𝑎 ∈ ℝ2048                                 (33) 

for the target agent. 

These features were projected into a 256-dimensional space 
and fed into the standard graph-based pipeline. The backbone 
architecture was kept constant so that the effects of ablation are 
based on the considered scene, agent, graph, and fusion 
architectures. 

E. Graph Construction and Model Configuration 

In each graph sample, there is one scene node, one target 
agent node, and several other agent nodes. Scene-agent 
connections and agent-agent connections are concatenated 
together with self-loops and symmetric normalization prior to 
two 256-dimensional graph convolutional layers. 

Edges between scene-agent link global context to person 
nodes; edges between agents link persons. Self-loops retain 
node-specific information when normalized propagation is 
performed. After two iterations of graph convolution, the nodes 
corresponding to scenes and target agents are extracted. While 
A3 uses these nodes directly without attention/fusion, A4 
includes target agent attention with adaptive gating and fusion. 

For the A3 Scene-Agent Reasoning architecture, the scene 
and target agent representations based on the graph reasoning 
are applied for prediction without explicit cross-level attention 
and adaptive fusion stages. In case of the A4 Full Fusion 
architecture, the target agent representation serves as a query in 
an eight-head multi-head attention with the full graph 
representation serving as a key-value. The resulting attended 
target representation is then merged with the scene 
representation by means of the adaptive gated fusion stage 
introduced in Section III-I. The resulting 256-dimensional 
representation is fed into a fully connected classification layer 
with 26 separate outputs. A sigmoid function is independently 
applied to each output to obtain multi-label emotion 
probabilities. 

F. Training Protocol 

All configurations use the identical data split, feature 
encoding, graph dimension, prediction dimension, and 
evaluation method. The graph is trained via the AdamW 
optimizer with a batch size of 128, a maximum of 30 epochs, 
and a weight decay of 10^(-4). The A3 setup reported in the 
literature employs an initial learning rate of 5×10^(-4), along 
with a ReduceLROnPlateau scheduler (factor 0.5, patience 2) 
and early stopping (patience 5). The model is optimized using 
weighted BCEWithLogitsLoss per category. The evaluation of 
performance is done at a fixed threshold of 0.5 for the 
separated test set. 
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G. Experimental Configurations 

Table II shows the four controlled scenarios: A1 Target 
Only, A2 Scene Only, A3 Scene-Reasoning about the Agent, 
and A4 Complete Fusion. In the typical experimental 
procedure, scene information, relational reasoning, and cross-
level fusion are isolated. 

A1: Target-Only. 

Target-person representation only. 

A2: Scene-Only. 

Scene representation only. 

A3: Scene-Agent Reasoning. 

Joint scene-agent graph reasoning without explicit cross-
level fusion. 

A4: Full Fusion. 

Complete framework with scene representation, target-
agent representation, graph reasoning, cross-level interaction, 
and adaptive fusion. 

All the above four setups employ the final EMOTIC test set 
comprising 7,279 target person instances. 

TABLE II.  EXPERIMENTAL CONFIGURATIONS 

Configuratio

n 

Scen

e 

Target

- Agent 

Graph 

Reasonin

g 

Cross-

Level 

Interactio

n 

Adaptiv

e Fusion 

A1: Target- 
Only 

No Yes No No No 

A2: Scene- 

Only 
Yes No No No No 

A3: Scene- 
Agent 

Reasoning 

Yes Yes Yes No No 

A4: Full 

Fusion 
Yes Yes Yes Yes Yes 

H. Reproducibility and Implementation Consistency 

The process consists of a constant visual pipeline that 
involves: loading of EMOTIC data, dealing with target 
annotations, feature extraction with ResNet-50, projection to 
256-dim from 2048-dim, graph building/ reasoning, cross-level 
interaction, adaptive fusion, and classification using a 26-
category sigmoid loss function. 

The pipeline was verified with real EMOTIC images before 
the main experiment. The final representations for testing 
consist of 7,279 scene features, 7,279 target-agent features, and 
corresponding target vectors 26 dimensions wide. 

V. EVALUATION METRICS 

A. Evaluation Protocol 

Each sample provides 26 distinct probabilities. The 
threshold value used is a constant 0.5 for multi-label 
classification. Softmax accuracy is not employed since the 
classes are not exclusive to each other.  

B. Precision and Recall 

For each category, precision and recall are calculated using 
the true positives, false positives, and false negatives. 

Precision =
𝑇𝑃

𝑇𝑃+𝐹𝑃
                          (34) 

and 

Recall =
𝑇𝑃

𝑇𝑃+𝐹𝑁
                           (35) 

where, 𝑇𝑃 , 𝐹𝑃 , and 𝐹𝑁 denote true positives, false 
positives, and false negatives, respectively. These measures are 
particularly relevant to EMOTIC because the 26 categories 
have different frequencies and multiple categories may be 
simultaneously active for a single target person. 

C. Micro-F1 Score 

Micro-F1 aggregates true positives, false positives, and 
false negatives across all 26 categories before computing F1. 

𝐹1micro =
2𝑃micro𝑅micro

𝑃micro+𝑅micro
                              (36) 

where, 𝑃micro and 𝑅micro are the micro-averaged precision 
and recall. Micro-F1 gives a good description of the threshold-
based multi-label prediction results while taking into account 
the overall balance of the positive and negative category 
classifications. 

D. Average Precision 

The Average Precision (AP) is calculated separately for 
each class based on the ranking of the probabilities of 
predictions. It is threshold-independent. For each class, AP 
characterizes the precision-recall tradeoff at varying threshold 
values. 

E. Mean Average Precision 

mAP is the arithmetic mean of the 26 category-wise AP 
values. 

𝑚𝐴𝑃 =
1

26
∑ 𝐴26

𝑘=1 𝑃𝑘                           (37) 

mAP is especially well-suited for the EMOTIC approach 
since this metric takes into account all emotions and, at the 
same time, takes into account the multi-label characteristic of 
the task. 

Micro-F1 and mAP are listed jointly because the former 
describes thresholded classification and the latter ranks items. 

F. Per-Category Analysis 

The AP per category is shown for all 26 categories to check 
if performance changes occur across the entire label set. 

G. Statistical and Comparative Evaluation 

Statistical comparisons were performed on the standard 
7,279-sample test partition using paired samples. For each 
comparison, 10,000 pairs of bootstrap samples were created 
with two-sided 95% percentile confidence intervals and 
bootstrapped p-values. 
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The bootstrapped statistics presented in Table IV show the 
variation between the test samples, but do not measure the 
variation from training iterations or seed values. It is not 
known whether the difference in A3-A4 mAP is statistically 
significant (0.0030). Image-level dependence can also be a 
factor that influences uncertainty estimates because there could 
be more than one person in an image. 

H. Overall Evaluation Criteria 

Evaluation involves threshold-sensitive Micro-F1 score, 
threshold-insensitive per-category AP/mAP scores, and 
behavior results from ablation, statistics, and qualitative 
analysis. 

VI. RESULTS AND DISCUSSION 

A. Overall Ablation Results 

Four different models were examined using the same 
EMOTIC test set comprising 7,279 samples. Table III shows 
the Micro-F1 and mAP results. 

TABLE III.  OVERALL ABLATION RESULTS ON THE EMOTIC TEST SET 

Configuration Micro-F1 mAP 

A1: Target-Only 0.260712 0.256390 

A2: Scene-Only 0.262044 0.261658 

A3: Scene-Agent Reasoning 0.453180 0.275428 

A4: Full Fusion 0.448038 0.278457 

A1 provides the target-only baseline (Micro-F1 0.260712; 
mAP 0.256390), while A2 is similar in Micro-F1 (0.262044) 
and slightly higher in mAP (0.261658). 

A2 shows that only scene information provides some 
thresholded performance, while ranking information is gained 
in comparison with A1. 

A3 reaches Micro-F1 0.453180 and mAP 0.275428, 
corresponding to absolute gains of 0.192468 and 0.019038 
over A1. 

A4 reaches mAP 0.278457, 0.022067 above A1, while 
Micro-F1 is 0.448038, 0.005142 below A3. Thus, fusion 
changes the two aggregate metrics differently. 

B. Contribution of Scene Context 

Both A1 and A2 have small variations under the standard 
procedure. Scene information adds additional signals but is not 
enough alone for determining the emotions of the target 
person. 

C. Effect of Scene-Agent Relational Reasoning 

A3 increases Micro-F1 by 0.192468 and mAP by 0.019038 
over A1, consistent with the contribution of explicit scene-
agent relational reasoning. 

The shift is mainly observed in the multi-label decision 
made at the selected operating point, whereas the graph 
propagation gives the joint scene-agent representation. 

D. Effect of Adaptive Fusion 

The mAP of A4 is improved by 0.003029 compared to A3, 
but the Micro-F1 drops by 0.005142, demonstrating metric-
specific behavior of the adaptive fusion stage. 

Paired bootstrap analysis supports these sample-level 
differences: A3−A1 and A4−A1 have p<0.001, A2−A1 has 
p=0.313, and A4−A3 has p=0.028. Confidence intervals and 
effect sizes are reported in Table IV. 

TABLE IV.  PAIRED BOOTSTRAP ANALYSIS OF SAMPLE-LEVEL F1 

DIFFERENCES 

Comparison 
Mean 

ΔF1 

95% 

Confidence 

Interval 

Paired 

Effect Size 
Bootstrap 

p-value 

A2 − A1 +0.002003 
[−0.001929, 
0.006292] 

0.012056 0.313 

A3 − A1 +0.211472 
[0.204773, 

0.218142] 
0.728006 <0.001 

A4 − A1 +0.209452 
[0.202947, 
0.216050] 

0.720809 <0.001 

A4 − A3 −0.002020 
[−0.003848, 

−0.000205] 
−0.025175 0.028 

E. Interpretation of Metric-Specific and Category-Level 

Behavior 

The results show that scene-agent reasoning and adaptive 
fusion influence various aspects of the multi-label predictions. 
The A3 model yields the highest Micro-F1 score of 0.453180; 
the direct flow of information among the scene, target-agent, 
and other-agent nodes is associated with substantially 
improved thresholded classification performance. Meanwhile, 
A4 achieves the highest mAP value of 0.278457, meaning that 
the adaptive fusion step enhances the ordering process of the 
probabilities despite a slight reduction in Micro-F1 compared 
to A3. The distinction between the two is vital since the former 
assesses binary decision-making after thresholding, while the 
latter assesses probability orderings at various thresholds. 

It must also be noted that the category-wise analysis given 
in Table V indicates that the benefit of contextual reasoning is 
not uniform across all emotion categories. The average 
precision for A4 is higher than that of A1 for all 26 emotion 
categories, yet the amount of increase varies greatly. Emotional 
categories like Sadness, Anger, Disconnection, and Happiness 
exhibit improvement; however, emotion categories with lower 
average precision values, like Embarrassment, Aversion, Fear, 
Fatigue, Sensitivity, and Yearning, prove to be more 
challenging. 

The qualitative results present complementary support for 
this behavior. The successful examples in Fig. 3 demonstrate 
cases where the information about the scene and the agent 
changes the labels of predictions in a positive way, while the 
failed example in Fig. 4 shows that adaptive fusion can also 
negatively impact thresholded predictions. So, the value of the 
proposed method should be evaluated in terms of the overall 
performance on a category level. 

Overall, the results indicate that through the use of the 
Micro-F1 score, mAP, category AP, bootstrap method, and 
qualitative findings, the major benefit provided by the 
approach is the modeling of contextual and interpersonal 
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relations. The contrast between A3 and A4 proves that 
optimizing probability ranking and thresholded classification 
are not the same goals. 

F. Per-Category Average Precision 

The AP value was calculated separately for each of the 26 
categories. The AP value of A4 is greater than the value of A1 
in every category listed in Table V. The AP values for A4 are 
greatest for Engagement, Confidence, Excitement, and 
Happiness; others are lower. 

From the category-level table, one can see that the change 
in mAP is accompanied by changes at the label level, although 
these vary in size. 

TABLE V.  FINAL PER-CATEGORY AP RESULTS 

No. 
EMOTIC Emotion 

Category 
A1 AP A2 AP A4 AP 

1 Affection 0.315035 0.346010 0.338480 

2 Anger 0.104340 0.094894 0.151498 

3 Annoyance 0.150276 0.145350 0.154580 

4 Anticipation 0.564879 0.565435 0.576285 

5 Aversion 0.064305 0.064137 0.084348 

6 Confidence 0.761006 0.754694 0.761472 

7 Disapproval 0.127509 0.131588 0.152376 

8 Disconnection 0.244374 0.262811 0.279961 

9 Disquietment 0.167210 0.171058 0.176570 

10 Doubt/Confusion 0.176686 0.178336 0.187716 

11 Embarrassment 0.021556 0.024070 0.031498 

12 Engagement 0.854545 0.864934 0.864268 

13 Esteem 0.155370 0.157432 0.179174 

14 Excitement 0.690954 0.699512 0.706421 

15 Fatigue 0.100408 0.119506 0.140422 

16 Fear 0.052422 0.057836 0.071961 

17 Happiness 0.666772 0.670235 0.692305 

18 Pain 0.065892 0.060228 0.088011 

19 Peace 0.232054 0.233640 0.246999 

20 Pleasure 0.422248 0.430982 0.423973 

21 Sadness 0.199768 0.216699 0.287131 

22 Sensitivity 0.063680 0.078414 0.078785 

23 Suffering 0.180832 0.183180 0.219946 

24 Surprise 0.075293 0.073939 0.102873 

25 Sympathy 0.123645 0.138093 0.145623 

26 Yearning 0.085072 0.080095 0.097214 

Mean 

AP 

(mAP) 

 0.256390 0.261658 0.278457 

G. Analysis of Difficult Emotion Categories 

Category-level AP differs among emotions; lower AP 
means more difficult ranking by the evaluation criteria, not 
necessarily implying any ambiguity in the category itself. 

H. Qualitative Interpretation of Scene-Agent Interaction 

The qualitative analysis examines how scene-agent 
information affects target predictions using representative 
EMOTIC test samples. Fig. 3 presents three representative A3-
versus-A4 cases, including two improvement cases and one 
strong-success case. 

 

Fig. 3. Successful qualitative examples from the EMOTIC test set. (a) A4 

improvement case (Sample 1475), (b) A4 improvement case (Sample 1195), 

and (c) Strong success case (Sample 667). Ground-truth multi-label 
annotations and predictions from the A3 scene-agent reasoning and A4 full-

fusion configurations are shown for each example. 

Fig. 4 shows Sample 6932, where A3 obtains F1=0.6000 
and A4 obtains F1=0.2222 (ΔF1=−0.3778), illustrating that 
fusion does not improve every individual thresholded 
prediction. 

 

Fig. 4. Failure/ambiguous qualitative example from the EMOTIC test set 
(Sample 6932). The A3 scene-agent reasoning configuration achieves a 

sample-level F1-score of 0.6000, whereas the A4 full-fusion configuration 
obtains 0.2222 (ΔF1 = −0.3778), illustrating an individual case in which 

adaptive fusion produces a lower thresholded prediction score. 

I. Discussion of the Main Findings 

The results show three patterns: A2 changes performance 
only slightly relative to A1; A3 produces the largest Micro-F1 
increase; and A4 improves mAP relative to A3 while reducing 
Micro-F1 slightly. 

J. Comparison with Existing Methods 

Wu et al. [3] proposed to use hierarchical context 
representations based on scene graphs and achieved a C-F1 
score of 30.24% on EMOTIC. Chen et al. [13] introduced 
ICENet for the integration of facial, posture, and scene-context 
interactions using graph reasoning. Tran et al. [43] introduced 
the concept of CECNet that combined the visual data with the 
textual descriptions produced by the vision-language models, 
achieving an mAP of 43.72%. The approach presented in this 
work, called DICG-AF, was able to achieve a Micro-F1 score 
of 0.4480 and an mAP of 0.2785 with the A4 configuration. 
However, differences in feature extractors, input modalities, 
evaluation metrics, and experimental protocols limit direct 
comparisons. In particular, C-F1, Micro-F1, and mAP are 
different metrics, and the reported results do not establish a 
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direct performance ranking without evaluation under consistent 
settings (Table VI). 

TABLE VI.  COMPARATIVE IMPROVEMENT/DIFFERENCE ANALYSIS 

Comparison Δ Micro-F1 Δ mAP Interpretation 

A2 − A1 +0.001332 +0.005268 
Small changes in both 
metrics 

A3 − A1 +0.192468 +0.019038 
Larger increases in both 

metrics 

A4 − A1 +0.187326 +0.022067 
Higher mAP; Micro-F1 
remains below A3 

A4 − A3 −0.005142 +0.003029 
Higher mAP; slightly lower 

Micro-F1 

VII. LIMITATIONS 

The conclusions are drawn based on one benchmark, and 
no generalizations or causalities across datasets are made. The 
graph generated must be viewed relationally and not causally. 
In future studies, the following may be considered: automatic 
target detection, enhanced graph structures, adaptation of 
visual backbones, evaluation of cross-dataset generalizations, 
temporal or multimodal generalizations, calibration, and 
variability analysis across different training seeds. 

A. Generalization, Interpretability, and Future Work 

More than one emotion category can make sense at once, 
while unmarked categories do not have to be visually missing. 
The findings further show that there is behavior that depends 
on the specific metric used: A3 has better Micro-F1, while A4 
has better mAP. 

B. Multi-Label Ambiguity and Metric Behavior 

The visual backbone is a fixed ImageNet-pretrained 
ResNet-50 that produces 2048-dimensional features. The graph 
structure is extracted based on visual representations and the 
annotations of people but not on the semantic interactions that 
are separately annotated; learning graph structures and end-to-
end backbone adaptation remain future work. 

C. Representation and Graph Construction 

The evaluation employs the benchmark of the static image 
EMOTIC dataset and makes an assumption that target person 
annotations are present. The categories of audio, speech, 
dialogue, text, and video over time do not fall within the 
reported scope. 

D. Dataset, Modality, and Annotation Dependence 

The analysis is confined to the static image EMOTIC 
dataset and target person annotation. Temporal video and 
multimodal data fall beyond the scope of the present analysis, 
and incorrect localization of the target may lead to error 
propagation throughout the system. It will be important in the 
future to assess automatic target detection and 
temporal/multimodal frameworks. 

VIII. CONCLUSION 

This study introduced DICG-AF for context-aware multi-
label emotion recognition in the static EMOTIC images. The 
pretrained ResNet-50 model extracts the scene and target agent 
features, and then projects them to 256 dimensions where they 
are modeled in a single graph containing two graph 

convolutional layers. In A4, the attended target-agent 
representation is combined with the scene representation 
through adaptive gated fusion to produce the final 26-class 
predictions. 

The final experiment used 34,318 valid person-level 
samples (23,705-training, 3,334-validation, 7,279-testing). 
Under the common test protocol, A1 obtained Micro-F1/mAP 
of 0.260712/0.256390; A2 0.262044/0.261658; A3 
0.453180/0.275428; and A4 0.448038/0.278457. Thus, A3 
provides the higher Micro-F1 while A4 provides the higher 
mAP, and A4 exceeds A1 in AP for all 26 categories. 

The findings support the usefulness of integrated scene-
agent relational reasoning within the evaluated static-image 
EMOTIC setting. They do not prove causal influences, 
automatic target detection capabilities, or generalizability 
beyond the evaluated dataset and modality. 
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