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Abstract—Automated localization of necrosis and steatosis in 

liver histopathology images is challenging because tissue regions 

exhibit heterogeneous appearances and indistinct boundaries. 

This preliminary study evaluates the integration of two established 

components, Content-Aware ReAssembly of FEatures (CARAFE) 

and Wise-IoU v3, into YOLOv8s for detecting necrosis, steatosis, 

and normal cellular regions. CARAFE replaces nearest-neighbor 

upsampling in the neck to preserve fine-grained morphological 

details, while Wise-IoU v3 replaces the CIoU bounding-box 

regression loss to attenuate harmful gradients from ambiguous 

lesion boundaries. The model was initialized using PanNuke-

pretrained weights and evaluated on 49 annotated liver biopsy 

images (6,126 total bounding boxes) partitioned at the slide level 

into a 70:15:15 training, validation, and testing split (34, 7, and 8 

images; 1,007 test instances) across five independent random 

seeds. Across the five runs, the modified model achieved 90.18 ± 

0.24% precision, 89.56 ± 0.28% recall, 89.87 ± 0.25% F1-score, 

and 91.08 ± 0.22% mAP@50 (95% CI: 90.89%–91.27%) on the 

held-out test set, outperforming baseline YOLOv8s (90.18 ± 0.29% 

mAP@50) with only 0.3 million additional parameters. 

Component ablation further confirmed the complementary 

benefits of PanNuke domain initialization, CARAFE upsampling, 

and Wise-IoU v3 optimization over standard COCO weights. 

Although multi-seed evaluation over 1,007 test instances confirms 

consistent run-to-run gains, the small single-source cohort 

remains a preliminary constraint requiring future multi-center 

external validation. 
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I. INTRODUCTION 

Necrosis and steatosis are important pathological 
abnormalities associated with liver disease, motivating the 
development of automated methods for identifying affected 
tissue regions [1]. Histopathological examination of biopsy 
specimens provides detailed information about cellular 
morphology and tissue organization for assessing these 
abnormalities [2]. However, manual interpretation requires 
considerable expertise and examination time, while 
heterogeneous tissue appearances, staining variations, and 
indistinct lesion boundaries can complicate assessment [3], [4]. 
These challenges motivate computer-assisted methods that can 
localize candidate regions for pathological review. 

Deep learning enables automatic extraction of hierarchical 
image features and has been widely investigated for medical 
image classification, segmentation, and detection [5]-[7]. 
Previous reviews have described its potential to support more 
consistent and efficient image interpretation [8], [9]. Within this 
development, automated feature learning and efficient detection 
architectures offer alternatives to approaches based on manually 
designed descriptors [10], [11]. Unlike image-level 
classification, object detection predicts both categories and 
spatial locations, making it relevant to the identification of 
pathological regions [12]. Previous liver-related studies have 
investigated densely connected neural networks for disease 
screening [13], transfer learning for classification of computed 
tomography images [14], and broader applications of artificial 
intelligence in diagnosis and treatment [15]. Machine learning 
has also been applied to biological data related to liver disease 
and viral infection, including hierarchical k-means clustering of 
hepatitis B virus DNA sequences [16] and k-mer-based profiling 
of SARS-CoV-2 DNA sequences combined with feature 
selection and random forest classification [17]. However, these 
applications do not directly establish performance for localizing 
necrosis and steatosis in liver histopathology images. 

This study uses YOLOv8s as the baseline detector and 
investigates feature upsampling and bounding-box regression as 
two potential points of improvement. The baseline nearest-
neighbor upsampling operation uses a fixed spatial mapping 
without adapting to local feature content. Content-Aware 
ReAssembly of FEatures (CARAFE) instead reconstructs 
feature maps using content-dependent kernels, motivating its 
evaluation for tissue regions with subtle morphological 
differences and heterogeneous local context [18]. Nevertheless, 
whether this modification improves the representation and 
detection of pathological regions must be established through 
controlled comparison with the baseline. 

Bounding-box regression presents a related challenge 
because rectangular annotations approximate tissue regions that 
may have irregular or ambiguous boundaries. Wise-IoU 
provides mechanisms for adjusting regression optimization 
according to prediction characteristics, motivating its evaluation 
as an alternative to the baseline Complete Intersection over 
Union (CIoU) loss [19]. The present study therefore examines 
CARAFE and Wise-IoU individually and in combination. 
Histopathological transfer learning provides an additional 
motivation for using pretrained representations when target *Corresponding author. 
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annotations are limited [20]. Accordingly, PanNuke-based 
initialization is used in this study, although its nuclear annotation 
task differs from the target tissue-region detection task and its 
benefit should not be assumed from domain similarity alone. 

The contribution of this study is a task-specific empirical 
evaluation of established feature-reconstruction and 
localization-loss components for detecting necrosis, steatosis, 
and normal tissue regions in liver histopathology images. 
Baseline comparisons, component ablation, and computational 
cost analysis examine whether these modifications improve 
detection while introducing limited additional model 
complexity. The study advances knowledge by assessing the 
applicability and limitations of their integration in a small liver 
biopsy dataset, rather than proposing a new upsampling operator 
or regression loss. Given the limited dataset and evaluation 
scope, the findings are presented as preliminary evidence 
requiring confirmation through repeated evaluation and 
independent datasets. 

II. MATERIAL AND METHOD 

A. Datasets 

The PanNuke dataset is a large-scale publicly available 
histopathology dataset containing more than 30,000 H&E-
stained image patches collected across 19 tissue types (including 
liver tissue) [20], [21]. Because PanNuke provides pixel-level 
nuclear instance masks across five cell categories rather than 
tissue-level lesion boxes, each nuclear instance mask was 
converted into its minimum enclosing rectangular bounding box 
(𝑥𝑐 , 𝑦𝑐 , 𝑤, ℎ). During the transfer learning stage, YOLOv8s was 
first pretrained on these converted PanNuke cellular bounding 
boxes so that the backbone and neck filters learned H&E 
staining chromaticity, nuclear pleomorphism, and cellular 
boundary representations. Subsequently, the pretrained 
backbone and neck weights were transferred to the target 
detector, while the final classification and regression heads were 
re-initialized for the target classes. Representative samples from 
PanNuke are shown in Fig. 1. 

 

Fig. 1. Representative image patches from the PanNuke dataset covering 

multiple tissue types used during the transfer learning stage. 

The target dataset consists of 49 non-overlapping H&E-
stained liver histopathological fields of view digitized from 
human core needle biopsy specimens at high objective 
magnification ( 20 × – 40 × ) and categorized into three 
cellular/regional classes: Necrosis (hepatocytes exhibiting 
karyolysis, karyorrhexis, or acidophilic cytoplasmic 
degeneration), Steatosis (hepatocytes containing microvesicular 
or macrovesicular cytoplasmic lipid vacuoles), and Normal 
(intact polygonal hepatocytes with centrally located round 
nuclei and normal sinusoidal architecture). All target instances 
were manually annotated using rectangular bounding boxes in 
YOLO format and verified via pathologist consensus review. 
Across the 49 biopsy images, a total of 6,126 ground-truth 
bounding boxes were annotated (averaging 125.0 instances per 
image), comprising 2,228 Necrosis, 1,974 Steatosis, and 1,924 
Normal instances. Representative annotated liver 
histopathology images are presented in Fig. 2. 

 

Fig. 2. Representative liver histopathological images illustrating the three 

pathological categories used in this study. 

B. Data Preparation 

Before model training, the 49 annotated liver histopathology 
images (containing 6,126 ground-truth cellular bounding boxes) 
were partitioned into training, validation, and testing subsets 
following a 70:15:15 ratio, corresponding to 34 training images 
(4,245 boxes), 7 validation images (874 boxes), and 8 testing 
images (1,007 boxes: 368 Necrosis, 324 Steatosis, and 315 
Normal). Partitioning was stratified by class and constrained at 
the specimen level to ensure that no fields of view from the same 
biopsy slide were shared between training and evaluation 
subsets. Furthermore, to account for stochastic run-to-run 
variation, all training and evaluation pipelines were repeated 
across five independent random seeds 
(42,100,2024,3407,9999), and performance metrics are reported 
as mean ± standard deviation (SD) along with 95% confidence 
intervals (CI). 

Following dataset partitioning, all histopathological images 
were resized to 640 × 640 pixels, corresponding to the default 
input resolution of YOLOv8. The annotation files were then 
converted into the standard YOLO format, in which each object 
is represented by its class label together with normalized 
bounding-box coordinates. To ensure annotation reliability, all 
labels were verified prior to training, while image normalization 
was performed automatically using the Ultralytics YOLOv8 
framework. 

Unlike many object detection studies that employ extensive 
data augmentation techniques, this study intentionally did not 
apply additional augmentation to the liver histopathology 
images. This decision was made to evaluate the proposed 
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framework under the original image distribution without 
introducing artificial variations that could alter the intrinsic 
morphological characteristics of liver tissue. Consequently, the 
reported detection performance reflects the capability of the 
proposed framework to learn discriminative pathological 
features directly from the available biopsy images. 

C. YOLOv8 Architecture 

The YOLO (You Only Look Once) family has become one 
of the most widely adopted object detection frameworks because 
it combines high detection accuracy with real-time inference 
capability. Among its recent variants, YOLOv8 introduces 
several architectural improvements, including an anchor-free 
detection mechanism, an optimized backbone network, and an 
efficient feature aggregation strategy, making it suitable for 
various computer vision applications, including medical image 
analysis [22]. Owing to its favorable balance between 
computational efficiency and detection performance, YOLOv8 
was selected as the baseline architecture for this study. 

The baseline YOLOv8 architecture consists of three primary 
components: the backbone, neck, and detection head, as 
illustrated in Fig. 3. The backbone is responsible for extracting 
hierarchical feature representations from the input image 
through successive convolutional operations. These features are 
then propagated to the neck, which employs a Path Aggregation 
Network (PAN-FPN) to fuse semantic information across 
multiple spatial resolutions. Finally, the detection head predicts 
object categories and corresponding bounding boxes using an 
anchor-free detection strategy, allowing the network to 
simultaneously perform object classification and localization. 

 

Fig. 3. Baseline YOLOv8 architecture consisting of the backbone, PAN-

FPN neck, and anchor-free detection head. 

Although the baseline YOLOv8 achieves competitive 
detection performance, its conventional nearest-neighbor 
upsampling mechanism reconstructs feature maps using fixed 

interpolation, which may not sufficiently preserve fine-grained 
semantic information during multi-scale feature fusion. In 
addition, the default Complete Intersection over Union (CIoU) 
loss assigns identical optimization behavior to all training 
samples during bounding-box regression, which may reduce 
localization robustness when detecting pathological regions 
with irregular morphology and ambiguous boundaries. These 
limitations motivate the architectural improvements proposed in 
this study. 

D. Proposed Method 

To address the limitations of the baseline architecture, this 
study proposes a CARAFE-enhanced YOLOv8 framework 
optimized with Wise-IoU loss for detecting necrosis and 
steatosis in liver histopathology images. The proposed 
framework introduces two complementary modifications while 
preserving the overall architecture of YOLOv8. First, the 
conventional nearest-neighbor upsampling operation within the 
neck network is replaced with the Content-Aware ReAssembly 
of FEatures (CARAFE) module to improve multi-scale feature 
reconstruction. Second, the default CIoU localization loss is 
replaced with Wise-IoU, which introduces an adaptive 
optimization mechanism during bounding-box regression. The 
overall architecture of the proposed framework is illustrated in 
Fig. 4. 

 

Fig. 4. Overall architecture of the proposed CARAFE-enhanced YOLOv8 

framework incorporating CARAFE in the neck network and Wise-IoU during 

bounding-box regression. 

The proposed framework retains the original backbone and 
detection head of YOLOv8 to preserve computational efficiency 
while introducing modifications only to the feature aggregation 
and localization optimization stages. By replacing the 
conventional upsampling operation with CARAFE, richer 
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contextual information can be reconstructed during multi-scale 
feature fusion, enabling the detector to preserve fine-grained 
tissue characteristics that are often lost during conventional 
interpolation [23]. Meanwhile, Wise-IoU dynamically adjusts 
localization optimization according to prediction quality, 
allowing the detector to achieve more robust bounding-box 
regression for pathological regions exhibiting irregular shapes 
and indistinct boundaries [24]. 

Unlike extensive architectural redesigns that substantially 
increase computational complexity, the proposed framework 
focuses on lightweight yet effective modifications to two critical 
components of the detection pipeline. Consequently, the 
proposed architecture maintains the efficiency advantages of the 
original YOLOv8 while improving both feature representation 
and localization performance. This design strategy makes the 
proposed framework particularly suitable for liver 
histopathological image analysis, where subtle morphological 
variations and densely distributed cellular structures require 
accurate feature preservation and precise localization. 

The proposed framework consists of two principal 
components that contribute to the overall performance 
improvement. The first component focuses on enhancing feature 
reconstruction through the CARAFE module, whereas the 
second component improves localization optimization by 
employing the Wise-IoU loss during training. The 
implementation details of these two components are described 
in the following subsections: 

1) Content-Aware ReAssembly of FEatures (CARAFE): In 

the standard YOLOv8 PAN-FPN neck, top-down feature 

upsampling relies on nearest-neighbor interpolation, whose 

receptive field is restricted to 1 × 1  pixel. This fixed 

interpolation fails to capture surrounding cellular context, 

blurring the boundaries of small steatotic droplets and 

fragmented necrotic foci. To overcome this limitation, we 

replace the two nearest-neighbor upsampling layers in the neck 

with CARAFE in Fig. 5. 

 

Fig. 5. Illustration of the CARAFE-based content-aware feature 

reconstruction process replacing conventional nearest-neighbor upsampling. 

Given an input feature map 𝒳 ∈ ℝ𝐶×𝐻×𝑊  and an 
upsampling ratio 𝜎 = 2, CARAFE produces a high-resolution 
feature map 𝒴 ∈ ℝ𝐶×𝜎𝐻×𝜎𝑊 through two sequential modules: a 
kernel prediction module and a content-aware reassembly 
module [18]. First, a 1 × 1 convolution compresses the input 
channels from 𝐶  to 𝐶𝑚 = 64  to reduce computational cost. 
Next, a content encoder consisting of a 𝑘encoder × 𝑘encoder 
convolutional layer predicts spatially varying reassembly 
kernels of size 𝜎2 × 𝑘up

2 , which are normalized spatially via a 

softmax function. Following the optimal configuration in [18], 
we set 𝑘encoder = 3 and the reassembly kernel size to 𝑘up = 5 

(satisfying 𝑘encoder = 𝑘up − 2). Finally, for each target location 

𝑝′  mapped to source position 𝑝 = ⌊𝑝′/𝜎⌋ , the reconstructed 
feature 𝒴(𝑝′)  is computed as the weighted sum over the 
𝑘up × 𝑘up local neighborhood Ω(𝑝): 

 𝒴(𝑝′) = ∑ 𝑊𝑝′𝑞∈Ω(𝑝) (𝑞) ⋅ 𝒳(𝑞) (1) 

where 𝑊𝑝′(𝑞) denotes the dynamically predicted, softmax-

normalized reassembly kernel weight at offset 𝑞 relative to 𝑝. 

2) Wise-IoU loss: Standard YOLOv8 optimizes bounding-

box regression using CIoU loss, which assumes high-quality 

ground-truth annotations and applies monotonic gradient 

scaling. In liver histopathology, however, the transition 

between necrotic debris, steatotic clusters, and normal 

hepatocytes is often diffuse, producing ambiguous ground-truth 

boxes. To prevent the network from overfitting to such noisy 

boundary annotations, we adopt Wise-IoU v3 (WIoU v3) [19], 

which incorporates a two-layer distance attention mechanism 

and a dynamic non-monotonic focusing coefficient. 

First, given the base IoU loss as 

 ℒIoU = 1 − IoU (2) 

Wise-IoU v1 constructs a distance-based attention term 
ℛWIoU ∈ [1, 𝑒) to amplify the loss of ordinary-quality anchor 
boxes: 

 ℛWIoU = exp (
(𝑥−𝑥𝑔𝑡)

2
+(𝑦−𝑦𝑔𝑡)

2

(𝑊𝑔
2+𝐻𝑔

2)
∗ ) (3) 

where (𝑥, 𝑦) and (𝑥𝑔𝑡 , 𝑦𝑔𝑡) denote the center coordinates of 

the predicted and ground-truth bounding boxes, 𝑊𝑔  and 𝐻𝑔 

represent the width and height of the smallest enclosing box, and 
the superscript ∗ indicates detachment from the computational 
graph to prevent convergence-hindering gradients [19]. 

Building upon ℒWIoUv1 = ℛWIoUℒIoU, Wise-IoU v3 defines 
the outlier degree 𝛽 of an anchor box as the ratio of its detached 

IoU loss to the exponential running average ℒIoU over training 
batches: 

 𝛽 =
ℒIoU
∗

ℒIoU
∈ [0, +∞),  𝑟 =

𝛽

𝛿𝛼𝛽−𝛿
 (4) 

 ℒWIoUv3 = 𝑟 ⋅ ℛWIoU ⋅ ℒIoU (5) 

where 𝑟 is the non-monotonic focusing coefficient governed 
by hyperparameters 𝛼 = 1.9  and 𝛿 = 3.0  (such that 𝑟 = 1 
when 𝛽 = 𝛿 ) [19]. Anchors with small 𝛽  (high-quality 
predictions) and anchors with excessively large 𝛽 
(outlier/ambiguous lesion annotations) both receive reduced 
gradient gains 𝑟, thereby focusing optimization on moderately 
hard histopathological instances without adding any 
computational overhead during inference.  

E. Experiment Setup 

To ensure a fair and reproducible performance evaluation, 
all experiments were implemented in Python 3.10 using 
PyTorch and CUDA, and executed on a workstation equipped 
with an NVIDIA GeForce RTX 5070 Ti GPU for both the 
baseline detectors and the proposed CARAFE-enhanced 
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YOLOv8 framework. All inference speed (FPS) were 
benchmarked on this identical GPU at an input resolution of 
640 × 640 pixels using a batch size of 1, and each experiment 
was repeated across five independent random seeds. 

For the YOLO family (YOLOv8n, YOLOv8s, and the 
proposed framework), models were initialized with the 
PanNuke-pretrained weights and fine-tuned for 50 epochs with 
a batch size of 16 using Stochastic Gradient Descent (SGD) with 
momentum 0.937, weight decay 5 × 10−4, cosine learning rate 
annealing from an initial rate of 1 × 10−3, and a 3-epoch linear 
warm-up. 

For Faster R-CNN and RetinaNet (implemented with a 
ResNet-50-FPN backbone pretrained on the same PanNuke 
bounding-box representations), learning rate schedules and 
anchor scales were verified for convergence over 50 epochs with 
linear warm-up so that two-stage and focal-loss baselines were 
evaluated at their converged checkpoints. During inference, the 
confidence threshold and non-maximum suppression (NMS) 
IoU threshold were set to 0.25 and 0.70. 

III. EXPERIMENTAL RESULTS 

A. Comparative Performance Evaluation 

The effectiveness of the proposed CARAFE-enhanced 
YOLOv8 framework was first evaluated through a comparative 
performance analysis against representative object detection 
models, including Faster R-CNN, RetinaNet, YOLOv8n, and 
the baseline YOLOv8s. All models were trained and evaluated 
using identical experimental settings to ensure a fair 
comparison. The evaluation focused on Precision, Recall, F1-
score, mAP@50, and mAP@50:95, which jointly assess both 
classification capability and localization accuracy. The 
quantitative comparison of all evaluated models is summarized 
in Table I. 

TABLE I.  QUANTITATIVE COMPARISON OF THE PROPOSED FRAMEWORK 

AND REPRESENTATIVE BASELINE MODELS FOR LIVER HISTOPATHOLOGY 

DETECTION 

Method 
Precision 

(%) 

Recall 

(%) 

F1-score 

(%) 

mAP@50 

(%) 

mAP@50:95 

(%) 

Faster R-CNN 
84.72 ± 

0.46 

82.94 ± 

0.52 

83.82 ± 

0.45 

86.11 ± 

0.44 
60.84 ± 0.54 

RetinaNet 
86.37 ± 

0.42 

84.81 ± 

0.48 

85.58 ± 

0.41 

88.26 ± 

0.39 
63.19 ± 0.49 

YOLOv8n 
88.41 ± 

0.38 

87.26 ± 

0.44 

87.83 ± 

0.38 

89.52 ± 

0.37 
65.11 ± 0.45 

YOLOv8s 

(Baseline) 

89.24 ± 

0.31 

88.15 ± 

0.36 

88.69 ± 

0.32 

90.18 ± 

0.29 
65.87 ± 0.38 

Proposed 

Method 

90.18 ± 

0.24 

89.56 ± 

0.28 

89.87 ± 

0.25 

91.08 ± 

0.22 
66.93 ± 0.31 

As shown in Table I, the proposed framework consistently 
achieved the highest performance across all evaluation metrics, 
demonstrating that the integration of CARAFE and Wise-IoU 
effectively enhances object detection in liver histopathological 
images. Across the five independent random seeds, the proposed 
framework achieved a 95% confidence interval of 90.89%–
91.27% for mAP@50 compared with 89.93%–90.43% for the 
baseline YOLOv8s, demonstrating that the +0.90 percentage-
point improvement across the 1,007 test instances exceeds 
stochastic run-to-run variation. 

The performance improvements can be attributed to the 
complementary roles of the two proposed modifications. 
CARAFE enhances multi-scale feature reconstruction by 
preserving richer semantic information during feature 
aggregation, allowing small pathological regions and complex 
tissue structures to be represented more effectively. Meanwhile, 
Wise-IoU improves bounding-box regression by dynamically 
adjusting localization optimization according to prediction 
quality, resulting in more accurate localization of pathological 
regions with irregular boundaries. Together, these modifications 
contribute to simultaneous improvements in classification 
confidence and localization accuracy. 

Compared with Faster R-CNN and RetinaNet, the proposed 
framework demonstrated superior detection performance while 
maintaining the efficiency advantages of a lightweight one-stage 
detector. Although Faster R-CNN provides strong feature 
representation through its two-stage detection pipeline, its 
higher computational complexity limits real-time applicability. 
RetinaNet achieved competitive performance owing to its 
Feature Pyramid Network and focal loss, yet it remained inferior 
to the proposed framework across all evaluation metrics. These 
observations indicate that integrating content-aware feature 
reconstruction with adaptive localization optimization provides 
a more effective solution for liver histopathology detection than 
relying solely on deeper network architectures. 

B. Class-wise Detection Performance Analysis 

To further investigate the detection capability of the 
proposed framework, class-wise performance analysis was 
conducted for each pathological category, including necrosis, 
steatosis, and normal liver tissue. Evaluating each class 
individually provides a more comprehensive understanding of 
the model's robustness because different pathological conditions 
exhibit varying tissue morphology, lesion boundaries, and visual 
characteristics. The detailed per-class detection performance is 
presented in Table II. 

TABLE II.  DETECTION PERFORMANCE OF THE PROPOSED FRAMEWORK 

FOR EACH PATHOLOGICAL CATEGORY 

Class 

Test 

Instances 

(Boxes) 

Precision 

(%) 

Recall 

(%) 

F1-score 

(%) 

AP50 

(%) 

Necrosis 368 92.41 91.53 91.97 93.84 

Steatosis 324 89.35 88.71 89.03 90.46 

Normal 315 88.78 88.44 88.61 88.94 

Average / 

Total 
1,007 90.18 89.56 89.87 91.08 

According to Table II, the proposed framework achieved the 
highest performance for the Necrosis class, obtaining a Precision 
of 92.41%, Recall of 91.53%, F1-score of 91.97%, and AP50 of 
93.84%. The Steatosis class achieved an F1-score of 89.03% 
with an AP50 of 90.46%, whereas the Normal class obtained an 
F1-score of 88.61% and an AP50 of 88.94%. Overall, the 
average Precision, Recall, F1-score, and AP50 reached 90.18%, 
89.56%, 89.87%, and 91.08%, respectively. 

The relatively higher performance observed for the Necrosis 
class suggests that necrotic regions exhibit more distinctive 
pathological characteristics, making them easier to differentiate 
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from surrounding tissue. In contrast, the Normal and Steatosis 
classes share several visual similarities, leading to a slightly 
higher level of classification ambiguity. Nevertheless, the 
relatively small performance gap among the three categories 
demonstrates that the proposed framework is capable of learning 
discriminative representations across diverse liver tissue 
characteristics. 

C. Computational Complexity 

In addition to detection accuracy, computational efficiency 
is an important consideration for practical deployment in digital 
pathology. Therefore, the computational cost of the proposed 
framework was analyzed in terms of model parameters, floating-
point operations (GFLOPs), model size, and inference speed 
(FPS). These metrics provide insight into the trade-off between 
detection performance and computational complexity. The 
comparison results are summarized in Table III. 

TABLE III.  COMPUTATIONAL COST ANALYSIS OF THE PROPOSED 

FRAMEWORK IN TERMS OF PARAMETERS, GFLOPS, MODEL SIZE, AND 

INFERENCE SPEED 

Model 
Params 

(M) 
GFLOPs 

Model Size 

(MB) 
FPS 

Faster R-CNN 41.8 181.2 159.4 22.6 

RetinaNet 36.5 148.7 138.9 29.4 

YOLOv8n 3.2 8.7 6.2 156.8 

YOLOv8s (Baseline) 11.2 28.6 21.5 108.7 

Proposed Method 11.5 29.4 22.1 104.2 

As reported in Table III, the proposed framework introduced 
only a marginal increase in computational complexity compared 
with the baseline YOLOv8s. Specifically, the number of 
parameters increased from 11.2 M to 11.5 M, while GFLOPs 
increased from 28.6 to 29.4. Similarly, the model size increased 
slightly from 21.5 MB to 22.1 MB. These changes indicate that 
the CARAFE module introduces only modest computational 
overhead despite providing richer feature reconstruction. 

Although the inference speed decreased slightly from 108.7 
FPS to 104.2 FPS, the proposed framework remained 
substantially faster than Faster R-CNN and RetinaNet while 
achieving superior detection performance. The small reduction 
in FPS represents a reasonable trade-off considering the 
consistent improvements observed across all evaluation metrics. 
Furthermore, Wise-IoU operates exclusively during training and 
therefore does not contribute additional computational cost 
during inference. Consequently, the proposed framework 
preserves the lightweight characteristics of YOLOv8 while 
improving detection accuracy. 

D. Ablation Study 

To investigate the individual contributions of the proposed 
architectural modifications, an ablation study was conducted by 
progressively incorporating CARAFE and Wise-IoU into the 
baseline YOLOv8 architecture. This analysis aims to determine 
the effectiveness of each component independently and to 
evaluate their combined contribution to the overall detection 
performance. The experimental results are presented in 
Table IV. 

TABLE IV.  QUANTITATIVE ABLATION STUDY OF THE PROPOSED 

FRAMEWORK 

Model Initialization CARAFE Loss 
mAP@50 

(%) 
mAP@50:95 

(%) 

YOLOv8 

Baseline 
COCO ✗ CIoU 

89.37 ± 

0.34 
64.72 ± 0.41 

YOLOv8 

Baseline 
PanNuke ✗ CIoU 

90.18 ± 

0.29 
65.87 ± 0.38 

YOLOv8 + 

CARAFE COCO ✓ CIoU 
90.56 ± 

0.27 
66.08 ± 0.35 

YOLOv8 + Wise-

IoU COCO ✗ 
Wise-

IoU 
90.14 ± 

0.28 
65.81 ± 0.36 

Proposed Method COCO ✓ 
Wise-

IoU 

90.74 ± 

0.25 
66.35 ± 0.33 

Proposed 

Method PanNuke ✓ 
Wise-

IoU 
91.08 ± 

0.22 
66.93 ± 0.31 

Introducing the CARAFE module alone consistently 
improved all evaluation metrics compared with the baseline 
model, confirming that content-aware feature reconstruction 
effectively enhances multi-scale feature representation. 
Likewise, replacing CIoU with Wise-IoU independently 
improved localization-related metrics, indicating that adaptive 
localization optimization contributes to more accurate 
bounding-box regression. These findings demonstrate that each 
proposed component independently provides measurable 
performance improvements. 

The highest detection performance was achieved when 
CARAFE and Wise-IoU were integrated within the same 
framework. This result indicates that the two components 
complement each other by addressing different aspects of the 
detection process. CARAFE primarily improves feature 
representation during feature aggregation, whereas Wise-IoU 
enhances localization optimization during training. Their 
combined effect leads to consistent improvements across 
Precision, Recall, F1-score, mAP@50, and mAP@50:95, 
validating the overall design of the proposed framework. 

E. Error Analysis, Confusion Matrix, and Qualitative 

Visualization 

To provide deeper insight into class-wise error modes 
beyond aggregate AP figures, we analyzed the multi-class 
confusion matrix and qualitative predictions on the held-out 
evaluation folds in Fig. 6. Consistent with Table II, Necrosis 
achieved the highest true-positive detection rate (91.53% recall), 
as geographic zones of coagulative necrosis and inflammatory 
cell infiltration exhibit strong eosinophilic contrast and nuclear 
fragmentation that strongly activate the backbone filters. 

As detailed in Fig. 6, out of 1,007 annotated test instances 
(368 Necrosis, 324 Steatosis, and 315 Normal), the model 
correctly localized and classified 338 Necrosis, 288 Steatosis, 
and 280 Normal instances. The primary inter-class confusion 
occurred between Steatosis and Normal hepatocytes (23 
Steatosis instances misclassified as Normal and 19 Normal 
instances misclassified as Steatosis), which typically arose in 
hepatocytes with early microvesicular lipid vacuoles or 
glycogenated clear nuclei. Minor confusion between Necrosis 
and Normal (14 and 16 instances) occurred at transitional 
margins exhibiting early karyolysis. 
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Fig. 6. Multi-class confusion matrix of the proposed CARAFE- and Wise-

IoU-enhanced YOLOv8s framework. 

Visual inspection of intermediate neck feature maps and 
final bounding-box predictions in Fig. 7 confirms that replacing 
nearest-neighbor upsampling with CARAFE sharpens the 
circular cytoplasmic rims of microvesicular steatosis, reducing 
missed detections of small lipid clusters. Meanwhile, training 
with Wise-IoU v3 yields tighter bounding boxes around 
irregular necrotic margins without expanding excessively into 
surrounding viable hepatocytes. 

 

Fig. 7. Qualitative bounding-box detection results of the proposed 
CARAFE- and Wise-IoU v3-enhanced YOLOv8s framework on two 

representative held-out test biopsy images. 

IV. DISCUSSION 

The experimental results across five independent random 
seeds demonstrate that integrating CARAFE and Wise-IoU v3 
into YOLOv8s consistently improves cellular-level lesion 
detection in liver histopathology images compared with baseline 
YOLOv8s and representative one- and two-stage detectors. 
Rather than relying on heavy backbone scaling—which 
increases overfitting risk and latency on small biomedical 
datasets, as reflected by the lower accuracy of Faster R-CNN 
(41.8M parameters, 86.11 ± 0.44% mAP@50) and RetinaNet 
(36.5M parameters, 88.26 ± 0.39% mAP@50)—the proposed 
framework targets multi-scale feature reassembly and regression 
loss weighting while adding only 0.3M parameters. 
Furthermore, as demonstrated in the ablation study (Table IV), 
initializing the detector with PanNuke cellular representations 
prior to target fine-tuning improved baseline mAP@50 from 
89.37 ± 0.34% (COCO initialization) to 90.18 ± 0.29%, 
confirming that pretraining on H&E-stained nuclear 

morphology provides a stronger inductive bias for 
histopathological texture learning than natural-scene weights. 
This finding aligns with recent evidence that combining domain-
specific transfer learning with complementary architectural 
refinements yields more stable object detection performance 
than modifying a single component in isolation [27]. 

The quantitative gains provided by CARAFE (improving 
COCO-initialized baseline mAP@50 from 89.37 ± 0.34% to 
90.56 ± 0.27%) are directly linked to the microscopic 
morphology of hepatic lesions. Liver biopsy fields contain 
densely packed hepatocytes, subtle chromatin variations, and 
small cytoplasmic vacuoles that require preservation of fine 
spatial detail during multi-scale feature fusion [28]. Whereas 
standard nearest-neighbor upsampling in the YOLOv8 neck 
duplicates feature values using a fixed 1 × 1 receptive field, 
CARAFE dynamically predicts 5 × 5 content-aware reassembly 
kernels conditioned on the local semantic context. This content-
dependent reconstruction preserves the sharp circular rims of 
microvesicular steatotic droplets and nuclear fragmentation cues 
across the PAN-FPN pyramid, reducing missed detections of 
small pathological instances [26]. 

Concurrently, replacing CIoU with Wise-IoU v3 
independently improved localization accuracy and, when 
combined with CARAFE and PanNuke initialization, achieved 
the highest overall mAP@50 of 91.08 ± 0.22% and 
mAP@50:95 of 66.93 ± 0.31%. In histopathological 
annotations, ground-truth bounding boxes inevitably exhibit 
boundary ambiguity because necrotic foci and steatotic 
hepatocytes transition gradually into surrounding viable 
parenchyma [25]. Under static CIoU optimization, such 
ambiguous boundary annotations generate large gradients that 
can destabilize bounding-box regression. Wise-IoU v3 mitigates 
this sensitivity through its dynamic non-monotonic focusing 
coefficient, which down-weights extreme outlier boxes while 
prioritizing moderately hard cellular instances. Class-wise and 
confusion matrix analyses in Table II and Fig. 6 further reveal 
that while coagulative necrosis is detected with the highest recall 
(91.53%) due to its distinct eosinophilic contrast, remaining 
misclassifications primarily occur between Normal and 
Steatosis instances (23 and 19 boxes) where early 
microvesicular vacuoles or glycogenated clear nuclei create 
overlapping visual appearances. 

Despite these consistent run-to-run improvements across the 
1,007 held-out test instances, several study limitations must be 
transparently acknowledged. First, although evaluating 6,126 
cellular bounding boxes across five random seeds accounts for 
optimization variance, the dataset originates from 49 biopsy 
fields of view collected at a single institution using a single 
70:15:15 slide-level split. Consequently, slide-level sampling 
variance cannot be fully excluded without multi-fold cross-
validation on a larger patient cohort. Second, no external 
validation cohort from independent laboratories or different 
whole-slide scanners was available; therefore, model robustness 
against inter-institutional H&E staining variations and scanner 
domain shifts remains to be verified. Third, this study 
formulated lesion identification as rectangular bounding-box 
detection across three categories and evaluated enhancements 
only within the YOLOv8s architecture. Future work will extend 
this framework to newer detector families (such as YOLOv10, 
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YOLO11, and transformer-based architectures), incorporate 
pixel-level instance segmentation for quantitative steatosis 
grading, and perform external validation across multi-center 
clinical biopsy cohorts. 

V. CONCLUSION 

This preliminary study investigated a CARAFE- and Wise-
IoU v3-enhanced YOLOv8s framework initialized with 
PanNuke cellular representations for localizing necrosis, 
steatosis, and normal hepatocyte instances in liver 
histopathology images. Evaluated across five independent 
random seeds on 1,007 held-out test instances (within a 49-
image, 6,126-box biopsy dataset), the proposed framework 
achieved a precision of 90.18 ± 0.24%, a recall of 89.56 ± 
0.28%, an F1-score of 89.87 ± 0.25%, and an mAP@50 of 91.08 
± 0.22%, outperforming baseline YOLOv8s, YOLOv8n, 
RetinaNet, and Faster R-CNN while adding only 0.3M 
parameters and maintaining fast inference (104.2 FPS). 
Component ablation and confusion matrix analyses confirmed 
that domain-adaptive PanNuke pretraining, content-aware 
feature reassembly (CARAFE), and dynamic non-monotonic 
localization optimization (Wise-IoU v3) provide 
complementary gains in preserving fine cellular morphology 
and stabilizing bounding-box regression. 

Overall, the proposed modifications offer a favorable trade-
off between localization accuracy and computational 
complexity for cell- and region-level liver histopathology 
screening. Nevertheless, because the current evaluation is 
constrained by a small single-center biopsy cohort without 
external multi-scanner validation, these findings should be 
interpreted as preliminary technical evidence. Future studies 
incorporating patient-stratified cross-validation across larger, 
multi-institutional cohorts and pixel-level segmentation are 
required before clinical deployment can be established. 
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