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Abstract—Optical motion capture provides accurate joint 

kinematics, but its cost and setup complexity limit routine use in 

rehabilitation and home monitoring. Monocular RGB video is a 

low-cost alternative, yet many 3D pose estimation studies report 

overall errors on public benchmarks without distinguishing 

lower-limb movements or individual joints. This study evaluated 

the spatial and frame-to-frame displacement errors of a two-

stage pipeline combining BlazePose 2D detection with a dilated 

temporal convolutional network for 3D lifting. We constructed a 

paired dataset of monocular RGB video and optical motion 

capture from 10 healthy participants performing six 

standardized lower-limb movements, yielding 450 samples and 

approximately 202,500 frames. Under the within-participant 

recording-set evaluation, the fine-tuned pipeline achieved an 

MPJPE of 32.03 mm, compared with 121.70 mm for direct 

BlazePose 3D output. Errors varied across movements, from 

11.21 mm for quiet standing to 62.83 mm for seated knee 

extension, with distinct patterns at the hip, knee, and ankle. At a 

noise standard deviation of 5.4 pixels, independent Gaussian 

perturbations of 2D keypoints increased MPJPE by 

approximately 0.9% but increased mean per-joint velocity error 

(MPJVE), measured here as frame-to-frame displacement error, 

by about 234%. Selected joint-angle measurements also showed 

movement-dependent agreement with optical motion capture. 

These findings provide movement- and joint-specific evidence on 

position accuracy, temporal sensitivity, and selected kinematic 

agreement under controlled laboratory conditions. 

Keywords—3D pose estimation; monocular RGB; lower-limb 

analysis; accuracy; noise robustness; temporal error analysis 

I. INTRODUCTION 
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Provincial Social Science Planning "Five Cultures" Research 
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Huangmei Opera" (AHSKWHZ2025D003); the Open Project 
of State Key Laboratory of Virtual Reality Technology and 
Systems, Beihang University (VRLAB2026B04); and the "AI 
+ Education" Course Program of Anhui Provincial Department 
of Education (2024aijy210). 

Quantitative assessment of hip, knee, and ankle motion 
supports rehabilitation, sports performance assessment, and 
home monitoring. Although optical motion capture provides 
accurate measurements, its equipment, space, and marker-
placement requirements limit use outside the laboratory. 
Advances in markerless human pose estimation [1], [2] have 
made consumer-grade RGB video a lower-cost option for 
movement analysis, including smartphone-based kinematic 

reconstruction and related biomechanical applications [3], [4]. 
Single-camera setups have modest hardware requirements, 
although depth ambiguity makes their accuracy sensitive to 
movement configuration and viewing angle. 

Previous studies have identified depth ambiguity as a 
source of monocular reconstruction error and reported variation 
across movements, joints, and camera orientations [5]–[7]. 
Such variation is particularly relevant to lower-limb analysis. 
Because the hip, knee, and ankle form a kinematic chain, 
distal-joint estimates may be affected by upstream localization 
errors, occlusion, and 2D keypoint jitter. In addition, low 
frame-wise position error does not necessarily imply low 
frame-to-frame displacement error. Overall mean per-joint 
position error (MPJPE) alone therefore cannot characterize 
every movement or derived metric. 

Research on monocular 3D pose estimation has improved 
coordinate accuracy on public benchmarks using temporal 
convolutions [8], Transformers [9], graph convolutions [10], 
and large-scale motion representation learning [11]. 
Application-oriented studies have also examined pose 
estimation for gait [12], clinical movements [5], and sports 
tasks [6]. In rehabilitation, smartphone-based monocular 
estimates have been compared with optical motion capture 
[13], while VideoPose3D-type pipelines have been applied to 
gait kinematics [14]. These developments motivate task-
specific evaluation. The joint effects of movement type, 
anatomical location, and 2D input perturbations on spatial and 
temporal metrics nevertheless remain less well characterized 
under a consistent protocol. 

To address these gaps, we constructed a paired dataset of 
monocular RGB video and optical motion capture covering six 
standardized lower-limb movements performed by 10 healthy 
participants. We analyzed the BlazePose-plus-temporal-
convolution pipeline across five dimensions: movement-
specific error, joint-level error, alignment sensitivity, frame-to-
frame displacement error, and sensitivity to synthetic 2D 
keypoint noise. Under the tested synthetic perturbations, frame-
to-frame displacement error increased more sharply than 
position error, highlighting the value of evaluating temporal 
measures alongside position accuracy. 

Fig. 1 summarizes the acquisition and frame-matching 
workflow, the 2D-to-3D estimation pipeline, and the 
multidimensional error analysis. 
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Fig. 1. Overview of the study framework. 

Section II reviews relevant methods and applications. 
Section III describes the dataset and evaluation procedure, 
followed by the results in Section IV and their interpretation in 
Sections V and VI. 

II. RELATED WORK 

A. Monocular 3D Human Pose Estimation 

Monocular 3D human pose can be estimated directly from 
RGB images or recovered by lifting detected 2D keypoints. 
Direct-regression methods include coarse-to-fine volumetric 
prediction [15], structured pose prediction [16], pose grammar 
networks that encode body structure [17], and compositional 
pose regression [18]. In 2D-to-3D lifting, keypoint detection is 
separated from depth recovery, making it possible to use 
detectors such as OpenPose [19] or lighter real-time 
alternatives. Martinez et al. [20] showed that a fully connected 
residual network can provide a competitive 2D-to-3D mapping. 
Pavllo et al. [8] used dilated temporal convolutions to 
incorporate pose information from neighboring frames and 
address ambiguity in single-frame estimates. BlazePose [21] 
provides efficient on-device 2D keypoint detection and was 
selected as the front end in this study. 

Spatiotemporal modeling has since broadened beyond 
convolutional networks. PoseFormer [9] captures spatial and 
temporal dependencies with Transformers, while MixSTE [22] 
combines spatial and temporal encoding and PoseFormerV2 
[23] incorporates frequency-domain information. 
MotionAGFormer [24] integrates Transformer and graph-
convolution components; MotionBERT [11] uses large-scale 
motion representation pretraining; and PoseMamba [25] 
explores state-space models for long sequences. Self-
supervised and weakly supervised methods can reduce reliance 
on 3D annotations [26], [27]. Although these approaches have 
improved benchmark accuracy, reported errors depend on the 
2D inputs, training data, and temporal-window settings, 
making direct comparisons difficult. 

B. Validation for Lower-Limb and Rehabilitation 

Applications 

In rehabilitation, gait, and sports analysis, evaluation must 
account for both 3D coordinate accuracy and movement-
dependent errors. OpenCap combines consumer-grade video 
with musculoskeletal modeling for kinematic estimation [3]. 
OpenCapBench emphasizes the need to separate global rigid-
body error from local joint error [4]. Lima et al. [28] validated 
OpenCap during squatting, hopping, jumping, and side-
stepping and observed differences across movements and 

joints. Rode et al. [5] compared several monocular pose 
estimators on a large clinical movement dataset and reported 
MPJPE values of about 146–249 mm. Studies using 
AthletePose3D [6] and the sports-motion analysis of 
Fukushima et al. [7] likewise reported performance differences 
across movements and camera orientations. 

Clinical and rehabilitation studies offer complementary 
evidence. Hu et al. [13] compared smartphone monocular 
video with a Vicon system in 15 healthy adults and 12 patients 
with musculoskeletal disorders and reported clinical validity 
using intraclass correlation coefficients. Natraj et al. [14] 
examined VideoPose3D for gait kinematics after spinal cord 
injury. Dill et al. [29] evaluated monocular and stereo-fusion 
accuracy for physical exercises using a MediaPipe-based front 
end, while Maskeliūnas et al. [30] applied 2D-to-3D lifting to 
tele-rehabilitation. Medrano-Paredes et al. [31] compared 
monocular estimates with inertial-sensor measurements and 
found movement- and joint-dependent errors. Building on this 
evidence, the present study examines joint- and movement-
specific accuracy, alignment sensitivity, frame-to-frame 
displacement error, and synthetic 2D noise within the same 
paired-data evaluation. 

C. Error Metrics and Robustness 

MPJPE measures the mean 3D Euclidean distance between 
predicted and reference joint positions. Procrustes-aligned 
MPJPE (P-MPJPE) is computed after independently aligning 
each frame for translation, rotation, and scale. Together, these 
metrics quantify the reduction associated with alignment but do 
not identify a unique physical cause of error. Position error 
alone cannot describe temporal behavior: two sequences may 
have similar MPJPE but different frame-to-frame fluctuations. 
We therefore also evaluated frame-to-frame displacement error 
using MPJVE. 

Previous robustness studies have linked 2D keypoint 
quality to 3D reconstruction accuracy. Hoang et al. [32] 
examined the effects of occlusion, motion blur, and pixel noise 
on 2D-to-3D lifting. Other approaches address robustness 
through occlusion-aware modeling [33], diffusion models [34], 
and graph-attention spatiotemporal networks [35]. Position 
accuracy is often emphasized, while the effect of small 2D 
perturbations on frame-to-frame displacement error receives 
less attention. We examine this effect using controlled 
synthetic keypoint perturbations. 

III. DATASET, EVALUATION PIPELINE, AND METRICS 

A. Synchronized Paired Dataset 

Six standardized movements were included: quiet standing, 
stepping in place, squatting, front straight-leg raise, side 
straight-leg raise, and seated knee extension. Together, they 
represent static weight bearing, hip flexion and abduction, knee 
flexion–extension, and dynamic weight shifting. Participants 
stood quietly for 10 s and performed 10 alternating steps 
during stepping in place. Each squatting set comprised five 
repetitions with a brief pause at a comfortable depth. Each of 
the three unilateral movements was performed separately on 
the left and right sides, with five repetitions per side per set. 
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The monocular RGB and optical motion-capture systems 
operated during the same recording sessions. The RGB camera 
was positioned approximately 3 m in front of each participant 
and recorded 1920 × 1080 video at 30 Hz. The optical motion-
capture system used 8 infrared cameras operating at 100 Hz. 
The monocular camera was calibrated using a planar 
checkerboard [36], yielding a mean reprojection error of 
0.1437 pixels. Ten healthy participants (4 female, 6 male; age 
20–25 years) with no history of lower-limb injury were 
recruited. Ethics approval and written informed consent were 
obtained. The reprojection error characterizes intrinsic camera 
calibration and is distinct from cross-system extrinsic 
registration accuracy. 

Motion-capture trajectories were extracted from FBX files 
and converted to consistent units. Stored camera orientation 
and translation parameters were used to transform the 3D 
reference poses into camera coordinates, followed by pelvis-
root centering. Video and motion-capture frames were paired 
using their nominal sampling-rate ratio: 

𝑡𝑚  =  𝑚𝑖𝑛{𝑚𝑎𝑥(𝑟𝑜𝑢𝑛𝑑[(100/30) · 𝑡𝑣], 0), 𝑇𝑚  −  1}   (1) 

where, tv is the video frame index, tm is the corresponding 
motion capture frame index, and Tm is the number of motion 
capture frames. No independent measurement of the inter-
system timing offset was available. 

BlazePose's 33 keypoints were mapped to the 17-joint 
Human3.6M representation. Joint indices 1 and 4 represent the 
right and left hips; 2 and 5 the knees; and 3 and 6 the ankles. 
After interpolation of anomalous frames, trajectory smoothing, 
and coordinate normalization, the 2D keypoints were paired 
with the 3D reference positions. Quiet standing, stepping, and 
squatting contributed one sample per set, whereas each side of 
the three unilateral movements contributed a separate sample. 
This yielded 450 samples and approximately 202,500 frames. 
Each sample averaged approximately 15 s, equivalent to about 
450 frames at 30 Hz. The common 17-joint representation 
enables paired evaluation, although anatomical landmark 
correspondence may influence joint-level errors. 

Fig. 2 illustrates the paired acquisition and frame-matching 
workflow of monocular RGB video and optical motion 
capture. 

 

Fig. 2. Synchronized acquisition and pairing of monocular RGB video and 

optical motion capture. 

Each participant completed 5 recording sets; the first 4 
were used for training (360 samples) and the fifth for testing 
(90 samples). All participants and movement types were 
represented in the test set, but the same individuals also 

appeared in the training set. The results therefore describe 
within-participant, across-recording-set performance rather 
than generalization to unseen participants (Section V-C). 

B. Evaluation Pipeline 

The 3D pose estimation pipeline comprises two stages 
(Fig. 3). First, BlazePose detects 2D keypoints in each frame, 
which are then mapped to the 17-joint skeleton. Second, a 
dilated temporal convolutional network uses the 2D keypoint 
sequence to estimate the center frame's 3D joint coordinates. 
Dilated convolution expands the temporal receptive field to 
incorporate neighboring frames: 

 𝑦(𝑡)  =  ∑𝑘=0
𝐾−1 𝑤(𝑘) · 𝑥(𝑡 −  𝑑𝑘)              (2) 

where, x denotes the input sequence, w the convolution 
kernel of length K, and d the dilation factor. 

 

Fig. 3. Illustration of the two-stage 2D-to-3D pose estimation pipeline. 

The network receives 243 frames of 17 two-dimensional 
joint coordinates (243 × 34). It comprises an initial 
convolutional layer and four residual blocks, with kernel size 
W = 3, C = 1024 channels, and dropout p = 0.25. The residual 
blocks use dilation factors of 3, 9, 27, and 81; the output 
contains the center frame's 17 three-dimensional joint positions 
(1 × 51). The model was pretrained on Human3.6M [37] and 
then fine-tuned on our dataset. Fine-tuning used BlazePose 2D 
coordinates as inputs and optical motion-capture 3D 
coordinates as labels. Training used the Adam optimizer for 
120 epochs, with an initial learning rate η = 0.001 multiplied 
by α = 0.95 after each epoch. Sequence boundaries were 
padded to provide the required 243-frame input window. Test-
time augmentation averaged original and horizontally flipped 
predictions after restoring left-right joint correspondence. 

C. Evaluation Metrics 

Spatial error was measured with MPJPE and P-MPJPE. Let 
Ji denote the predicted position of the i-th joint, Ji* the ground 
truth, and P(·) the Procrustes similarity transform 
independently fitted to all joints in each frame. Then 

 𝑒𝑀𝑃𝐽𝑃𝐸  =  (1/𝑁) ∑𝑖=1
𝑁  ‖𝐽𝑖  −  𝐽𝑖

∗‖₂              (3) 

 𝑒𝑃−𝑀𝑃𝐽𝑃𝐸  =  (1/𝑁) ∑𝑖=1
𝑁  ‖𝑃(𝐽𝑖)  − 𝐽𝑖

∗‖₂   (4) 

To describe the proportion of error that can be removed by 
Procrustes alignment, we define the alignment gain g: 

 𝑔 =  (𝑒𝑀𝑃𝐽𝑃𝐸  −  𝑒𝑃−𝑀𝑃𝐽𝑃𝐸)/𝑒𝑀𝑃𝐽𝑃𝐸  ×  100%      (5) 

A larger g indicates a greater relative error reduction after 
Procrustes alignment; it does not uniquely identify the physical 
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sources of error. A separate Procrustes similarity 
transformation was fitted to each frame before the joint-
position errors were averaged. 

Frame-to-frame displacement error was quantified using 
mean per-joint velocity error (MPJVE), defined as: 

𝑒𝑀𝑃𝐽𝑉𝐸  =  [1/𝑁(𝑇 − 1)] ∑𝑖=1
𝑁  ∑𝑡=1

𝑇−1 ‖𝛥𝐽𝑖,𝑡  −  𝛥𝐽𝑖,𝑡
∗ ‖₂   (6) 

In Eq. (6), ΔJi,t = Ji,t+1 − Ji,t is the frame-to-frame 
displacement of joint i, and the asterisk denotes the 
corresponding ground truth. The first-order frame differences 
in Eq. (6) are not divided by the time interval Δt; therefore, 
MPJVE measures frame-to-frame displacement error 
(mm/frame), not velocity in mm/s or test-retest reliability. 

Independent zero-mean Gaussian noise (seed 42) was 
added to 2D pixel coordinates before normalization, with 
model weights fixed. At 1080-pixel image height, normalized 
σ ∈ {0, 0.005, 0.010, 0.020, 0.040} corresponds to pixel noise 
standard deviations of 0, 5.4, 10.8, 21.6, and 43.2 pixels. 
MPJPE, P-MPJPE, and MPJVE were computed at each noise 
level. The existing single-frame model was compared with the 
243-frame temporal model. Table I averages six movement 
classes equally; Tables III and IV instead average 11 logged 
action labels. Table IV uses the second recorded no-noise 
evaluation for σ = 0. 

IV. RESULTS 

A. Overall Performance 

The fine-tuned pipeline achieved lower MPJPE than the 
direct 3D output of BlazePose under the reported evaluation 
protocol. Table I shows a reduction in mean MPJPE from 
121.70 mm to 32.03 mm (73.7%). The comparison reflects the 
evaluated locally fine-tuned pipeline and direct BlazePose 3D 
output, which differ in their use of local 3D supervision. 

TABLE I.  MOVEMENT-WISE POSITION ERRORS AND ALIGNMENT GAIN 

Movement Base MPJPE 
P-

MPJPE 
Drop 
(%) 

Align. 
(%) 

Quiet standing 118.53 11.21 9.96 90.5 11.2 

Side straight-leg 
raise 

121.84 19.78 15.06 83.8 23.9 

Front straight-leg 
raise 

130.08 24.82 21.77 80.9 12.3 

Squatting 137.15 35.50 26.96 74.1 24.1 

Stepping in place 120.68 38.03 31.15 68.5 18.1 

Seated knee 
extension 

101.90 62.83 53.24 38.3 15.3 

Mean 121.70 32.03 26.36 73.7 17.7 

Note: Base denotes direct BlazePose 3D MPJPE. Position errors are in mm; Drop and Align. are 

percentages. Align. denotes frame-wise Procrustes alignment gain as defined in Eq. (5). The Mean row 

assigns equal weight to each of the six movements. 

B. Error Distribution Across Movements and Joints 

Errors varied substantially across movements, as 
summarized in Table I. Quiet standing had the lowest MPJPE 
(11.21 mm). Side and front straight-leg raises yielded 19.78 
mm and 24.82 mm, respectively. Squatting and stepping 
yielded 35.50 mm and 38.03 mm, while seated knee extension 
had the highest error (62.83 mm). The mean MPJPE and P-
MPJPE across the six movements were 32.03 mm and 26.36 

mm. The more than 50-mm range between movements 
highlights the importance of reporting movement-specific 
results alongside the overall mean. 

Quiet standing and straight-leg raises typically preserve a 
frontal orientation and may involve less depth variation, which 
could partly explain their lower errors. Squatting and stepping 
involve greater flexion–extension, weight shifting, and depth 
changes; both showed higher errors. Seated knee extension 
changes the support configuration and may increase occlusion 
around the knee. These movement characteristics provide 
plausible context for the observed error differences. 

The difference between MPJPE and P-MPJPE quantifies 
the error reduction from frame-wise similarity alignment; it is 
not a measure of physical camera or body drift. Squatting and 
side straight-leg raise had alignment gains of 24.1% and 
23.9%, respectively, indicating a larger alignment-related 
reduction without establishing its physical cause. Quiet 
standing and front straight-leg raise showed smaller alignment 
gains (11.2% and 12.3%, respectively), indicating less relative 
error reduction after alignment. 

Table II reports hip, knee, and ankle MPJPE for each 
movement. For several movements, knee and ankle errors were 
larger than hip errors: 9.62, 13.16, and 19.06 mm for quiet 
standing; 16.76, 31.54, and 38.59 mm for stepping; and 15.95, 
28.51, and 39.16 mm for front straight-leg raise. The hip is 
closer to the pelvis root, whereas knee and ankle estimates may 
be more affected by upstream localization error or 2D keypoint 
jitter. Both are plausible contributors to the observed joint-level 
pattern. 

TABLE II.  MPJPE OF KEY LOWER-LIMB JOINTS BY MOVEMENT (MM) 

Movement Hip Knee Ankle Lower-
limb mean 

Quiet standing 9.62 13.16 19.06 13.95 

Side straight-leg raise 13.20 26.07 23.68 20.98 

Front straight-leg raise 15.95 28.51 39.16 27.87 

Squatting 25.41 25.04 31.41 27.29 

Stepping in place 16.76 31.54 38.59 28.96 

Seated knee extension 49.97 79.65 69.39 66.34 

Mean 21.82 34.00 36.88 30.90 

Note: Values average the left and right joints of each type. Lower-limb mean is the unweighted average 

of hip, knee, and ankle MPJPE. 

Seated knee extension was an exception: knee error (79.65 
mm) exceeded ankle error (69.39 mm). This pattern may be 
associated with knee flexion–extension and changes in joint 
visibility. During squatting, hip, knee, and ankle errors were 
25.41, 25.04, and 31.41 mm. Their comparable magnitudes are 
consistent with the movement's relatively large alignment-
sensitive error component. 

C. Temporal Stability and Sensitivity to 2D Noise 

Table III reports MPJVE, expressed as frame-to-frame 
displacement error (mm/frame), by movement. Quiet standing 
yielded 0.40 mm/frame; front and side straight-leg raises each 
yielded approximately 2.7 mm/frame; and squatting and 
stepping each yielded 5.91 mm/frame. For seated knee 
extension, MPJVE was 3.40 mm/frame on the right and 19.04 



(IJACSA) International Journal of Advanced Computer Science and Applications, 

Vol. 17, No. 10, 2026 

716 | P a g e  

www.ijacsa.thesai.org 

mm/frame on the left. Given the limited number of samples per 
side, this asymmetry is descriptive and should not be 
interpreted as a consistent left–right effect. 

TABLE III.  MPJVE BY MOVEMENT (MM/FRAME) 

Movement MPJVE Movement dynamics 

Quiet standing 0.40 Static (no substantial motion) 

Side straight-leg raise 2.69 Moderate (unilateral frontal-plane 
swing) 

Front straight-leg 
raise 2.77 Moderate (unilateral sagittal-plane 

swing) 

Squatting 5.91 High (whole-body cyclic flexion–
extension) 

Stepping in place 5.91 High (alternating bilateral stepping) 

Seated knee extension 
(right) 3.40 Moderate (unilateral knee extension–

flexion) 
Seated knee extension 
(left) 19.04 Moderate (abnormal temporal 

fluctuation) 

Mean 4.65 — 

Note: MPJVE is defined in Eq. (6) and reported in mm/frame. The overall value (4.65) is the 

unweighted mean across 11 logged action labels in the first retained evaluation pass, not the average of 

the seven displayed movement groups. Left–right differences are descriptive. 

Table IV presents the errors at each noise level; Fig. 4 
illustrates their trends. Increasing σ from 0 to 0.005 (5.4 pixels) 
raised MPJPE from 33.5 to 33.8 mm (0.9%) and P-MPJPE 
from 29.0 to 29.3 mm (approximately 1.0%). Over the same 
range, MPJVE increased from 4.89 to 16.31 mm/frame 
(approximately 234%). Thus, under independent synthetic 
noise, frame-to-frame displacement error changed substantially 
more than position error. At σ = 0.040, MPJPE reached 44.8 
mm and MPJVE reached 20.29 mm/frame. These responses 
characterize the fixed model under controlled synthetic 
perturbations. Adjacent-frame differencing inherently amplifies 
independent frame-wise noise, contributing to the larger 
MPJVE increase. The σ = 0 baseline reflects the second 
retained evaluation averaged across 11 action labels, rather 
than the six movement classes used in Table I. 

TABLE IV.  CHANGES IN 3D ERROR UNDER DIFFERENT LEVELS OF 2D 

NOISE 

σ/H σ (px) MPJPE 
P-

MPJPE 
MPJVE Pos. Δ% 

Disp. 
Δ% 

0.000 0 33.5 29.0 4.89 0.0 0.0 

0.005 5.4 33.8 29.3 16.31 +0.9 +234 

0.010 10.8 37.9 32.2 18.64 +13.1 +281 

0.020 21.6 39.2 34.1 19.15 +17.0 +292 

0.040 43.2 44.8 39.4 20.29 +33.7 +315 

 

Fig. 4. Changes in 3D error with 2D keypoint noise level. 

Table V compares the single-frame baseline with the 243-
frame temporal model. The reported MPJPE was 38.87 mm for 
the single-frame baseline and 32.03 mm for the temporal 
model (17.6% lower). Corresponding P-MPJPE values were 
29.53 mm and 26.36 mm (10.7% lower). The reported 
difference characterizes the evaluated model configurations 
rather than a temporal-window-only ablation. 

TABLE V.  SINGLE-FRAME BASELINE VERSUS THE 243-FRAME 

TEMPORAL MODEL (MM) 

Method Temporal 
window MPJPE P-MPJPE 

Single-frame baseline 1 frame 38.87 29.53 

Temporal model 243 frames 32.03 26.36 

Note: Both models followed the reported training procedure. The comparison summarizes the evaluated 

model configurations. 

D. Kinematic Measurement Agreement 

To complement 3D position errors, we report existing 
kinematic agreement results for the same 90 test samples. 
Selected joint angles were compared with optical motion 
capture using mean bias and Bland–Altman 95% limits of 
agreement (LOA). Together, mean bias and limits of 
agreement describe complementary aspects of joint-angle 
measurement agreement. 

TABLE VI.  SELECTED KINEMATIC AGREEMENT RESULTS (DEGREES) 

Movement / selected angle Bias (deg) 95% LOA 
(deg) 

Standing - left-knee frontal +1.17 0.47 to 1.87 

Stepping - trunk vertical -0.01 -5.12 to 5.11 

Squatting - knee ROM -1.30 -15.48 to 12.89 

Front raise - hip angle +3.57 -4.07 to 11.21 

Side raise - hip angle -2.92 -7.96 to 2.11 

Seated knee ext. - hip angle -11.01 -28.99 to 6.97 

Note: Previously computed values for the same 90 test samples. LOA = mean bias ± 1.96 SD. The 

standing knee measure approximates frontal hip–knee–ankle alignment rather than the clinical Q-angle. 

The side-raise hip angle is defined in the sagittal plane. 

Squatting showed a knee-angle bias of −1.30° (95% LOA: 
−15.48° to 12.89°), whereas the hip-angle bias during seated 
knee extension was −11.01° (95% LOA: −28.99° to 6.97°). 
Reporting both bias and limits of agreement captures average 
differences as well as their spread. 

V. DISCUSSION 

A. Sources of Error 

The movement-dependent errors are consistent with the 
challenges posed by monocular depth ambiguity. Squatting 
includes substantial sagittal-plane flexion–extension, while side 
straight-leg raises may change support and trunk posture. Both 
movements exhibited alignment gains close to 24%. Since an 
independent similarity transformation was fitted to each frame, 
these gains indicate sensitivity to pose alignment rather than a 
measured amount of physical drift. The distinction between 
alignment-related and joint-specific error is also relevant to the 
evaluation framework discussed in OpenCapBench [4]. 

Joint visibility and movement configuration provide further 
context for the observed error distribution. Hip position errors 
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were generally smaller than knee or ankle errors, consistent 
with the distal-joint patterns discussed by Martinez et al. [20]. 
Seated knee extension differed from this trend, with knee error 
exceeding ankle error. Changes in joint visibility and 
movement amplitude may contribute to this movement-specific 
pattern. 

The synthetic-noise experiment reveals a different 
sensitivity in temporal measures. MPJVE increased much more 
sharply than MPJPE as independent perturbations were applied 
to the 2D keypoints. Because MPJVE is based on adjacent-
frame differences, its response partly reflects the amplification 
of independent noise by temporal differencing. This 
observation complements the robustness analysis of Hoang et 
al. [32]. Movement-dependent performance has also been 
documented by Rode et al. [5] and in AthletePose3D [6]. 

B. Practical Implications 

Quiet standing and both straight-leg raises showed 
relatively low position and frame-to-frame displacement errors, 
supporting their use in exploratory frontal-view assessments of 
posture and movement trends. Squatting and stepping exhibited 
larger alignment-sensitive and distal-joint errors, for which 
movement-specific interpretation of 3D coordinates is useful. 
The higher position error during seated knee extension points 
to an opportunity for task-specific refinement in detailed 
quantitative applications. The selected joint-angle comparisons 
in Table VI add biomechanical context to these position-based 
results. 

The distinction between position accuracy and temporal 
error is important for downstream analysis. The 243-frame 
model achieved a lower MPJPE than the evaluated single-
frame baseline, whereas the synthetic-noise analysis showed a 
substantially greater relative change in MPJVE than in MPJPE. 
Under the laboratory protocol, the lower-error movements are 
promising for exploratory assessments of posture and slow 
movement trends. Analyses of velocity, acceleration, or 
impact-related features may benefit from smoothing or 
confidence-based filtering of the 2D keypoints or reconstructed 
3D trajectories. 

C. Scope and Limitations 

This study provides a controlled, movement-specific 
evaluation involving 10 healthy adults and a frontal camera 
under laboratory conditions. Training and testing used separate 
recording sets from the same participants, so the reported 
results characterize within-participant performance. Frame 
pairing relied on nominal sampling rates, while noise 
sensitivity was evaluated with independent Gaussian keypoint 
perturbations. Building on this protocol, future research can 
assess unseen participants and clinical populations, additional 
camera views, measured timing offsets and extrinsic 
registration accuracy, realistic detector noise, and independent 
test–retest reliability. 

VI. CONCLUSION 

Paired monocular RGB video and optical motion capture 
were used to characterize a BlazePose-based temporal 3D 
lifting pipeline across six lower-limb movements. The fine-
tuned pipeline achieved a mean MPJPE of 32.03 mm under the 

within-participant recording-set split. Error profiles differed by 
movement and joint: quiet standing and straight-leg raises had 
lower position errors, seated knee extension had the highest, 
and squatting and side straight-leg raise showed comparatively 
large gains after frame-wise similarity alignment. With 
independent 2D keypoint noise at a standard deviation of 5.4 
pixels, MPJPE increased by approximately 0.9% while MPJVE 
increased by about 234%. These findings show why position, 
alignment-sensitive, and frame-to-frame displacement errors 
should be considered together when interpreting monocular 
lower-limb pose estimates. The framework also provides a 
basis for extending evaluation to additional participant groups, 
camera views, detector conditions, and repeated measurements. 
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