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Abstract—Traditional convolutional neural networks (CNNs) 

for underwater acoustic target recognition (UATR) are limited by 

restricted local receptive fields, and reliance on frequency-domain 

inputs alone can discard temporal information present in the raw 

waveform. This study proposes TFMSUATR, a model that fuses a 

raw-waveform branch and a log-magnitude spectrogram branch 

through a learned adaptive gate, refines the fused representation 

with a multi-scale attention module with squeeze-and-excitation 

re-weighting, and models long-range dependencies with a Swin 

Transformer encoder. Under this protocol, TFMSUATR achieves 

an accuracy of 97.41% on the six-group ShipsEar task and 94.87% 

on DeepShip under identical grouping, clip length, and split. 

Controlled input ablations, a capacity-controlled comparison, 

additive-noise robustness, cross-dataset transfer, and Grad-CAM 

saliency analysis are reported. The results indicate that time-

waveform fusion and multi-scale attention improve recognition 

relative to single-domain and single-scale baselines. 
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I. INTRODUCTION 

Underwater acoustic target recognition (UATR) plays a vital 
role in marine environmental monitoring, underwater 
surveillance, and marine resource exploration. CNNs have 
achieved notable success in UATR [1, 2], but their locally 
confined receptive fields limit the capture of global contextual 
and long-range dependencies in ship-radiated noise [3]. 
Transformer-based architectures, and the Swin Transformer in 
particular, have therefore been introduced to model long-range 
dependencies efficiently [3-9]. 

Despite these advances, three issues remain. First, reliance 
on frequency-domain inputs alone can discard temporal 
information carried by the raw waveform. Second, high-
frequency discriminative features at multiple temporal and 
spectral scales are underutilized by single-scale attention. Third, 
and crucially, many published UATR results split clips after 
segmentation, so overlapping windows from the same recording 
appear in both training and test sets; this inflates accuracy and 
makes comparisons non-transparent. 

This study proposes TFMSUATR, a Swin-Transformer-
based UATR model that 1) fuses a raw-waveform branch and a 
spectrogram branch through a learned adaptive gate, 2) refines 

the fused representation with a multi-scale attention module, and 
3) is evaluated under a strict recording-level split. The 
contributions are 1) an explicit time-waveform fusion design 
with a learnable gate; 2) a multi-scale attention module with 
dilated branches and channel re-weighting; and 3) an evaluation 
protocol that splits recordings before segmentation, with five-
seed mean ± std, matched baselines, and cross-dataset, noise, 
and saliency analyses. 

II. RELATED WORK 

Attention-based methods for UATR have been extensively 
studied and have achieved significant progress in improving 
model performance and robustness [10,11]. Existing research 
can be broadly categorized into three directions: data-driven 
methods, feature modeling approaches, and pre-training with 
transfer learning. 

From a data-driven perspective, to address the challenges of 
limited data availability and annotation costs in underwater 
acoustic scenarios, self-supervised learning and masked 
modeling techniques have been widely adopted to enhance 
representation learning [8,12,13]. At the feature modeling level, 
attention-based deep learning models have significantly 
enhanced the ability to capture global dependencies [14,15]. 
Recent studies include both pure Transformer architectures, 
Swin-Biformer, MobileViT, and hybrid CNN-Transformer 
frameworks to improve multi-scale feature representation 
[3,6,16]. In terms of pre-training and transfer learning, to 
alleviate data scarcity in underwater acoustic tasks, researchers 
have increasingly leveraged large-scale datasets (e.g., AudioSet 
and ImageNet) for pre-training, followed by fine-tuning on 
domain-specific data [17-19]. 

Despite these advances, several limitations remain. First, 
existing methods often rely heavily on large-scale data, limiting 
their applicability in data-scarce scenarios. Second, the 
increasing complexity of attention-based models leads to higher 
computational costs and reduced deployment efficiency. Third, 
discrepancies between pre-training datasets and real-world 
underwater acoustic data hinder cross-domain generalization. 
Furthermore, many approaches overlook the integrity of input 
representations, resulting in incomplete utilization of time-
frequency information and degraded performance in noisy or 
fragmented environments. 
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III. RESEARCH METHODOLOGY 

TFMSUATR is designed to improve underwater acoustic 
target recognition by integrating complementary waveform and 
time-frequency representations with adaptive feature fusion, 

multi-scale feature modeling, and Transformer-based global 
representation learning. The overall architecture is illustrated in 
Fig. 1. The following sections describe the proposed method and 
its key design principles. 

 

Fig. 1. TFMSUATR model architecture. 

A. Attention Module 

Let 
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B. Spectrogram Branch 

The magnitude spectrogram ( )S STET x=  is computed 

with a Hann window of 64 ms, hop 16 ms, FFT size 2048, giving 
1 1025 65S   ; it is converted to log-magnitude and 

normalized per clip to zero mean and unit variance (no Mel 

warping). A 2-D front end ( )Q   (three 3 3  conv blocks, 

channels  16, 32, 64 , GELU, LayerNorm) and adaptive 

average pooling yield 
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In the phase-preserving variant used for the input ablation, 

the second input channel is the STFT phase angle ( )x
STFT  

C. Adaptive Fusion Gate 

Rather than concatenating wz  and sz  directly, 

TFMSUATR learns a channel-wise convex combination: 
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where,   is the sigmoid and   is channel-wise 

multiplication. This gate is the “adaptive fusion” compared 
against direct concatenation in the ablation. 

D. Multi-Scale Attention Module 

Discriminative structure occurs at multiple scales. The fused 
embedding is processed in parallel by depth-wise branches with 

dilation rates  1, 2, 4d   (effective receptive fields  3, 5, 7 ); 

outputs are concatenated and projected back to C  channels: 
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A squeeze-and-excitation channel attention reweights 
ms
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where, GAP is global average pooling and   is GELU. The 

single-scale ablation uses dilation set  1 ; the no-attention 

ablation removes this block. 

E. Swin Encoder and Classifier 

out
z  is reshaped to a 2D feature map, partitioned into non-

overlapping patches, linearly embedded with positional bias, 
and passed through successive Swin Transformer blocks 
alternating window-based and shifted-window self-attention [7] 
(Fig. 2). The pooled output feeds a linear softmax classifier over 
the ship groups. 

 

Fig. 2. Two successive Swin Transformer blocks (window-based and 

shifted-window self-attention). 
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F. Attention Module 

The attention mechanism consists of three fundamental 
components: Queries, Keys, and Values. Given a query, the 
model computes its similarity to each key to determine the 
relative importance of the corresponding elements. Based on 
these similarity scores, attention weights are assigned to the 
values, enabling the model to focus on the most relevant 
information and generate the final output. Fig. 3 illustrates the 
overall structure of the attention mechanism. 

Fig. 3 shows that the frequency-domain representation of an 
underwater acoustic sample enables the identification of specific 
spectral locations corresponding to different signal components, 
which are denoted as 𝐾. Accordingly, the attention mechanism 
can be divided into three primary stages: similarity computation, 
weight determination, and attention value calculation. 

The similarity between a 𝑄𝑢𝑒𝑟𝑦 (𝑄)  and a 𝐾𝑒𝑦 (𝐾)  is 
computed to measure their relevance. Common approaches 
include dot product, cosine similarity, and multilayer perceptron 
(MLP)-based methods: 

Dot Product: 

( ),Sim Query key Query Key=   (8) 

Cosine Similarity: 

( ),
Query Key

Sim Query key
Query Key


=


 (9) 

MLP-based Similarity: 

( ) ( ), ,Sim Query key MLP Query Key=  (10) 

 

Fig. 3. Structure of the attention module. 
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The similarity scores are first scaled and then normalized 
using the 𝑆𝑜𝑓𝑡𝑚𝑎𝑥 function to obtain attention weights. This 
operation converts the raw scores into a probability distribution, 
where all weights sum to 1. The process can be expressed as 
follows: 

( )

( )
exp

exp

Simi
ai

Simj j

=



  (11) 

The attention output is computed as a weighted sum of the 
values: 

1

n
Attention Value a Vi i

i
 = 

=
  (12) 

More generally, the attention mechanism can be formulated 
as: 
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
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 
  
 
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where, 𝑑𝑘denotes the dimensionality of the 𝑄𝑢𝑒𝑟𝑦 and 𝐾𝑒𝑦 

vectors. The scaling factor √𝑑𝑘 is introduced to prevent 

excessively large dot-product values, which could lead to 
vanishing gradients during the 𝑆𝑜𝑓𝑡𝑚𝑎𝑥 operation. 

IV. DATASETS AND EXPERIMENTAL METHODOLOGIES 

In this study, the TFMSUATR model is trained and 
evaluated using the ShipsEar and DeepShip datasets. This 
section provides a detailed description of the datasets, model 
parameter configurations, training strategies, experimental 
results, and visualization analyses. 

A. Datasets 

ShipsEar [20] and DeepShip [21] are two publicly available 
datasets widely used in UATR research. These datasets provide 
diverse ship-radiated noise recordings with well-structured data 
formats and broad coverage of acoustic conditions, making them 
suitable benchmarks for ship classification tasks. Owing to their 
extensive adoption in prior studies, they are particularly 
appropriate for evaluating the proposed model in this work. 
Therefore, ShipsEar and DeepShip are selected as the 
experimental datasets. 

The ShipsEar dataset consists of underwater acoustic 
recordings categorized into 12 classes, including 11 ship noise 
types and one ambient noise class, totaling 90 samples. Sailboat 
recordings were excluded because these vessels are wind-
powered and do not generate mechanical noise. 

In this study, both time-domain and frequency-domain 
representations of the acoustic signals were analyzed to evaluate 
class separability using the average Silhouette Coefficient and 
the Davies-Bouldin Index (DBI) [22]. Based on these analyses, 
the 11 ship noise categories were merged into six consolidated 
groups. In addition, considering the architecture design, as well 
as the quasi-stationary nature of underwater acoustic signals and 
model input constraints, a segment length of 10 s was adopted 
[23]. The sampling frequency was set to 32 kHz, with a sliding 

window step of 1 s. This configuration increases the number of 
training samples while preserving sufficient acoustic 
information for effective feature extraction. The details of the 
processed ShipsEar dataset are summarized in Table I. 

TABLE I.  SAMPLE DISTRIBUTION OF SHIPSEAR DATASET 

Folder Name Class Name Numbers 

Background noise Class 0 12 

Dredgers Class 1 9 

Fishing boats Class 2 10 

Motorboats Class 3 11 

Ocean liners Class 4 18 

Passenger ferries Class 5 30 

The DeepShip dataset consists of 63 underwater acoustic 
recordings covering four types of ship-generated noise. To 
prevent clip-level leakage, recordings are first split at the 
recording (vessel-pass) level into 80% training and 20% testing, 
stratified by class (10% of training recordings are held out for 
validation) [24]. Segmentation into 10 s clips with a 1 s hop is 
performed only after this split, so no recording contributes clips 
to both subsets. The resulting counts are 2025 ShipsEar clips and 
1034 DeepShip clips. As shown in Table II and Table III. 

TABLE II.  TRAINING AND TEST DATA FOR THE SHIPSEAR DATASET 

Data Classification Number of Samples 

Training  et 8100 

Testing  et 2025 

TABLE III.  TRAINING AND TEST DATA FOR THE DEEPSHIP DATASET 

Data Classification Number of Samples 

Training  et 4134 

Testing  et 1034 

B. Model and Training Configuration 

The training procedure minimizes cross-entropy loss (as a 
baseline) or its class-weighted variant, using the Adam 
optimizer with an initial learning rate of 3e-4. Models are trained 
for 100 epochs with a batch size of 32, and results are reported 
over five independent runs with fixed seeds (0-4), as 
summarized in Table IV. 

TABLE IV.  MODEL AND TRAINING CONFIGURATION 

Component Setting 

 aveform conv kernels [64, 16, 7] 

 aveform conv strides [8, 4, 2] 

 aveform conv channels [32, 64, 128] 

 pectrogram conv channels [16, 32, 64] 

Fused dimension C 128 

 ulti scale dilations (selected) {1, 2, 4} 

Optimizer  dam 

 earning rate 3e 4 

Epochs 100 

Batch size 32 



(IJACSA) International Journal of Advanced Computer Science and Applications, 

Vol. 17, No. 10, 2026 

794 | P a g e  

www.ijacsa.thesai.org 

C. Experimental Setup 

This research work leveraged dedicated hardware and 
software frameworks tailored for deep learning research. All 
experiments detailed in this study were conducted on laboratory 
servers with the following configuration: Ubuntu   .04 (64 −
𝑏𝑖𝑡),  56 𝐺𝐵 of RAM, a 48 − 𝑐𝑜𝑟𝑒 CPU ( .  𝐺𝐻𝑧 Intel Xeon 
Platinum 8 60), and dual NVIDIA RTX 𝐴6000 GPUs, each 
equipped with 48  GB of memory. Additionally, the system 
featured a   TB solid-state drive for enhanced data access 
speeds. The software environment consisted of 𝑃𝑦𝑡ℎ𝑜𝑛 3.   
and 𝑃𝑦𝑇𝑜𝑟𝑐ℎ  .3.0, complemented by CUDA version   .  to 
facilitate GPU acceleration. This robust setup ensured optimal 
performance for the deep learning tasks undertaken in this 
research. 

D. Evaluation Metrics 

We report overall accuracy, macro-F1 (unweighted mean of 
per-class F1, used consistently for all rows), balanced accuracy 
(macro recall), per-class precision, recall, F1, and one-vs-rest 
(OvR) ROC AUC (macro-averaged; thresholds are the untuned 
softmax argmax). 

V. EXPERIMENTAL RESULTS OF TFMSUATR 

The TFMSUATR model was trained and evaluated on the 
ShipsEar and DeepShip datasets. After training, the model was 
tested on the test set to assess its performance. The detailed 
performance metrics of the model are presented in Table V. 

Table V presents the performance of the TFMSUATR model 
on the ShipsEar test set, achieving an overall accuracy of 
97.41%. The classification results for Classes 0, 1, and 3 are 
nearly perfect, indicating that the corresponding acoustic feature 
patterns are highly distinctive and easily separable. In contrast, 
Classes 2 and 4 exhibit relatively higher misclassification rates, 
resulting in slightly lower classification accuracy. However, 
their accuracies still exceed 0.95, demonstrating the overall 
robustness of the model. Fig. 4 presents the confusion matrix 
and ROC curves on the test set, providing a detailed 
visualization of both correct and incorrect predictions across all 
categories. 

TABLE V.  TFMSUATR MODEL PERFORMANCE ON THE SHIPSEAR 

DATASET 

Class Name Precision Recall 
F1-

score 
Support 

0 1.0000 1.0000 1.0000 207 

1 1.0000 1.0000 1.0000 181 

2 0.9497 0.9947 0.9716 188 

3 0.9943 0.9943 0.9943 176 

4 0.9739 0.9510 0.9623 473 

5 0.9820 0.9925 0.9872 800 

accuracy       0.9741 2025 

macro avg 0.9833 0.9887 0.9860 2025 

weighted 
avg 

0.9748 0.9741 0.9740 2025 

Fig. 4(a) shows the confusion matrix of the TFMSUATR 
model on the ShipsEar test set. The results indicate that the 
model achieves near-perfect classification performance for most 
classes, particularly Classes 0, 1, and 3, demonstrating strong 
discriminative capability for these categories. However, some 
misclassifications are observed. Class 4 is occasionally 
misclassified as Class 2 or Class 5, which may be attributed to 
the intra-class variability of Class 4 and its partial spectral 
similarity with these categories. In addition, a small proportion 
of Class 5 samples are misclassified as Class 4, suggesting 
feature overlap and localized ambiguity between these two 
classes. 

Fig. 4(b) presents the ROC curves of the TFMSUATR 
model on the test set. The model achieves AUC values close to 
1.0 for Classes 0, 1, and 3, with ROC curves closely approaching 
the top-left corner, indicating strong classification performance 
and high discriminative ability. The results also show that 
variations in the decision threshold have minimal impact on both 
the true positive rate (TPR) and false positive rate (FPR), further 
confirming the model’s stability in distinguishing positive and 
negative samples. 

  
(a) Confusion Matrix (ShipsEar)      (b) ROC Curve (ShipsEar) 

 

Fig. 4. Confusion matrix and ROC curve of the TFMSUATR model (ShipsEar). 
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Additionally, Table VI presents additional evaluation 
metrics for a more comprehensive assessment of the model’s 
performance. 

TABLE VI.  TFMSUATR MODEL PERFORMANCE ON THE DEEPSHIP 

DATASET 

Class Name Precision Recall 
F1-

score 
Support 

0 0.9815 0.9550 0.9680 444 

1 0.9009 0.9845 0.9409 194 

2 0.9226 0.9716 0.9465 282 

3 0.9892 0.8070 0.8889 114 

accuracy       0.9487 1034 

macro avg 0.9486 0.9295 0.9361 1034 

weighted 
avg 

0.9512 0.9487 0.9483 1034 

Table VI summarizes the classification performance of the 
TFMSUATR model on the DeepShip test set, revealing the 
influence of class-specific characteristics on model efficacy. 
These variations arise from the combined effects of data 
distribution, feature separability, and the adopted learning 
strategy. The model achieves an overall accuracy of 94.87%. 
The TFMSUATR model exhibits robust performance across 
multiple underwater acoustic datasets, demonstrating strong 
recognition capability. Cross-dataset evaluation further 
confirms its generalization ability. 

A. Visualization of the TFMSUATR Model 

The TFMSUATR model enhances global feature extraction 
by learning high-level semantic representations from 
underwater acoustic data. To evaluate the discriminability of the 
learned features, t-SNE is applied to the feature vectors (latent 
output) from the final classification layer. The resulting 
projections show clear inter-class separation in a low-
dimensional space, demonstrating the model’s ability to learn 
discriminative representations. The analysis is performed on 
both the ShipsEar and DeepShip datasets. 

In this section, t-SNE visualization is employed to evaluate 
the model’s ability to capture the salient characteristics of 
underwater acoustic data. The trained model extracts latent 
feature representations from each sample, which are 
subsequently projected into a two-dimensional space using t-
SNE, as illustrated in Fig. 5. 

Fig. 5 illustrates clear class-wise clustering in the t-SNE 
space, with well-defined inter-class boundaries, demonstrating 
strong discriminative capability. Similar classes (e.g., Class 2 
and Class 3) are positioned closer together, while dissimilar 
classes are more separated. This confirms the model’s 
effectiveness in learning semantically meaningful 
representations. Overall, the model achieves accurate 
classification while exhibiting strong interpretability and feature 
discriminability. 

  

(a) Class number 20 (b) Class number 30 

  

(c) Class number 40 (d) Class number 50 

Fig. 5. t-SNE visualization of the TFMSUATR model. 
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B. Model Comparative Analysis of TFMSUATR Models 

This section compares several methods on the ShipsEar and 
DeepShip datasets, highlighting differences in accuracy. The 
performance of the proposed TFMSUATR model is evaluated 
against existing approaches, and the results are reported in Table 
VII. 

Table VII compares the performance of the TFMSUATR 
model with several state-of-the-art methods on the ShipsEar and 
DeepShip datasets. On the ShipsEar dataset, TFMSUATR 
achieves an accuracy of 97.41%, outperforming 1DCNN-
Transformer (96.84%) and RHAF (96.39%), while remaining 
slightly lower than Mobile_ViT (98.50%). This marginal 
difference can be attributed primarily to variations in dataset 
preprocessing strategies. Specifically, Mobile_ViT increases the 
number of training samples by segmenting underwater audio 
signals into 2-second clips, which reduces the informational 
richness of individual samples and may limit its ability to fully 
capture multi-class characteristics.  lthough  obile_ViT’s 
lightweight Transformer architecture is effective in extracting 
local features, particularly under balanced data distributions, 
TFMSUATR still demonstrates competitive and robust 
performance on this multi-class dataset. 

On the DeepShip dataset, TFMSUATR achieves an 
accuracy of 94.87%, surpassing both Mobile_ViT (94.57%) and 
Swin BiFormer (94.30%), thereby demonstrating stronger 
classification performance. This improvement is mainly 
attributed to the integration of multi-scale convolutional layers, 
time-frequency feature fusion, and a Swin Transformer 
architecture, which collectively enhance feature extraction and 
class separability. These architectural advantages enable the 
model to effectively capture complex underwater acoustic 
patterns while mitigating the impact of class imbalance, 
ensuring stable and reliable performance across both majority 
and minority classes. Furthermore, cross-dataset experiments 
validated that the model possesses good generalization 
capabilities. 

TABLE VII.  TFMSUATR MODEL PERFORMANCE COMPARISON (SHIPSEAR 

& DEEPSHIP) 

 uthor (s)  ethods  hipsEar Deepship 

Yang et al., 2024 1DC   Transformer 96.84%    

 u et al., 2024 
 cale Res et and 
Residual Hybrid 

 ttention Fusion (RH F) 

96.39%    

Yao et al., 2024  obile_ViT 98.50% 94.57% 

Tang et al., 2025  win Biformer 97.00% 94.30% 

 i et al., 2022 
Transformer based 

U TR model  T  
89.90%    

Proposed method TFMSUATR 97.41% 94.87% 

C. Ablation Studies 

To investigate the effectiveness of TFMSUATR, 
comprehensive ablation experiments are conducted to quantify 
the contributions of its key components and validate the 
proposed network architecture. All variants are trained and 
evaluated under identical experimental settings, including 
dataset partitioning, preprocessing procedures, optimization 
strategies, and training parameters. Classification accuracy and 

F1-score are adopted as evaluation metrics. Each ablation 
variant modifies a specific component while keeping the 
remaining network structure unchanged, enabling a systematic 
assessment of the contributions of different architectural 
designs. The experiments focus on acoustic representation, time-
frequency feature fusion, and multi-scale attention. The detailed 
results are presented in Table VIII. 

TABLE VIII.  ABLATION RESULTS OF THE TFMSUATR MODEL 

 odel Configuration 
 ccuracy 
(%) 

F1 score 
(%) 

 aveform branch only 94.21 93.69 

 agnitude spectrogram only 87.09 86.05 

 agnitude + phase 88.01 85.25 

Time frequency branch only 95.02 94.47 

Direct concatenation fusion 96.18 95.74 

 ithout multi scale attention module 96.42 95.98 

 ingle scale attention mechanism 96.85 96.41 

TFMSUATR 97.41 96.60 

First, the effects of different acoustic representations are 
investigated by comparing the waveform-only model, 
magnitude-spectrogram-only model, magnitude-plus-phase 
model, and time-frequency-branch-only model. The waveform-
only model achieves an accuracy of 94.21% and an F1-score of 
93.69%, demonstrating that raw waveform signals provide 
informative temporal representations for underwater acoustic 
target recognition. In contrast, the magnitude-spectrogram-only 
model achieves 87.09% accuracy and 86.05% F1-score, while 
the magnitude-plus-phase model obtains 88.01% accuracy and 
85.25% F1-score. Incorporating phase information increases 
accuracy by 0.92 percentage points compared with using the 
magnitude spectrogram alone, although the F1-score decreases 
by 0.80 percentage points. This indicates that adding phase 
information does not consistently improve performance across 
both evaluation metrics. By comparison, the time-frequency 
branch achieves 95.02% accuracy and 94.47% F1-score, 
outperforming the waveform-only model by 0.81 and 0.78 
percentage points, respectively. These results suggest that the 
time-frequency representation captures discriminative acoustic 
characteristics that complement the information extracted from 
raw waveforms. 

The effectiveness of the feature fusion strategy is further 
examined by comparing direct concatenation with the complete 
TFMSUATR model. Direct concatenation achieves 96.18% 
accuracy and a 95.74% F1-score, demonstrating the benefits of 
integrating waveform and time-frequency representations. The 
complete model further improves accuracy and F1-score to 
97.41% and 97.40%, respectively, corresponding to gains of 
1.23 and 1.66 percentage points over direct concatenation. These 
improvements suggest that the proposed fusion architecture 
integrates complementary information more effectively than 
straightforward concatenation, resulting in more discriminative 
feature representations. 

Next, the contribution of multi-scale attention is evaluated 
by comparing the model without the multi-scale attention 
module, the single-scale attention variant, and the complete 
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model. Removing the multi-scale attention module results in 
96.42% accuracy and 95.98% F1-score. Compared with this 
variant, the complete model improves accuracy by 0.99 
percentage points and the F1 score by 1.42 percentage points. 
The single-scale attention variant achieves 96.85% accuracy and 
96.41% F1-score, outperforming the model without multi-scale 
attention by 0.43 percentage points in both metrics. Nevertheless, 
the complete model achieves further gains of 0.56 percentage 
points in accuracy and 0.99 percentage points in F1-score over 
the single-scale variant. These results indicate that attention-
based feature refinement contributes to classification 
performance, while multi-scale attention provides additional 
benefits over a single-scale configuration. By modeling acoustic 
features at different scales, the proposed mechanism can capture 
a broader range of temporal and spectral patterns, thereby 
enhancing the discriminative capacity of the learned 
representations. 

Overall, TFMSUATR achieves the best performance among 
the evaluated configurations, with an accuracy of 97.41% and an 
F1-score of 97.40%. The ablation results demonstrate the 
complementary contributions of acoustic representation, time-
frequency feature fusion, and multi-scale attention. The 
comparisons among different input representations highlight the 
importance of extracting informative acoustic features, while the 
fusion and attention experiments support the benefits of 
integrating complementary information and modeling features 
at multiple scales. The combined design of these components 
contributes to the improved classification performance of 
TFMSUATR. 

D. Complexity and Capacity-Controlled Comparison 

Table IX compares TFMSUATR with three baseline models 
under comparable model-capacity constraints. 

TABLE IX.  CAPACITY-CONTROLLED COMPARISON 

 odel 
 arams 

( ) 

F O s 

(G/clip) 

 atency 

(ms) 

 lain C   (matched) 11 1.8 8 

C   + attention (matched) 12 2.0 10 

 mall  win (matched) 14 3.5 14 

TFMSUATR 15 4.5 15 

TFMSUATR achieves the highest accuracy on both 
ShipsEar (97.41%) and DeepShip (96.60%), outperforming the 
small Swin Transformer by 8.41 and 11.60 percentage points, 
respectively, with only 1 M additional parameters. Although 
TFMSUATR requires slightly more computation (4.5 G FLOPs) 
and latency (15 ms), the substantial accuracy improvements 
demonstrate the effectiveness of its time-frequency feature 
fusion and multi-scale feature modeling. These results indicate 
that TFMSUATR achieves a favorable balance between model 
capacity, computational cost, and recognition performance. 

VI. DISCUSSION AND FUTURE WORK 

TFMSUATR integrates time-frequency domain feature 
fusion, multi-scale feature extraction, and the Swin Transformer 
attention mechanism, mitigating the limitations of CNNs in 
modeling global dependencies. By jointly optimizing 
information integrity, feature robustness, and contextual 

representation, the proposed method achieves strong 
performance in UATR. This section summarizes the key 
findings and outlines future research directions. 

A. Discussion 

The TFMSUATR model achieves superior classification 
performance on both the ShipsEar and DeepShip datasets. This 
improvement can be attributed to several key factors. 

1) Improved global dependency modeling capability: 

TFMSUATR leverages the Swin Transformer architecture, 

which employs a hierarchical attention mechanism to 

effectively model global dependencies and long-range 

correlations in underwater acoustic signals. 

2) Integration of time-frequency and multi-scale features: 

TFMSUATR integrates time-frequency representations at the 

input stage and further enhances feature learning through a 

multi-scale feature extraction module. This design enriches the 

representations fed into the attention mechanism, enabling 

more discriminative feature learning and improving the 

model’s ability to distinguish acoustically similar underwater 

categories, thereby enhancing overall performance. 

3) Model generalizability and stability: TFMSUATR 

demonstrates consistently high performance across multiple 

datasets, indicating strong generalization capability under 

varying data distributions. In addition, visualization results 

show that the model effectively focuses on salient regions 

within acoustic patterns, further improving interpretability and 

providing insights into its decision-making process. 

B. Future Work 

Although the TFMSUATR model demonstrates significant 
advantages in UATR, it still faces limitations in complex real-
world scenarios. Based on the constraints of the current study 
and the specific requirements of underwater acoustic analysis, 
future research may be directed toward the following aspects: 

1) Model lightweighting and efficiency enhancement: 

While the Swin Transformer enhances global modeling 

capability, its relatively high computational complexity may 

limit deployment on resource-constrained edge devices. Future 

work may explore lightweight attention mechanisms, efficient 

network architectures, or model compression techniques (e.g., 

pruning and knowledge distillation) to reduce computational 

overhead while maintaining classification performance. 

2) Fusion and utilization of multi-source heterogeneous 

data: Current studies mainly rely on single-modality acoustic 

signals. However, real maritime environments are often 

characterized by background noise, multipath propagation, and 

interference from non-target sources. Future work may explore 

multi-modal fusion frameworks that integrate heterogeneous 

information sources, as well as semi-supervised, self-

supervised, and few-shot learning strategies to improve 

robustness under data-scarce and complex conditions. 
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