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Abstract—Pedestrian detectors face physical adversarial
patches and distribution shift between training and deployment
data. These threats are usually studied separately. This study asks
whether robustness to patches and cross-domain generalization
can improve together or conflict. Detectors based on You Only
Look Once version 8 medium (YOLOv8m) are evaluated under
a four-quadrant protocol with clean and patched images from
PASCAL Visual Object Classes (VOC) and from WiderPerson,
an unlabeled target domain. Scores are average precision at an
intersection over union threshold of 0.5 (AP50) in the style of
Common Objects in Context (COCO), with three seeds, equal
training budgets, and paired statistics. The Frequency-guided
Domain-aware Detector (FD-square-Det) combines a learnable
frequency filter, a frequency-statistic channel attention, a gra-
dient reversal domain branch, and patch-augmented training.
Each component is audited against matched baselines. Under a
universal 128-pixel patch crafted on a surrogate detector, patch
training alone reduces the relative AP50 drop on VOC from 14.9
percent to 1.6 percent without changing clean AP50. The domain
branch lowers clean target AP50 by about 5.6 points, and the
frequency modules give no gain beyond seed noise. White-box
patches optimized for each detector remain effective, with attack
success between 61 and 85 percent. An explainable artificial
intelligence analysis with patch-aware Gradient-weighted Class
Activation Mapping (Grad-CAM) shows no better pedestrian
localization for FD-square-Det. The two goals therefore need not
conflict, and the tested adaptation and frequency components do
not link them.

Keywords—Adversarial patch; cross-domain generalization; do-
main adaptation; explainable artificial intelligence; frequency-
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I. INTRODUCTION

Pedestrian detection underlies safety-critical systems, in-
cluding collision avoidance in autonomous vehicles, video
surveillance, and intelligent transportation. Modern detectors
substantially outperform the handcrafted-feature methods sur-
veyed over a decade ago [1]. Single-stage architectures such
as You Only Look Once (YOLO) offer real-time speed with
only a small loss in localization precision [2]. This progress
is mostly measured under a closed-world assumption. Deploy-
ment images are assumed to resemble training images, and no
adversary is assumed to be present. Neither assumption holds
reliably in practice.

Pedestrian detectors are vulnerable to adversarial patches,
which are small, printable regions of optimized texture de-
signed to suppress detection confidence. This vulnerability has
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been demonstrated directly against a person detector [3]. The
finding builds on earlier evidence that physically realizable
perturbations remain effective under changes in viewpoint,
lighting, and distance, rather than existing only as a digital
phenomenon [4]. Patches are generated through gradient-based
optimization. They can transfer across viewpoints and, to a
lesser extent, across detector architectures.

A detector trained on one dataset frequently fails on another
dataset, even for the same object category. This effect is
documented as dataset bias [5]. Differences in viewpoint,
illumination, background, and pedestrian scale introduce a
covariate shift that convolutional features do not discount
automatically. Domain-adaptive detectors reduce this problem
by aligning source and target feature representations through
adversarial learning with a gradient reversal layer (GRL)
[6]. This strategy is widely adopted for cross-domain object
detection.

Adversarial robustness and cross-domain generalization are
mostly studied in isolation, as Section II shows. Convolutional
neural networks have been shown to rely heavily on high-
frequency image information that is not easily perceived by
humans. This sensitivity has been linked to both adversarial
vulnerability and reduced generalization across visually differ-
ent datasets [7]. It is therefore plausible that the two problems
share a common origin in the frequency spectrum of learned
features. If this holds, a single frequency-domain intervention
could address both problems.

This study treats that idea as a question and not as an
assumption. Do robustness to patches and cross-domain gener-
alization conflict, reinforce each other, or remain independent?
To answer it, the Frequency-guided Domain-aware Detector
(FD2-Det) is studied. FD2-Det is a pedestrian detector based
on the medium variant of YOLO version 8 (YOLOv8m),
with three lightweight components added to patch-augmented
training. A learnable frequency filter suppresses unstable high-
frequency responses. A channel attention module reweights
feature channels using a low-frequency statistic. A domain-
adversarial branch with a GRL aims to reduce the source-
target distribution gap without target labels. Each component
is audited separately against matched baselines.

FD2-Det is evaluated under a four-quadrant protocol that
crosses clean and adversarial conditions with in-domain and
cross-domain settings. The four test conditions are clean source
images (Q1), patched source images (Q2), clean target images
(Q3), and patched target images (Q4). PASCAL Visual Object
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Classes (VOC) [8] serves as the labeled source domain, and
WiderPerson [9] serves as the unlabeled target domain. The
patch threat model follows earlier work on adversarial patches
[3], [4]. Detection quality is measured by average precision
(AP) at an intersection over union (IoU) threshold of 0.5
(AP50), computed in the style of Common Objects in Context
(COCO) [10]. Gradient-weighted Class Activation Mapping
(Grad-CAM) [11] supports an Attention Activation Score
(AAS) that measures where the detector directs its attention.

The scope of the study is limited. One detector family
(YOLOv8m), two datasets, and one family of attacks (universal
patches placed on the torso) are considered. The conclusions
apply to this setting only.

The main contributions of this study are summarized as
follows:

1) A controlled, equal-budget audit of FD2-Det is pre-
sented. Matched, patch-only, and patch plus GRL
baselines are compared over three seeds with COCO-
style metrics, paired t-tests, and image-level bootstrap
intervals. The measured cost of the modules is small,
at 1.0% more parameters and about 5% more latency.

2) The audit shows that patch augmentation gives black-
box patch robustness without a measurable cost in
clean or cross-domain accuracy. The GRL branch
lowers accuracy, and the frequency components show
no measurable gain at this scale. These findings
answer the research question for the tested setting.

3) A four-quadrant protocol is applied to clean and
patched images on both domains. It is supported by
random-patch controls, patch sizes of 80, 128, and
160 pixels, targeted attack success, and white-box
adaptive patches.

4) The AAS is extended with two patch-aware variants.
They remove the patch region and measure the share
of attention that falls on the patch. The analysis shows
no gain in pedestrian localization for FD2-Det.

The remainder of this study is organized as follows.
Section II reviews related work. Section III describes the
methodology. Section IV presents the experimental setup.
Section V reports the results, and Section VI presents the
explainability analysis. Section VII discusses the findings and
limitations, and Section VIII concludes the study.

II. RELATED WORK

A. Pedestrian Detection Architectures

Recent pedestrian detectors pursue occlusion robustness
through attention and transformer components added to con-
volutional backbones [12]–[14]. A second line of work
targets parameter efficiency using lighter backbones and
lightweight attention modules [15]–[17]. A third line targets
low-latency inference through keypoint-based and attention-
augmented detection heads, deployed on unmanned aerial
vehicle, intelligent-transport, and general-purpose benchmarks
[18]–[22]. Across these eleven studies, evaluation is limited to
clean, in-distribution accuracy.

B. Adversarial Attacks on Object Detection

A separate body of work examines how detectors behave
under attack. Transferability studies show that adversarial
examples crafted for one network can fool another [23]. A
survey of intrusion detection notes that attacks designed for
vision are often reused in other domains [24]. In contrast,
detector-specific attacks directly perturb backbone features
and detection heads to reduce detection accuracy [25], [26].
Printable adversarial patches bridge digital and physical attack
settings, ranging from hood-mounted and vehicle-camouflage
patches to distance-adaptive clothing patches [27]–[29]. Re-
lated physical attacks have also been developed for light
detection and ranging (LiDAR) point clouds [30]. Defenses
against patches include local gradient smoothing [31] and
patch segmentation and removal for object detectors [32].
A lightweight reconstruction network based on a generative
adversarial network defends traffic-sign recognition [33]. A
separate, non-adversarial comparison shows that the YOLO
family retains more of its accuracy than Faster R-CNN under
domain transfer [34]. Consequently, it remains unclear whether
adversarial attacks or corresponding defenses remain effective
when detectors are deployed in previously unseen domains.

C. Physical Adversarial Robustness in Autonomous Driving

Beyond digital attacks, recent studies have explored phys-
ical adversarial attacks that remain effective in real-world
environments. Person-targeted physical patches include de-
formable and consensus-localized infrared designs, together
with a unified visible-infrared cross-modal patch [35]–[37]. A
projector-based traffic-sign attack further contributes a reusable
physical-validation protocol [38]. Two studies evaluate both
adversarial robustness and domain shift. Neither focuses on
object detection or frequency-domain feature learning. One
validates a limited-label robustness measure on a KITTI-
to-nuScenes shift [39]. The other evaluates a robust-policy
and saliency-detector framework under adversarial attacks and
a cloudy-to-rain weather shift [40]. Recent surveys review
physical adversarial attacks and robust statistical methods [41],
[42]. Joint evaluation of adversarial robustness and domain
shift remains limited, particularly for pedestrian detection.

D. Domain-Adaptive Object Detection

The studies below address domain shift directly through
architectural adaptation. Unsupervised domain-adaptive detec-
tors generally rely on GRL-based feature alignment [6], [43].
Variants include dynamic masking for weather shift [44],
uncertainty-guided pseudo-labeling combined with adversarial
tiling [45], energy-based curriculum learning [46], and bin-
level alignment for localization regression [47]. All four re-
viewed studies focus on domain adaptation and not on adver-
sarial robustness. In this context, “adversarial” denotes GRL-
based domain-adversarial training and not defense against
adversarial attacks.

E. Frequency-Domain Learning

Frequency-domain processing appears across the literature
in two largely separate roles. As an attack surface, spectrum-
focused and frequency-selective perturbations target modula-
tion and signal classifiers [48], [49]. As defense strategies, Fast
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Fourier Transform (FFT) and Inverse Fast Fourier Transform
(IFFT)-paired training has been shown to improve both white-
box and black-box robustness [50]. Homomorphic filtering has
also demonstrated strong defensive performance against ad-
versarial attacks [51]. Beyond adversarial defense, frequency-
domain processing has been used to improve generalization
across diverse computer vision tasks. These include blur de-
tection, illumination compensation, image fusion, hyperspec-
tral image classification, super-resolution, and other vision
applications [52]–[56]. A radio-fingerprinting study reports a
robustness-accuracy trade-off for adversarial training [57].

Frequency operations have also been placed inside network
layers. Global filter layers replace self-attention with learnable
filters applied in the Fourier domain [58]. Channel attention
has been generalized by using discrete cosine transform (DCT)
components as channel descriptors [59]. These designs are
close to the modules audited in this study. Within the reviewed
literature, frequency-domain methods have received limited
attention in object and pedestrian detection, especially as a
combined solution for adversarial defense and cross-domain
generalization.

F. Explainability in Detection

A final thread examines how detector decisions can be
interpreted and not only measured. Explainability research
includes both post hoc and intrinsic approaches. Post hoc meth-
ods have been integrated with attention-augmented YOLOv5
and federated YOLOv7 pipelines, whereas intrinsic methods
rely on prototype-based reasoning and causality-erasing mask-
ing for SHapley Additive exPlanations (SHAP) [60]–[63].
Among the reviewed studies, one targets pedestrian detection
specifically. Its evaluation is limited to a single dataset and
does not include adversarial robustness or cross-domain gen-
eralization.

G. Summary of Limitations

The central limitation identified within each thread is
summarized in Table I. Across the reviewed literature, the joint
evaluation of adversarial robustness and cross-domain gen-
eralization remains limited for pedestrian detection. Existing
studies typically address adversarial defense, domain adapta-
tion, or frequency-domain learning independently. It therefore
remains unclear whether improving robustness against physical
patches also influences generalization across domains. This
study examines the question in a controlled setting. FD2-Det
is evaluated under a four-quadrant protocol on both the source
and the target domain.

III. METHODOLOGY

This section describes FD2-Det, the patch attack formu-
lation, the training objective, the attention score, and the
asymptotic cost. The overall design is shown in Fig. 1.

A. Problem Formulation

Two factors reduce the reliability of pedestrian detectors.
First, adversarial patches placed on the body or clothing of a
pedestrian reduce detection confidence [3]. Second, a model
trained on one dataset often fails on another [5]. The causes

TABLE I. SUMMARY OF LIMITATIONS ACROSS REVIEWED RESEARCH
THREADS

Thread Representative
Works

Main Limitation

Pedestrian detection
architectures

[12]–[22] Only clean, in-distribution
evaluation

Adversarial attacks
on detection

[23]–[34] No joint evaluation of at-
tacks and domain shift

Physical robustness
in driving

[35]–[42] Only two joint studies, nei-
ther on pedestrian detection

Domain-adaptive
detection

[44]–[47] Excludes adversarial ro-
bustness

Frequency-domain
learning

[48]–[59] Limited use in detection;
defense and generalization
not combined

Explainability in
detection

[60]–[63] Single-dataset evaluation
only

are differences in scene, appearance, illumination, viewpoint,
and background.

The person images of PASCAL VOC form the labeled
source domain. WiderPerson forms the unlabeled target do-
main under the unsupervised domain adaptation (UDA) setting.
The pedestrian detector is built on the YOLOv8m architecture
[64] and is denoted by fθ(·), where θ represents the learnable
model parameters. Given an input image x, the detector
predicts a set of pedestrian bounding boxes with confidence
scores, ŷ = fθ(x).

To evaluate adversarial robustness, a universal patch δ is
applied to the torso of the largest annotated pedestrian by the
placement operation P(·). This produces the patched image
xadv = P(x, δ). The patch is optimized by projected gradient
steps in pixel space. Adam is the optimizer, and pixel values
are kept in [0, 1]. This follows the idea of the projected gradient
descent formulation [65]. The objective is to suppress the
person evidence of the patched pedestrian, as given in Eq. (1):

δ∗ = arg min
δ∈[0,1]s×s×3

Ex∼B, τ∼T

[
1

K

∑
i∈AK

ℓi(P(x, τ(δ)))

]
,

(1)

where, ℓi is the pre-sigmoid person logit of anchor i. The
set AK contains the K = 5 anchors with the highest logits
among those inside the box of the patched pedestrian. The set
B is a mini-batch of source-domain training images, and s is
the patch size. The term τ is a random rotation and rescaling
of the patch drawn from T , as described in Section IV-B.

A deployable detector must be accurate on the source
domain, robust against patches, and reliable on the target do-
main. FD2-Det combines patch-augmented training, frequency-
domain feature refinement, and domain-adversarial alignment
to meet these requirements. The study tests whether it does.
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Four-Quadrant
 Evaluation
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Q1 Q2

Q3 Q4

Multi-Objective 
Optimization

$$\mathcal{L}_{dom}$$

Domain Loss

$$\mathcal{L}_{det}$$

Detection Loss

$$\mathcal{L}_{freq}$$

Frequency
Regularization Loss

Domain-Aware 
Feature Alignment

Domain 
Classifier

GRL

Frequency-Aware 
Feature Refinement

FreqFilter

Frequency-Statistic
Channel Attention

Input Domain

 PASCAL VOC 
(labeled,
patched)

WiderPerson
(unlabeled)

Inference

Deployed
detector: 

FreqFilter +
attention

Baseline Detector 
(YOLOv8m)

Backbone

Neck

Detection Head

FD²-Det Overview

Fig. 1. Overview of FD2-Det. The framework extends YOLOv8m with Frequency-Aware Feature Refinement, Domain-Aware Feature Alignment, and
multi-objective training. Training uses clean and patched source-domain images with unlabeled target-domain images, and evaluation follows the four-quadrant

protocol.

B. Theoretical Motivation and Hypothesis

Adversarial patches occupy only a small image region.
They can still produce strong responses that disturb the learned
feature maps. Domain shift arises from differences in illumi-
nation, background, viewpoint, scale, and scene composition
between datasets. Both effects are often described as changes
in the frequency content of the input [7]. Adversarial patches
carry texture with strong high-frequency components and little
semantic content. Domain shift alters both low-frequency and
high-frequency components because of different imaging con-
ditions. A detector that relies on unstable frequency responses
may therefore be vulnerable to both.

This reasoning leads to a hypothesis and not to a con-
clusion. Suppose that robustness to patches and cross-domain
generalization share an instability in the frequency spectrum of
learned features. Then improving the stability of that spectrum
should help both. The hypothesis makes a testable predic-
tion. Modules that stabilize frequency content should improve
patched and cross-domain accuracy without reducing clean
accuracy. FD2-Det turns the hypothesis into three components
that operate on the neck features of the detector. Section V
checks the prediction experimentally, and Section VII-A dis-
cusses the outcome.

C. Overall FD2-Det Framework

FD2-Det combines frequency-aware feature refinement
with domain adaptation, as shown in Fig. 1. The detailed archi-
tecture is shown in Fig. 2. The framework adopts YOLOv8m
[64] as the baseline detector because of its balance between
accuracy and computational efficiency. The backbone archi-
tecture is not modified. Lightweight refinement modules are
inserted at the feature aggregation stage. This preserves the
original detection capability.

Training uses labeled VOC images and unlabeled Wider-
Person images. A subset of the source batches is augmented
with adversarial patches. Three modules operate on the multi-
scale YOLOv8m neck features. FreqFilter suppresses high-
frequency responses. The channel attention module emphasizes
channels with a strong low-frequency statistic. The Domain-
Aware Feature Alignment branch uses a GRL and a lightweight
domain classifier to reduce the source-target gap without
target labels. The domain classifier and the GRL exist only
during training. The deployed detector keeps FreqFilter and
the channel attention. The components are optimized jointly
with one multi-objective loss, which is given in Section III-G.
The next subsections describe each module in turn.
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D. FreqFilter Module

FreqFilter applies the reasoning of Section III-B to the fea-
ture maps of the detector. It reduces high-frequency responses
and keeps the low-frequency content. Unlike conventional
image preprocessing, the module works on the intermediate
feature maps of the YOLOv8m neck and not on the input
image. It is applied to the P3, P4, and P5 feature pyramid
outputs, as shown in Fig. 2. Features are therefore refined at
three scales, and the backbone architecture stays unchanged.

FreqFilter has three steps. The feature map is moved to
the frequency domain, a low-pass mask removes the high
frequencies, and the result is blended with the original feature
map. Given an intermediate feature map F ∈ RC×H×W ,
where C, H , and W denote the number of channels, height,
and width, the feature map is transformed into the frequency
domain using the two-dimensional real Fast Fourier Transform
(RFFT):

F̂ = Frfft2(F).

A binary low-pass mask is constructed in the normalized
frequency domain. Let u and v denote the normalized horizon-
tal and vertical frequency coordinates obtained with fftfreq
and rfftfreq. The mask is defined in Eq. (2):

Λ(u, v) =

{
1,

√
u2 + v2 ≤ r,

0, otherwise,
(2)

where, r is the cutoff radius and is fixed at 0.4. The
normalized coordinates lie between −0.5 and 0.5, so this
radius keeps about half of all spectral coefficients. It removes
mainly the highest frequencies in the diagonal directions. The
frequency representation is masked element-wise,

F̂LP = F̂⊙ Λ,

and the filtered spatial feature map is reconstructed with
the inverse real Fast Fourier Transform:

FLP = F−1
irfft2

(
F̂LP

)
.

The filtered features do not replace the original features. A
learnable residual blend is used instead, as given in Eq. (3):

F′ = F+ α (FLP − F) , (3)

where, α is a learnable scalar that controls the filtering
strength. When α = 0, the module reduces to an identity
mapping. A separate scalar with initial value 0.1 is assigned
to each of the P3, P4, and P5 feature maps. This allows the
filtering strength to differ across levels, and the module adds
only three learnable parameters. The blended features F′ are
the input of the channel attention module. The same mask also
defines the frequency regularization loss in Section III-G.

YOLOv8m Backbone
 and Neck

Frequency-Aware Feature Refinement

FreqFilter
(Radius 0.4, Learnable α)

↓
Frequency-Statistic Channel Attention

Detection Head
(P3 + P4 + P5)

Bounding Box and 
Confidence Prediction

Domain Adaptation
(P5 only, training only)

Input: Refined P5 Feature → Global Average
Pooling → Gradient Reversal Layer → Domain

Classifier → Domain Prediction 

Refined P5 Feature

Proposed FD²-Det Architecture
Input: Source images

(with patches) and
unlabeled target images

P4

P5

P3

Fig. 2. FD2-Det architecture. FreqFilter and the frequency-statistic channel
attention refine P3, P4, and P5. Only the P5 neck feature feeds the

domain-aware feature alignment branch, which is used during training only.

E. Frequency-Statistic Channel Attention

The refined feature maps still contain channels that con-
tribute unequally to the pedestrian representation. A chan-
nel attention module recalibrates the channels using a low-
frequency statistic. It follows FreqFilter at each pyramid level.
The design is related to frequency channel attention, which
uses DCT components as channel descriptors [59], and to
learnable spectral filtering [58].

The implemented computation is a spatial block statistic
and not a discrete cosine transform [66]. Let F′ ∈ RC×H×W

be the output of FreqFilter. Each channel is zero-padded to a
multiple of 8 and divided into non-overlapping 8 × 8 blocks.
The descriptor of channel c is the mean absolute activation
over the top-left 4 × 4 positions of all blocks, as given in
Eq. (4):

sc =
1

|Ω|
∑

(i,j)∈Ω

∣∣∣F ′(c)(i, j)
∣∣∣ , (4)

where, Ω = {(i, j) : (i mod 8) < 4, (j mod 8) < 4}. The
statistic is a rough proxy for low-frequency content, and this
was not verified separately.

The descriptors form the vector s = [s1, . . . , sC ]
T . A two-

layer bottleneck converts it into channel weights, as given in
Eq. (5):

a = σ (W2 ReLU (W1s)) , (5)

where, W1 ∈ Rh×C and W2 ∈ RC×h are learnable
matrices with h = max(C/4, 8). The function ReLU(·) is
the rectified linear unit, σ(·) is the sigmoid function, and
a ∈ [0, 1]C . The refined feature map is F

(c)
ATT = acF

′(c). The
module is applied at P3, P4, and P5 with 192, 384, and 576
channels.
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F. Domain-Aware Feature Alignment

Frequency-aware refinement does not remove the effect of
domain shift. A Domain-Aware Feature Alignment branch is
therefore attached to the P5 feature map of the YOLOv8m
neck, as shown in Fig. 2. P5 is selected because it carries rich
semantic information with low spatial redundancy. The branch
reads the P5 feature before FreqFilter and the attention, so
the frequency modules are not part of the alignment path. Let
FP5 ∈ RC×H×W denote this P5 feature map. Global Average
Pooling (GAP) aggregates it into a compact descriptor,

z = GAP(FP5) , z ∈ RC .

The descriptor passes through the GRL [43] before it
enters the domain classifier. The GRL acts as an identity
mapping in the forward pass and reverses the gradient in the
backward pass. The reversal coefficient increases gradually
during training, following [43], as given in Eq. (6):

zGRL = z,
∂L
∂z

= −λ
∂L

∂zGRL
,

λ(p) =
2

1 + exp(−10p)
− 1,

(6)

where, λ is the gradient reversal coefficient and p ∈ [0, 1]
denotes the normalized training progress. The GRL output is
fed to a lightweight domain classifier,

pd = Softmax (fd (zGRL)) ,

which predicts the source or target domain and is trained
with the cross-entropy loss in Eq. (7):

Ldom = − 1

N

N∑
i=1

2∑
c=1

yic log (pic) , (7)

where, N is the number of images in the combined source
and target batch, yic is the one-hot domain label (source 0,
target 1), and pic is the predicted probability of domain c. The
classifier has the layers 576 → 256 → 64 → 2 with dropout
of 0.5.

The detector is intended to learn domain-invariant features
through the reversed gradient without target annotations. The
target images also pass through the shared network, so they
update the batch-normalization statistics as well.

G. Multi-Objective Training

FD2-Det jointly optimizes pedestrian detection, domain
adaptation, and frequency-aware feature refinement in an end-
to-end framework. The procedure is summarized in Algo-
rithm 1. Each iteration samples labeled source images and
unlabeled target images. A subset of the source batches is
patched with textures from a fixed bank of training patches,
and the remaining batches stay clean.

Algorithm 1 Multi-Objective Training of FD2-Det

Require: Labeled source images Xs with labels Ys, unla-
beled target images Xt, bank of training patches Dtr,
starting checkpoint

Ensure: Trained FD2-Det detector
1: Load the starting checkpoint and add FreqFilter, the chan-

nel attention, and the domain branch.
2: for each epoch do
3: for each iteration do
4: Sample a source batch (8 images) and a target batch

(4 images).
5: With probability 0.5 for the whole batch, paste one

patch drawn from Dtr on the largest pedestrian of each
source image.

6: Compute Ldet on the source batch.
7: Compute Ldom on the pooled P5 descriptors of

both batches.
8: Compute Lfreq and Ltotal.
9: Update the parameters by backpropagation.

10: end for
11: end for
12: return the weights of the final epoch.

The detection loss Ldet = Lbox+Lcls+Ldfl is the standard
YOLO loss. It sums the box-regression, classification, and Dis-
tribution Focal Loss (DFL) terms. The domain classifier uses
the cross-entropy loss of Eq. (7). A frequency regularization
loss penalizes the residual high-frequency energy that remains
after FreqFilter at the P5 level, computed outside the low-pass
mask Λ of Eq. (2), as given in Eq. (8):

Lfreq =
1

BC HW

B∑
b=1

C∑
c=1

∑
u,v

∣∣∣F̂′
b,c(u, v)

∣∣∣2 (1− Λ(u, v)
)
,

(8)

where, F̂′
b,c is the RFFT of channel c of the blended P5

feature F′ of Eq. (3) for image b of the source batch. The terms
B, C, H , and W are the batch size, the number of channels,
and the height and width of that feature. The overall objective
is given in Eq. (9):

Ltotal = Ldet + λdomLdom + λfreqLfreq, (9)

with λdom = 0.1 and λfreq = 0.01 fixed across all
experiments. All modules share the backbone features and are
optimized through a single backpropagation pass.

H. Attention Activation Score

Detection metrics such as AP do not show where the de-
tector focuses. The AAS, shown in Fig. 3, measures the share
of Grad-CAM activation [11] that falls inside the ground-truth
pedestrian boxes. Grad-CAM is computed in evaluation mode
on the deployed network, with FreqFilter and the attention
active. The map is taken at the neck level (P3, P4, or P5) that
produced the top-scoring detection, and the score is the highest
person confidence in the image. A map is computed only if
this confidence is at least 0.05.
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Normalized Grad-CAM map 
G (person score)

+ Ground-truth pedestrian
boxes (binary mask M)

Attention Activation Score

$$ AAS=\frac{\sum_{i,j}G(i,j)\,M(i,j)}{\sum_{i,j}G(i,j)+\varepsilon} $$

Attention Activation Score (AAS)
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images:

AAS_body: patch region removed
from numerator and denominator

patch share: fraction of Grad-CAM
energy on patch

Score Summary:

Mean over images, 95% bootstrap
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123)

Fig. 3. Attention Activation Score (AAS) and its patch-aware variants. The
score is the share of normalized Grad-CAM energy that falls inside the

ground-truth pedestrian boxes.

Let G ∈ RH×W denote the normalized Grad-CAM map
and M ∈ {0, 1}H×W the binary mask of the ground-truth
pedestrian boxes, where M(i, j) = 1 inside a pedestrian box.
The AAS is the fraction of activation energy inside the mask,
as given in Eq. (10):

AAS =

H∑
i=1

W∑
j=1

G(i, j)M(i, j)

H∑
i=1

W∑
j=1

G(i, j) + ε

, (10)

where, ε ensures numerical stability and AAS ∈ [0, 1].
Higher values indicate attention concentrated on pedestrians.

The patch lies inside the pedestrian box, so attention on
the patch also raises the score. Two patch-aware variants are
therefore used on patched images. In AASbody, the patch
region is removed from both the numerator and the denomina-
tor. The patch share is the fraction of the Grad-CAM energy
that lies on the patch. The AAS is computed for each image
and summarized by the mean and 95% bootstrap confidence
intervals.

I. Computational Complexity

FD2-Det adds three groups of operations. FreqFilter re-
quires an FFT-based refinement of cost O(HW log(HW )) per
channel at the P3, P4, and P5 maps. The channel attention costs
O(CHW ). The alignment branch costs O(Cd) on the pooled
P5 feature, where d is the hidden width, and it is used during
training only. The overall complexity equals that of YOLOv8m
plus these terms. The measured parameters, operations, latency,
and training time are reported in Section V-H.

IV. EXPERIMENTAL SETUP

This section describes the datasets, implementation details,
threat model, evaluation protocol, and baselines used to assess

TABLE II. OVERVIEW OF THE DATASETS USED IN THIS STUDY

Property PASCAL VOC WiderPerson

Source [8] [9]
Domain role Labeled source domain Unlabeled target

domain (UDA)
Training images 1,948 (VOC2007 train-

val, with persons)
900 unlabeled (sampled
from the training split)

Evaluation
images

1,962 (VOC2007 test) 900 labeled (validation
split)

Retained class Person (difficult
excluded, area
≥ 32× 32 px)

Pedestrian

Resolution 640× 640 (resized) 640× 640 (resized)
Key characteris-
tics

Clean annotations, mod-
erate scene complexity

Severe occlusion,
variable scale, dense
crowds, urban scenes

Used for Training and evaluation
(Q1, Q2)

Adaptation and evalua-
tion (Q3, Q4)

FD2-Det.

A. Datasets

Two public datasets are used, PASCAL VOC [8] and
WiderPerson [9]. They differ in scene composition, pedestrian
appearance, and background, which suits a study of domain
shift. Both datasets and their roles are summarized in Table II.

PASCAL VOC is the labeled source domain. Only the per-
son class is kept, and objects marked as difficult are excluded.
Boxes with an area below 32×32 pixels in the original image
are removed. The starting checkpoint was trained with the
Ultralytics pipeline on the person images of VOC2007 and
VOC2012 trainval and validated on VOC2007 test. All fine-
tuned detectors use the VOC2007 trainval images that contain
at least one person for training. The VOC2007 test images are
used for Q1 and Q2.

WiderPerson is the unlabeled target domain. The copy
used here is in single-class YOLO format and has 7,199
training, 900 validation, and 900 test images. The adaptation
set consists of 900 unlabeled images sampled from the training
split with seed 0. The evaluation set consists of the 900 labeled
validation images. The two sets are disjoint, and no target
labels are used in training. The evaluation images contain
27,063 annotated pedestrians, which is about 30 pedestrians
per image. All images are resized to 640 × 640 pixels, and
the boxes are rescaled accordingly. The data loaders output
ImageNet-normalized tensors. The FD2-Det wrapper reverses
this normalization internally. All detectors therefore receive
pixel values in [0, 1], as the starting weights expect.

The main comparison is repeated with the seeds 42, 123,
and 777. Results are reported as mean and sample standard
deviation (SD) over the three runs. The ablation, the attention
analysis, and the adaptive attacks use one seed, as stated where
they are reported.

Each iteration uses 8 source images (244 iterations per
epoch), and 4 unlabeled target images are added when the
domain branch is active. The backbone is optimized with
stochastic gradient descent (SGD) with a learning rate of 10−3,
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momentum of 0.937, weight decay of 5× 10−4, and Nesterov
momentum. The auxiliary modules use Adam at a learning rate
of 10−3. The learning rate follows cosine annealing down to
10−5, and the gradient norm is clipped at 10. Augmentation
consists of a random horizontal flip, applied to the image and
the boxes together, and color jitter. The patch augmentation
of Section III-G is added. The weights of the final epoch are
used, and no model selection is performed on target data.

B. Threat Model

This study considers universal adversarial patches as the
primary threat. A patch is a localized perturbation that misleads
the detector and alters only a small image region. Such attacks
can be realized as printed stickers or wearable patterns. The
patch has a size of 128 × 128 pixels, which is 20% of the
image width. It is pasted on the torso of the largest annotated
pedestrian. The top-left corner is placed at (cxW −s/2, (cy−
0.1 bh)H − s/2) and clamped to the image, where (cx, cy) is
the normalized box center, bh is the normalized box height,
and s is the patch size.

The patch is optimized with Eq. (1) using Adam with a
step size of 8/255 on raw pixel values in [0, 1]. Optimization
runs for 400 iterations, and each iteration uses a fresh batch of
8 training images. The random transformation τ is a rotation
of ±15◦ and a scaling between 0.9 and 1.1, applied during
optimization only. Three patch sets are used:

1) Training patches: 8 patches (seeds 0 to 7) crafted on
the stock YOLOv8m. They are used for the patch
augmentation.

2) Black-box test patches: 5 patches (seeds 1000 to
1004), also crafted on the stock YOLOv8m and
disjoint from the training patches. The attacker has
no access to the weights of the evaluated detectors.
The stock detector and the evaluated detectors share
the same pretrained initialization, so the black-box
setting is partial. These patches define Q2 and Q4
and are cycled over batches.

3) White-box adaptive patches: 3 patches for each evalu-
ated model (seeds 2000 to 2002), optimized directly
against that model. They are used for the seed-123
models only.

A uniform random-noise patch of the same size serves as
a control. A size sweep uses patches of 80 and 160 pixels
(3 patches each, seeds 1000 to 1002). At test time, patches
are pasted without jitter. The training and test patches come
from the same generator, which is a limitation discussed in
Section VII-C.

C. Evaluation Protocol

FD2-Det is evaluated with a protocol that assesses detection
accuracy, adversarial robustness, and cross-domain generaliza-
tion within one setting, as shown in Fig. 4. Each detector is
trained once and evaluated on clean and patched images from
the source domain (Q1 and Q2) and from the target domain
(Q3 and Q4).

The comparison of Q1 and Q2 measures robustness against
patches within the source domain. The comparison of Q1
and Q3 measures cross-domain generalization. Q4 combines

Test Conditions

Clean Adversarial

PASCAL 
VOC

(source, labeled)

WiderPerson
(target, unlabeled)

Q1 Q2

Q3 Q4

Quadrant Description

Quadrant Meaning

Q1 Source Clean

Q2 Source Patched

Q3

Q4 Target Patched

Detection (all four quadrants): AP50, AP50:95, precision, recall
Robustness: relative AP50 drop (Q1 to Q2, Q3 to Q4); targeted
attack success (Q2, VOC only) 
Generalization: clean domain gap (Q1 to Q3)
Attention (seed 123): AAS (Q1 to Q4); AAS<sub>body</sub> and
patch share (Q2 and Q4)

Four-Quadrant Evaluation Protocol

Target Clean

Evaluation Metrics

Fig. 4. Four-quadrant evaluation protocol. Detectors are evaluated on clean
and patched images from the source domain (PASCAL VOC) and the target
domain (WiderPerson). The metric groups list the quantities computed for

each comparison.

domain shift and patch attack and is the most demanding
scenario.

Detection quality is measured by AP50 with 101-point
COCO interpolation. Detections are kept down to a confidence
of 0.001, with a non-maximum suppression (NMS) IoU of
0.7 and at most 300 detections per image. AP50:95 is the
mean AP over the ten COCO IoU thresholds from 0.5 to 0.95.
Precision and recall are reported at a confidence of 0.25 and
an IoU of 0.5. The task has one class, so AP equals the mean
average precision (mAP). The evaluator was validated against
pycocotools on synthetic detections.

Robustness and generalization are measured by three quan-
tities, as given in Eq. (11), (12), and (13):

∆rel =
AP50clean −AP50patched

AP50clean
, (11)

Γdom =
AP50Q1 −AP50Q3

AP50Q1
, (12)

Satt =
|Vmiss|
|V|

. (13)

Here, ∆rel is the relative AP50 drop under attack within
one domain, and Γdom is the clean domain gap. Both are
expressed in percent in the tables. The targeted attack success
Satt is measured on the first 240 VOC test images. The set V
contains the images in which the largest pedestrian is detected
on the clean image (confidence at least 0.25, IoU at least 0.5),
and Vmiss ⊆ V contains those in which it is no longer detected
after the patch. About 215 to 231 images are valid per model.
The absolute drop in AP50 is not used, because it depends on
the level of the clean score.

Statistical comparison uses the sample SD over three
seeds and paired t-tests on the per-seed differences. An exact
Wilcoxon signed-rank test cannot give p < 0.25 with three
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pairs, so it is not used for AP50. An image-level paired
bootstrap with 150 resamples is added for the seeds 123 and
777, and it reports 95% confidence intervals (CI).

The AAS analysis uses the seed-123 models of three
configurations. These are A-matched, A-PAT, and FD2-Det, as
defined in Section IV-D. The first 230 test images are scanned
per condition (VOC and WiderPerson, clean and patched with
the black-box patches). The CI come from 1,000 bootstrap
resamples. Paired differences are tested with the two-sided
Wilcoxon signed-rank test. About 24 comparisons are made
without correction, so the AAS results are exploratory.

D. Baselines

All detectors are YOLOv8m models with one class, the
same starting checkpoint, and the same training budget. The
variants and their components are listed in Table VIII, and
their results are given in Section V-F. A-matched is the equal-
budget baseline. It uses the same pipeline as FD2-Det. The
blending coefficient is fixed at zero, the attention is bypassed,
and no target images are used. A-PAT adds patch augmentation
training (PAT) only. A-PAT+GRL adds the domain branch to
A-PAT. The full FD2-Det uses all components. Four ablation
variants remove one component at a time from the full model.

V. RESULTS

This section reports the results of the four-quadrant evalu-
ation. All scores are AP50 with 101-point interpolation unless
stated otherwise. Patched images use the black-box test patches
described in Section IV-B. Three configurations are compared
throughout, namely A-matched, A-PAT, and FD2-Det, as de-
fined in Section IV-D. The main results and the cross-domain
gap are presented first. Robustness to black-box and white-box
patches, the paired statistics, the ablation, the training budget,
and the computational cost follow.

A. Four-Quadrant Main Results

The four-quadrant results are reported in Table III and
Fig. 5(a) as mean and sample SD over three seeds. A-
matched reaches 0.920 on clean VOC (Q1) and 0.388 on
clean WiderPerson (Q3). Patch training alone leaves both clean
scores unchanged (0.922 and 0.386). It raises AP50 on patched
VOC from 0.783 to 0.906 (Q2) and on patched WiderPerson
from 0.349 to 0.373 (Q4). FD2-Det improves over A-matched
only under attack on VOC (Q2: 0.884 versus 0.783). It is lower
on the other three quadrants. FD2-Det is lower than A-PAT on
all four quadrants, as shown in Table VI. AP50:95 gives the
same ordering, as reported in Table IV.

B. Cross-Domain Performance Analysis

The clean domain gap Γdom is 57.9±0.3% for A-matched
and 58.1±0.6% for A-PAT. It is larger for FD2-Det, at 63.2±
0.3%, as reported in Table V. Patch training therefore does
not change the gap, and the full model enlarges it by about
5 points. The lower target AP50 of FD2-Det comes mainly
from lower recall at a confidence of 0.25 (0.254 versus 0.322
for A-matched on Q3). Its precision at the same threshold is
slightly higher (0.805 versus 0.794).

For reference, the stock COCO-pretrained YOLOv8m with-
out fine-tuning reaches 0.918 on Q1 and 0.518 on Q3 in a
single clean evaluation, as listed in Table III. The starting
checkpoint reaches 0.885 and 0.469. Fine-tuning on the VOC
person images thus reduces target accuracy relative to the stock
detector.

C. Robustness to Black-Box Patches

Robustness is summarized in Table V and Fig. 5(b). With-
out patch training, the black-box patch removes 14.9% of the
VOC AP50 and 9.9% of the WiderPerson AP50. It hides the
largest pedestrian in 22.7% of the images, against 20.5% for a
random patch of the same size. With patch training, the relative
drops fall to 1.6% and 3.4%, and the attack success falls
to 3.1%. FD2-Det behaves like A-PAT in this respect (1.6%,
3.5%, and 5.0%). For the undefended detector, the optimized
patch exceeds the random patch by only 2.2 points of attack
success.

D. Paired Statistical Comparison

With three seeds, the evidence is assessed with paired t-
tests on the per-seed differences. The image-level bootstrap
supports the seeds 123 and 777, and Table VI lists both tests.
Patch training changes the clean scores by less than the seed-
to-seed spread (+0.001 on Q1, −0.002 on Q3). It improves
both patched quadrants in every seed (+0.123 on Q2, p =
0.017; +0.024 on Q4, p = 0.007). FD2-Det is lower than A-
PAT on all four quadrants in every seed (p ≤ 0.027).

In the bootstrap, all 16 intervals of the FD2-Det differences
exclude zero. The A-PAT gains on Q2 and Q4 exclude zero
in both seeds, and the clean differences on Q1 include zero
in both seeds. On Q3, the interval excludes zero for seed 123
only.

E. Breadth of the Threat Model

The seed-123 models were also evaluated with black-box
patches of 80, 128, and 160 pixels and with white-box patches
optimized against each evaluated detector. The results are listed
in Table VII. Black-box patches of 80 and 160 pixels are
barely more harmful than random patches of the same size.
For A-matched, the attack success is 13.2% against 11.0% at
80 pixels and 28.1% against 25.4% at 160 pixels. The patch-
trained detectors remain far less affected than A-matched at
160 pixels (10.2% for A-PAT and 14.1% for FD2-Det versus
28.1%).

Adaptive attacks change the picture. White-box patches
hide the largest pedestrian in 85.1%, 60.6%, and 75.0% of
the images for A-matched, A-PAT, and FD2-Det. They reduce
the VOC AP50 from 0.912, 0.914, and 0.892 to 0.521, 0.620,
and 0.582. These adaptive results rely on one seed and three
patches per model.

F. Ablation Study

The ablation in Table VIII and Fig. 5(c) removes one
component at a time from the full FD2-Det. All variants use
seed 42. The seed-to-seed standard deviation of the main
comparison is 0.010 to 0.016 on Q1 and 0.001 to 0.008
on Q3. Differences below roughly 0.01 are therefore not
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TABLE III. MAIN FOUR-QUADRANT RESULTS (AP50, MEAN ± SAMPLE SD OVER SEEDS 42, 123, AND 777)

Model Q1 (clean VOC) Q2 (patched VOC) Q3 (clean Wider) Q4 (patched Wider)

Stock YOLOv8m, no fine-tuninga 0.918 N/A 0.518 N/A
Starting checkpointa 0.885 N/A 0.469 N/A

A-matched 0.920 ± 0.013 0.783 ± 0.013 0.388 ± 0.008 0.349 ± 0.002
A-PAT 0.922 ± 0.016 0.906 ± 0.015 0.386 ± 0.001 0.373 ± 0.002
FD2-Det 0.898 ± 0.010 0.884 ± 0.012 0.330 ± 0.006 0.319 ± 0.005

a. Single clean evaluation with seed 42. Patched scores are not available for these two rows. Bold marks the best score
when the gap to the next model is larger than the seed spread.

TABLE IV. AP50:95, RECALL, AND PRECISION (CONFIDENCE 0.25, IOU 0.5; MEAN ± SAMPLE SD OVER THREE SEEDS)

Model Q1 Q2 Q3 Q4

AP50:95
A-matched 0.662 ± 0.028 0.544 ± 0.005 0.149 ± 0.004 0.133 ± 0.003
A-PAT 0.668 ± 0.032 0.653 ± 0.029 0.148 ± 0.002 0.144 ± 0.002
FD2-Det 0.642 ± 0.027 0.629 ± 0.026 0.131 ± 0.002 0.128 ± 0.003

Recall
A-matched 0.895 ± 0.017 0.756 ± 0.010 0.322 ± 0.005 0.288 ± 0.003
A-PAT 0.897 ± 0.017 0.876 ± 0.016 0.318 ± 0.005 0.308 ± 0.005
FD2-Det 0.848 ± 0.012 0.823 ± 0.012 0.254 ± 0.003 0.244 ± 0.002

Precision
A-matched 0.834 ± 0.012 0.779 ± 0.007 0.794 ± 0.031 0.768 ± 0.018
A-PAT 0.829 ± 0.023 0.820 ± 0.020 0.786 ± 0.019 0.774 ± 0.015
FD2-Det 0.862 ± 0.010 0.853 ± 0.014 0.805 ± 0.022 0.793 ± 0.018

TABLE V. ROBUSTNESS (MEAN ± SD OVER THREE SEEDS). RELATIVE DROP IS (CLEAN − PATCHED) / CLEAN OF AP50. ATTACK SUCCESS IS THE
SHARE OF IMAGES IN WHICH THE LARGEST PEDESTRIAN IS NO LONGER DETECTED

Relative drop (%) Clean domain Attack success (%)
Model VOC Wider gap (%) Random patch Optimized patch

A-matched 14.9 ± 2.6 9.9 ± 2.1 57.9 ± 0.3 20.5 ± 3.6 22.7 ± 4.5
A-PAT 1.6 ± 0.1 3.4 ± 0.4 58.1 ± 0.6 3.7 ± 0.9 3.1 ± 0.5
FD2-Det 1.6 ± 0.3 3.5 ± 0.6 63.2 ± 0.3 6.2 ± 0.8 5.0 ± 1.0

TABLE VI. PAIRED COMPARISON OF AP50. TOP: MEAN DIFFERENCE OVER THREE SEEDS WITH PAIRED t-TEST p-VALUE IN PARENTHESES. BOTTOM:
IMAGE-LEVEL BOOTSTRAP DIFFERENCE WITH 95% CI FOR SEEDS 123 AND 777

Comparison Seed Q1 Q2 Q3 Q4

A-PAT − A-matched 3 seeds +0.001 (0.62) +0.123 (0.017) −0.002 (0.74) +0.024 (0.007)
FD2-Det − A-matched 3 seeds −0.022 (0.008) +0.101 (0.020) −0.058 (0.002) −0.031 (0.013)
FD2-Det − A-PAT 3 seeds −0.023 (0.027) −0.023 (0.010) −0.056 (0.002) −0.054 (0.003)

A-PAT − A-matched
123 +0.0017 [−0.0023, +0.0072] +0.1117 [+0.1004, +0.1214] +0.0036 [+0.0004, +0.0080] +0.0258 [+0.0222, +0.0314]
777 −0.0026 [−0.0070, +0.0022] +0.1025 [+0.0920, +0.1129] +0.0013 [−0.0027, +0.0064] +0.0198 [+0.0163, +0.0261]

FD2-Det − A-matched
123 −0.0197 [−0.0265, −0.0123] +0.0881 [+0.0771, +0.0986] −0.0573 [−0.0622, −0.0505] −0.0334 [−0.0376, −0.0259]
777 −0.0201 [−0.0244, −0.0125] +0.0842 [+0.0725, +0.0940] −0.0539 [−0.0596, −0.0471] −0.0346 [−0.0396, −0.0276]

FD2-Det − A-PAT
123 −0.0214 [−0.0278, −0.0152] −0.0236 [−0.0290, −0.0174] −0.0609 [−0.0660, −0.0533] −0.0592 [−0.0642, −0.0529]
777 −0.0175 [−0.0229, −0.0099] −0.0183 [−0.0247, −0.0116] −0.0553 [−0.0625, −0.0486] −0.0544 [−0.0598, −0.0475]

TABLE VII. THREAT-MODEL BREADTH FOR THE SEED-123 MODELS. ATTACK SUCCESS IN PERCENT (RANDOM-PATCH CONTROL IN PARENTHESES)
AND AP50 ON ATTACKED VOC TEST IMAGES. CLEAN AP50 IS 0.912, 0.914, AND 0.892

A-matched A-PAT FD2-Det
Attack Success (control) AP50 Success (control) AP50 Success (control) AP50

Black-box, 80 px 13.2 (11.0) 0.849 4.4 (5.3) 0.906 5.5 (5.9) 0.885
Black-box, 128 px 21.5 (18.0) 0.787 3.1 (4.4) 0.899 5.9 (6.4) 0.875
Black-box, 160 px 28.1 (25.4) 0.738 10.2 (11.5) 0.860 14.1 (13.2) 0.828
White-box, 128 px 85.1 (18.0) 0.521 60.6 (4.4) 0.620 75.0 (6.4) 0.582
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Fig. 5. Evaluation of the three configurations. (a) Four-quadrant AP50 (bars: mean ± SD, dots: individual seeds). (b) Relative AP50 drop under the black-box
patch. (c) Ablation at seed 42: change in AP50 when one component is removed from the full FD2-Det (the labels DCT attn. and FF+DCT denote the channel
attention and the removal of both frequency modules, which is the variant A-PAT+GRL). (d) Held-out AP50 during training (300 VOC test images, seed 42),

including a 20-epoch run of A-matched.

interpretable. Removing patch training collapses the robustness
(Q2 −0.116, attack success 26.7%). Removing the domain-
adversarial branch is the only change that improves clean
accuracy substantially (Q1 +0.031, Q3 +0.056), and it returns
the model to the level of A-PAT. Removing the frequency filter
(+0.004 on Q1 and +0.016 on Q3), the channel attention
(+0.009 and +0.001), or both (A-PAT+GRL against the full
model, +0.005 and +0.008) gives small changes. Only the Q3
change for the frequency filter is about twice the Q3 spread,
and it favors removal. The frequency components therefore
show no measurable gain in this setting. This evidence comes
from one seed.

G. Training Budget and Convergence

All fine-tuned detectors start from the same YOLOv8m
checkpoint and receive 10 further epochs with identical opti-
mizers and schedules. The configurations therefore have the
same number of epochs and iterations. FD2-Det processes
more images per iteration because of the target batch, so its
compute is not identical. The monitoring AP50 of A-matched

stops rising after epoch 7, with values between 0.913 and
0.917, as shown in Fig. 5(d). Doubling the fine-tuning to 20
epochs does not improve A-matched in-domain (Q1 0.924
versus 0.936 at seed 42, within the seed spread of 0.013).
It lowers the target-domain accuracy (Q3 0.353 versus 0.397,
about five seed SD). A-matched shows no sign of being under-
trained at 10 epochs.

H. Computational Cost

The deployed FD2-Det has 26.116 M parameters, which
is 1.0% more than the 25.857 M of the YOLOv8m baseline,
as listed in Table IX. The counted computation is 78.68 giga
floating-point operations (GFLOPs) for both models, which
is twice the number of multiply-accumulate operations. The
profiler does not count the Fourier transform operations, so
an analytic estimate of 0.12 GFLOPs is added for them. This
gives about 78.80 GFLOPs (+0.15%). The measured latency
rises from 21.67 ms to 22.78 ms, an increase of about 5%.
The operation count therefore understates the real overhead.
A likely reason is that the transforms, the pooling, and the
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TABLE VIII. MODEL VARIANTS, THEIR COMPONENTS, AND ABLATION RESULTS AT SEED 42 (AP50 AND TARGETED ATTACK SUCCESS UNDER THE
BLACK-BOX PATCH)

Components AP50

Variant FreqFilter Attention GRL PAT Q1 Q2 Q3 Q4 Attack success (%)

A-matched × × × × 0.936 0.768 0.397 0.349 27.6
A-PAT × × × ✓ 0.940 0.924 0.388 0.375 2.6
A-PAT+GRL × × ✓ ✓ 0.915 0.898 0.344 0.327 5.9

FD2-Det (full) ✓ ✓ ✓ ✓ 0.910 0.898 0.336 0.325 4.0
w/o FreqFilter × ✓ ✓ ✓ 0.914 0.899 0.351 0.334 4.5
w/o attention ✓ × ✓ ✓ 0.919 0.900 0.337 0.329 3.7
w/o GRL ✓ ✓ × ✓ 0.941 0.924 0.392 0.376 2.6
w/o PAT ✓ ✓ ✓ × 0.916 0.782 0.327 0.290 26.7

TABLE IX. COMPLEXITY OF FD2 -DET AND THE YOLOV8M
BASELINE

Model Params (M) GFLOPs Latency (ms)

YOLOv8m baseline 25.857 78.68 21.67 ± 0.15

FreqFilter (×3) 3 parameters ≈0.12a N/A
Channel attention (×3) +0.2595 <0.01 N/A
Domain classifier +0.1643 N/A N/A

FD2-Det (training) 26.281 (+1.6%) N/A N/A
FD2-Det (deployed) 26.116 (+1.0%) 78.80a (+0.15%) 22.78 ± 0.13 (+5%)

small attention layers run as many small GPU kernels. This
explanation is a hypothesis and was not measured separately.
Latency covers the network forward pass only, without pre-
processing or non-maximum suppression. It was measured on
one Tesla T4 GPU with batch size 1, 640 × 640 input, and
32-bit floating point precision, using 200 timed iterations after
50 warm-up iterations. Training takes about 50% more time
per epoch when the unlabeled target pass is active.

I. Key Observations

Patch augmentation gives most of the robustness to black-
box patches and costs no clean accuracy. The domain-
adversarial branch lowers clean accuracy on both domains,
and the frequency modules show no measurable gain. Black-
box surrogate patches are only slightly stronger than random
occluders, while white-box patches defeat all detectors.

VI. EXPLAINABILITY ANALYSIS

This section analyzes the attention behavior of the detectors
with Grad-CAM visualizations and the AAS. The analysis uses
the seed-123 models of A-matched, A-PAT, and FD2-Det.

A. Grad-CAM Qualitative Analysis

The AAS cannot separate attention on the pedestrian body
from attention on the patch inside the same box. Grad-CAM
maps are therefore examined as complementary qualitative
evidence. The maps for A-matched and FD2-Det on clean and
patched images are shown in Fig. 6. The maps of A-PAT are
not shown, so the figure does not cover the effect of patch
training that appears in the AAS values.

In the first VOC example, both detectors place part of the
activation on the pedestrians and part on the background and

the animal. In the second VOC example, the strongest acti-
vation lies outside the pedestrian box for both detectors. The
patch region receives little activation in all patched examples.
In the crowded WiderPerson examples, the maps are weak
or diffuse and often lie in regions without pedestrians. FD2-
Det does not show visibly more concentrated activation than
A-matched. The examples are not selected by a quantitative
criterion.

B. Quantitative Attention Results

The AAS values are reported in Table X. Each cell uses
the images that are valid for all three models in that condition
(228, 212, 223, and 225 images). The absolute values are low
for all models, between 0.25 and 0.34. FD2-Det has the lowest
or an equal AAS in every condition. On clean VOC, its AAS
is lower than that of A-matched by 0.029 (95% CI −0.050 to
−0.008, p = 0.007) and lower than that of A-PAT by 0.039
(CI −0.059 to −0.020, p < 0.001). On clean WiderPerson,
it is lower than A-matched by 0.049 (CI −0.075 to −0.021,
p < 0.001) and equal to A-PAT (−0.007, p = 0.95).

A-PAT differs from A-matched in a few conditions. On
patched VOC, its AAS is higher by 0.031 (CI 0.003 to 0.057,
p = 0.035), and its AASbody is higher by 0.038 (CI 0.013 to
0.062, p = 0.006). On clean and patched WiderPerson, it is
lower by 0.042 (p < 0.001) and 0.028 (p = 0.018). On patched
images, the share of Grad-CAM energy on the patch is small
for all models (1.4% to 3.0%) and lower for the patch-trained
models. On VOC, it is 0.019 for A-PAT and 0.014 for FD2-
Det, against 0.030 for A-matched (p ≤ 0.002). The bootstrap
intervals and the Wilcoxon tests disagree for three patch-share
differences, and these are treated as inconclusive. All p-values
are uncorrected, and the results come from one seed.

VII. DISCUSSION

A. Do Robustness and Generalization Conflict or Reinforce
Each Other?

The results answer the central question in three parts. First,
patch augmentation shows no conflict between the two goals.
It raises patched accuracy on both domains (Q2 +0.123, Q4
+0.024) and leaves clean accuracy unchanged (Q1 +0.001,
Q3 −0.002). Second, the proposed modules do not link the
two goals. FD2-Det is below A-PAT on all four quadrants.
Third, the domain branch is the only component that trades
one quantity against another. It keeps the patch robustness and
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A-matched, clean A-matched, patched FD2-Det, clean FD2-Det, patched

Fig. 6. Grad-CAM maps of the seed-123 models. Rows 1 and 2 show VOC images, and rows 3 and 4 show WiderPerson images. The columns show
A-matched and FD2-Det on clean and patched images. Green boxes mark the ground-truth pedestrians. The maps are taken at the neck level that produced the

top-scoring detection.

TABLE X. ATTENTION ACTIVATION SCORE OF THE SEED-123 MODELS: MEAN AND 95% BOOTSTRAP CI OVER THE IMAGES VALID FOR ALL THREE
MODELS (N = 228, 212, 223, AND 225)

Metric Model VOC clean VOC patched Wider clean Wider patched

AAS
A-matched 0.289 [0.252, 0.326] 0.314 [0.275, 0.349] 0.296 [0.269, 0.324] 0.276 [0.251, 0.304]
A-PAT 0.300 [0.263, 0.339] 0.344 [0.305, 0.385] 0.254 [0.224, 0.282] 0.248 [0.222, 0.275]
FD2-Det 0.261 [0.226, 0.299] 0.295 [0.257, 0.334] 0.247 [0.222, 0.272] 0.246 [0.220, 0.271]

AASbody

A-matched N/A 0.296 N/A 0.265
A-PAT N/A 0.333 N/A 0.237
FD2-Det N/A 0.287 N/A 0.237

Patch share
A-matched N/A 0.030 N/A 0.022
A-PAT N/A 0.019 N/A 0.020
FD2-Det N/A 0.014 N/A 0.016

lowers the clean accuracy. The data therefore do not support
the hypothesis of Section III-B that a shared frequency mech-
anism improves both goals. They support a weaker statement.
The two goals do not conflict when patch augmentation is used.
The expected and the observed effect of each component are

compared in Table XI.

The matched baseline never sees patches during fine-
tuning. The random-patch control (20.5%) shows that most of
the damage from the black-box patch comes from occlusion
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TABLE XI. EXPECTED AND OBSERVED EFFECT OF EACH COMPONENT

Component Expected effect Observed effect

Patch augmen-
tation

Lower drop under
patches at no clean
cost

Relative AP50 drop from 14.9%
to 1.6% on VOC and from 9.9%
to 3.4% on WiderPerson; clean
AP50 unchanged (Q1 +0.001, Q3
−0.002)

FreqFilter Better patched
and cross-domain
accuracy

No measurable gain (removal gives
Q1 +0.004, Q3 +0.016, one
seed)

Channel atten-
tion

Better patched
and cross-domain
accuracy

No measurable gain (removal gives
Q1 +0.009, Q3 +0.001, one
seed)

GRL domain
branch

Better target-domain
accuracy

Lower clean accuracy against A-
PAT (Q1 −0.023, Q3 −0.056);
removal restores the A-PAT level

and not from the optimized texture. Patch training probably
removes most of the effect because it exposes the detector to
large occluders on the torso. This explanation was not isolated.
A baseline trained with random occluders would be needed to
separate occlusion robustness from patch-specific robustness.
White-box patches defeat all three detectors. They are opti-
mized against the exact weights of each model, so they can find
textures that the fixed training patches do not cover. Training
with patches from one generator is not adversarial training
against an adaptive attacker. The domain branch lowers clean
accuracy on both domains. Three explanations are possible,
and none was tested. The unlabeled target batches contain
only four images per step and update the batch-normalization
statistics. Alignment of a globally pooled descriptor may not
align object-level features. The loss weight and the reversal
schedule were also not tuned. The frequency components show
no measurable gain in this setting. Both modules are close to
existing designs [58], [59], so no claim of novelty is made for
them. The contribution of this study is the controlled audit.

B. Evaluation Safeguards and Interpretation

Five safeguards were applied in the evaluation protocol.
First, detector inputs use the pixel scaling that the starting
weights expect. Second, detections are kept down to a confi-
dence of 0.001 and scored with COCO-style AP. A threshold
of 0.25 with 11-point AP gives low-recall detectors the floor
score of 1/11 = 0.091, so different runs look identical. Third,
flips are applied to the images and the boxes together. Fourth,
the adaptation and evaluation images of the target domain are
disjoint, and the test patches differ from the training patches.
Fifth, all variants share the same starting weights, epochs, and
optimizers, and the backbone is trainable in all of them. A
second observation concerns the AAS under attack. The AAS
of patched images can be higher than that of clean images
(VOC, A-matched: 0.314 versus 0.289; A-PAT: 0.344 versus
0.300). Attention on the patch could raise the score. The patch-
aware variants show that this is not the main cause. The
patch share is only 1.4% to 3.0%, and AASbody of A-PAT
(0.333) stays above its clean value (0.300). The two values use
different image sets, so the comparison is indicative only, and
a selection effect from the confidence cut-off was not tested.

C. Failure Cases and Limitations

Several failure cases are visible. White-box patches hide
the largest pedestrian in 61% to 85% of the images, and all
detectors lose 58% to 63% of their clean AP50 on the target
domain. Recall on the dense WiderPerson scenes stays between
0.25 and 0.32. The study also has limits. Only YOLOv8m and
two datasets are used, and published robust or domain-adaptive
methods were not trained under the same protocol. The person
definition and the object size differ between the datasets, which
may add to the measured domain gap. The main comparison
uses three seeds, while the ablation, the attention analysis, and
the white-box attacks use one seed. One T4 GPU under a
weekly quota of about 30 hours, with sessions of at most 12
hours, limited the number of seeds, detectors, and datasets. The
threat model covers universal torso patches with one attack
loss. The black-box patches come from a surrogate that shares
its initialization with the evaluated detectors, the training and
test patches share one generator, and physical tests are not
included. The AAS has no chance baseline, so its values should
be read as relative. The starting checkpoint was selected on
the VOC2007 test split, which adds a small bias shared by all
models. These limits narrow the scope of the conclusions. They
do not change the comparison between the matched baselines,
which uses equal budgets and three seeds.

D. Strengths and Implications

The study compares each component with matched base-
lines under equal training budgets. Three seeds, paired statis-
tics, random-patch controls, and COCO-style metrics support
the main findings, and the attention analysis separates the
pedestrian body from the patch. Four implications follow for
practice. First, patch augmentation is the first measure to
consider. It adds no inference cost and lowers the black-box
patch drop without a clean cost, so it is a low-risk default
for pedestrian detectors that face printed patches. Second, a
domain-adversarial branch should be used with care. It lowered
clean accuracy on both domains here, so its effect should
be checked against a matched baseline before it is adopted.
Third, robustness claims should be tested with random-patch
controls and with patches optimized against the evaluated
model. The random control showed that most of the black-
box damage came from occlusion, and the white-box patches
showed that robustness to one patch family does not carry
over to an adaptive attacker. Fourth, new modules should be
audited one at a time under equal budgets and several seeds.
Frequency components that look plausible in theory gave no
measurable gain at this scale, and a single-seed comparison
could not separate such small differences from noise. The
studied modules add only 1.0% parameters and about 5%
latency, so cost is not the reason to drop them. The reason
is the missing gain.

E. Comparison with Related Approaches

The reviewed works on adversarial robustness or domain
adaptation [35]–[37], [44]–[47] are compared with this study
in Table XII, and Table I lists their main limitations. Phys-
ical patch-attack studies report attack success rates of up
to 97.0%, yet they do not evaluate cross-domain transfer.
Domain-adaptive detection studies reach strong adaptation
results, yet they do not evaluate robustness against adversarial
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TABLE XII. COMPARISON WITH RELATED APPROACHES ON ADVERSARIAL ROBUSTNESS AND CROSS-DOMAIN GENERALIZATION

No. Reference Dataset(s) Method Adv. Dom. Freq. Joint Key reported result

1 [35] CVC14 (infrared) Deformable physical patch ✓ △ × × 97.0% attack success rate; no cross-dataset
or frequency-domain evaluation

2 [36] FLIR ADAS Sensitive-region physical
patch

✓ △ × × 72.7% (digital) and 90% (physical) attack
success rate; no defense proposed

3 [37] LLVIP Cross-modal physical patch ✓ ✓ × × Over 80% attack success rate across modal-
ities; no frequency-domain mechanism

4 [39] KITTI, nuScenes Limited-label robustness mea-
sure

✓ ✓ × △ Error below 1% and correlation of 0.94
to 0.99 with full-label metrics; evaluation
framework only, no defense

5 [40] CARLA simulator Robust policy with saliency-
based attack detector

✓ ✓ × △ 99.38% detector accuracy; simulation only

6 [44] Cityscapes, foggy and
rainy variants

Adversarial GRL with dy-
namic masking

× ✓ × × Improved detection under fog and rain; no
adversarial evaluation

7 [45] Cityscapes, Sim10k,
KITTI, VOC

Uncertainty-guided self-
training with tiling

× ✓ × × Outperforms earlier domain-adaptive detec-
tors; no adversarial evaluation

8 [46] Sim10k, KITTI, VOC,
Pascal-C

Energy-based curriculum with
distillation

× ✓ × × 1% to 5% robustness gain; no adversarial
evaluation

9 [47] Cityscapes, Sim10k,
KITTI

Localization regression align-
ment

× ✓ × × Best reported adaptation mAP; no adver-
sarial component

10 This study VOC, WiderPerson Audit of FD2-Det and its com-
ponents

✓ ✓ ✓ ✓ Patch training lowers the relative AP50
drop on VOC from 14.9% to 1.6%; the
GRL branch and the frequency modules
give no gain; white-box attack success is
61% to 85%

Note: Adv. = adversarial robustness; Dom. = cross-domain generalization; Freq. = frequency-domain mechanism; Joint = clean, adversarial, and cross-domain
conditions evaluated together. ✓ = addressed, × = not addressed, △ = partially addressed. The results in rows 1 to 9 are those reported by the original studies,
so they are not directly comparable with row 10.

attacks. The two studies that consider both [39], [40] target
broader perception tasks and not pedestrian detection. Exist-
ing frequency-domain methods address adversarial defense or
generalization in other tasks [50]–[56]. This study evaluates all
four conditions in one pedestrian detector with one protocol.
The comparison is qualitative, because the reviewed methods
were not re-implemented and their reported scores are not
directly comparable.

F. Future Research Directions

Future work should extend the audit in five directions.
First, other detector families and published robust or domain-
adaptive methods should be trained under the same protocol,
together with a random-occluder baseline. Second, a third
dataset such as KITTI should test whether the conclusions
hold for another domain pair. Third, the ablations, the attention
analysis, and the adaptive attacks should be repeated with sev-
eral seeds. Fourth, the threat model should include expectation
over transformation, physical tests, other placements, and a
transfer matrix across detectors. Finally, the accuracy cost of
the domain branch should be traced to its cause, for example by
separating the batch-normalization update from the alignment
loss, and the AAS should be compared with a chance baseline.

VIII. CONCLUSION

This research asked whether robustness to adversarial
patches and cross-domain generalization can be improved
together in pedestrian detection. To answer it, FD2-Det was

audited against matched baselines on YOLOv8m. The model
combines a frequency filter, a channel attention, a GRL-based
domain branch, and patch-augmented training. The evaluation
used a four-quadrant protocol with VOC and WiderPerson,
three seeds, equal training budgets, and paired statistics. The
audit reached its aim and gave a clear answer. Patch augmen-
tation alone reduced the relative AP50 drop under a black-box
patch from 14.9% to 1.6% on VOC and from 9.9% to 3.4% on
WiderPerson, without a measurable change in clean accuracy.
The domain-adversarial branch lowered clean accuracy, and
the frequency modules gave no gain beyond seed noise. FD2-
Det was below the patch-only baseline on all four quadrants.
The threat-model analysis showed that black-box surrogate
patches are only slightly stronger than random patches of
the same size. White-box patches optimized for each detector
still hid the largest pedestrian in 61% to 85% of the images.
The patch-aware attention analysis showed no improvement
in pedestrian localization for FD2-Det. The deployed modules
add 1.0% parameters and about 5% latency. These results
suggest that patch robustness and cross-domain generalization
do not conflict when patch augmentation is used. They do not
support the hypothesis that the tested frequency and adaptation
components link the two goals. The conclusions are limited
to one detector, two datasets, and universal torso patches, and
the limitations in Section VII-C apply. Future work should test
other detectors and datasets, repeat the ablations with several
seeds, and include adaptive threat models.
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