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Abstract—Large-scale graph processing and analysis have
become crucial problems in the big data era, affecting a variety of
fields like social networks, road, and web networks. Traditional
Breadth-First Search (BFS) algorithms frequently scale ineffi-
ciently due to memory constraints and computational bottlenecks.
This paper presents a parallel version of the BFS (PBFS)
algorithm using two different frameworks, Hadoop/MapReduce,
and concurrency. Performance has been evaluated over graphs
of different sizes based on runtime, speedup, efficiency, and cost
metrics. This paper provides practical guidelines for selecting
appropriate graph processing frameworks depending on graph
size and system architecture.The results indicate that increasing
the number of cores improves speedup but reduces efficiency
due to overhead and resource contention. For small and medium
sized datasets, BFS implemented with a concurrency framework
on a single machine outperforms Hadoop MapReduce because
communication overhead is negligible and total execution time
depends mainly on computation. In addition, from a comput-
ing standpoint of a smart device, single core and dual core
configurations represent a constrained environment for IoT and
edge devices, which suggests that the concurrency model will
be an efficient PBFS solution for this type of environment. In
contrast, for large-scale datasets, Hadoop MapReduce achieves
better performance by efficiently distributing computation across
multiple nodes.

Keywords—Parallel; parallel breadth first search algorithm;
Hadoop; concurrency; smart device computing

I. INTRODUCTION

The modern era has witnessed the emergence of the big
data concept. Large-scale social networks such as Facebook,
Twitter, and LinkedIn are examples of the main sources of
big data. These social networks are made up of billions of
users and connections around the world. The use of graph
structure to analyze and understand social interaction data has
been gaining great attention among researchers [1], [2], [3].

Users of social media represent the graph nodes, and
their social networks represent the graph edges [4], [S], [6],
[7]. These graphs are growing rapidly in terms of size and
complexity, where in these applications anyone can create an
account in real name or nickname, interact with others through
comments, likes, shares, add photos, reports, books, statuses,
and videos, which leads to a large number of nodes and edges
in the representative graph [8], [9], [10]. A large number
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of people worldwide use social networks. Moreover, graphs
became one of the most common data structures to represent
data in other applications such as transportation routes and
Internet infrastructure architectures [11], [12], [13], [14], [15].

On the other hand, the demands from people to discover
specific and general facts from the huge amount of information
that is stored in these graphs have increased. Analysis of such
huge graphs that consist of more than billions of nodes and
multiple terabytes or even petabytes of edges in an acceptable
time represents a great challenge that brings a lot of attention
from many researchers because traditional approaches for
graph searching, which are based on serial algorithms, become
impractical and insufficient to handle big data anymore [16].
This situation leads to thinking about converting a sequential
graph search algorithm to a parallel one and running it in
parallel [17], [18], [19], [20], [21], [22], [23], [24], [25],
[26]. The infrastructure to support this idea became more
applicable with cloud computing, and the Hadoop MapReduce
open source computational framework that emerged during the
last decades [27], [28], [29], [30], [31].

Breadth-First Search (BFS) plays a fundamental role in
a variety of graph analytics tasks, including shortest path
computations, influence propagation, and connectivity analysis
[32], [33], [34], [35]. However, traditional BFS algorithms are
inherently sequential, making them unsuitable for processing
massive graphs that cannot fit into the memory of a single
machine. To address this limitation, parallel and distributed
BFS algorithms have been developed to take advantage of
modern computing infrastructures [36].

Parallel Breadth-First Search (BFS) can be conducted in
different ways depending on the architecture used, such as
a shared memory system by using threads or GPU warps,
where all threads can directly access shared data structures,
while the synchronization primitives ensure correct updates
[37], [38], [39], or a distributed system. In these systems, the
graph is partitioned across multiple machines (nodes) where
each node processes its part of data that are exchanged over
the network using HDFS writes, since each iteration involves
multiple MapReduce rounds (Hadoop) [40], [41].

This paper presents an approach for efficiently implement-
ing traversals of large-scale graphs over Hadoop MapReduce
(distributed memory), and multi-threading frameworks (shared
memory), based on the Breadth First Search (BFS) for visiting
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the graphs, and then compare their results based on running
time, speedup, efficiency, and cost.

The contributions of this paper can be summarized in the
following points.

e Implementation of PBFS using Hadoop MapReduce.

e Implementation of PBFS using multithreaded concur-
rency.

e  Comparison of the performance of the PBFS algorithm
in Hadoop/MapReduce frameworks, and concurrency
in graphs of different sizes.

e  Analysis using runtime, speedup, efficiency, and cost
metrics.

The remaining parts of the paper are structured as fol-
lows: Section II provides background information. Section III
presents the related works in the recent literature, while Section
IV describes the methodology that had been used. Section V
presents the experimental setup. Section VI presents and dis-
cusses the experimental results in terms of runtime, speedup,
efficiency, and cost. Section VII discusses the limitations of
this study and outlines directions for future work. Finally,
Section VIII concludes the paper.

II. BACKGROUND

In this section an overview of the main subjects in this
paper is presented, such as cloud computing and big data
in Section II-A, and the Hadoop MapReduce Framework in
Section II-B, while Section II-C presents the background
information about the Concurrency Framework, and Section
II-D introduces Smart Device Computing.

A. Overview of Cloud Computing and Big Data

Cloud computing is a solution to big data processing
that provides shared resources, storage, servers, and services
to achieve cost efficient and scalable services [42]. Cloud
technology depends on using virtual machines on a single
machine to perform parallel programming [43].

There are many applications that need better resource
utilization, queries, and large data processing. Hadoop with
MapReduce provides these requirements for big data compa-
nies such as Google, Yahoo, and Facebook. Hadoop software
provides reliability, load balancing, scalability, and parallel
computing [44].

B. An Overview of Hadoop MapReduce Framework

In 2005, Doug Cutting and Mike Cafarella established a
Hadoop platform for processing big data. Hadoop is an open
source implementation of the MapReduce platform from the
Apache Software Foundation, and its architecture contains
three layers: the Hadoop Distributed File System (HDEFS),
which provides data storage; MapReduce, which is a data
processing layer; and Yarn, a resource management layer [45].

MapReduce is a general programming framework model
for parallel computing, which was designed to mitigate the
challenges associated with processing big data by splitting the
job (submitted work) into a set of sub-jobs (independent tasks)
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as shown in Fig. 1, where the programmer just needs to write
the map and reduce code and other things are done by the
framework [46].

The idea of the computations in the MapReduce platform
rests on the key/value pair concept. The computations are
expressed as two functions: Map and Reduce, as shown in
Fig. 1. The Map function takes a set of inputs represented as
key/value pairs, and then produces a set of intermediate results
represented as key/value pairs that are stored on the hard disk
because it is an intermediate output, not a final one [46].

After that, all intermediate values that are related to the
same intermediate key are grouped together and passed to
the reduce function, where the reduce function merges related
values together based on the key to give the final output that is
stored in HDFS. The Reducer consists of two phases, shuffling
and sorting, that occur concurrently. In the shuffling phase,
different mapper outputs must be shuffled to the reducer [46]
as shown in Fig. 1.

There are two secondary steps in Hadoop MapReduce
called combine and partition. The partitioning step occurs after
the mapping step for redirecting the mapper output to the
reducer based on the key to make sure that all values for each
key are grouped and sent to the same reducer. The combiner,
or mini reducer, is used for reducing the network congestion
that occurs due to the large chunks of intermediate output size
generated from the mapper and shuffled to the reducer for
processing [46].

Big Data
(Input)

Fig. 1. Hadoop MapReduce work strategy.

C. An Overview of Concurrency Framework

Concurrency is the process of handling multiple tasks at the
same time by the system to boost the efficiency and respon-
siveness of programs. Concurrency can be achieved through
multi-threading, multiprocessing, and asynchronous program-
ming. This technique supports better utilization of the system
resources when it is carefully designed to prevent problems
like race conditions, deadlocks, and data inconsistency. Proper
synchronization techniques such as locks or semaphores are
often used to ensure correct execution in concurrent programs
[47].

Recently, a multi-core processor architecture paradigm has
been developed to process threads simultaneously, to achieve
higher performance than a single core processor. In the last
decades, some research opened the door to designing algo-
rithms for graph problems on multi-core processors [48], [49].
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Among various graph algorithms, BFS is one of the
common algorithms that is widely used for a range of graph
applications such as graph traversing, finding the shortest path
between two vertices, and testing a graph for bi-partitions [50].

D. Smart Device Computing

Computing for smart devices is a matter of running tasks
on systems with few resources, be they IoT sensors, mobile
edge nodes, or embedded processors. Given the constraints on
processing power, memory, and energy that are typical of such
hardware, one must be judicious in how computational and
memory assets are used. This is especially true when it comes
to graph processing and the application of BFS algorithms,
where a lightweight approach is called for.

The proposed PBFS framework is designed to run on a
single machine, which has the advantage of sidestepping the
communication overhead one would encounter with distributed
multi-machine solutions. While the low-core experiments have
yielded some initial evidence as to the viability of PBFS in
constrained settings, they fall short of proving its worth for
edge-computing platforms or smart devices proper; after all,
the work was not done on actual IoT or edge hardware. To
make a proper assessment of PBFS performance in the face of
real-world limits on capacity, energy use and the like, direct
testing on the device itself is necessary.

III. RELATED WORK

BFS is a common graph traversal algorithm used in
computer science due to its simplicity and effectiveness for
various applications including network routing, social network
analysis, and other practical applications. However, by growing
in the number of nodes and edges in real world graphs, the
traditional sequential BFS becomes a bottleneck. By using
multi-core processors or distributed systems, PBFS allows
for scalable, high-performance graph processing, which is
essential in today’s data driven world [51].

In recent years, there exists much research that has been
conducted to find an efficient way for parallelizing the BFS
algorithm. Some research papers focused on parallelism using
shared memory like the work done by Andaloro et al. [52],
where the authors proposed a bitmap-based algorithm for small
diameter graphs and a graph storage strategy to enhance the
cache locality for large-scale graphs. Results show that the
proposed approach reduces RAM accesses by 15%. Shi et
al. [53] came up with a novel BFS algorithm that handles
both synchronization overhead and memory access efficiency
called “ABi-BFS”. This method decreased the synchronization
overhead by using an asynchronous mode for node expanding
and task assignment processes. Results support the effective-
ness of the proposed method over other state-of-the-art PBFS
algorithms.

The authors in [54] proposed a level-synchronous PBFS
based on the shared-memory model by integrating optimization
techniques to address overhead from implicit barriers and
critical sections. For evaluating the proposed model, they used
a Graph500 benchmark. Results show a scalable speedup with
increased thread count. Also, Fuad et al. [55] introduced a
parallel BFS based on shared memory systems. This model
adapts dynamically both top-down and bottom-up traversals.
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This model outperformed the serial standard BFS with an
average speedup of 34.61.

Another category of research that has been conducted
on the PBFS subject is implementing parallel models based
on distributed-memory systems like MPI-based systems. The
research done by Bandyopadhyay et al. [56] is one of the
most recent works in this field, where the authors implemented
a PBFS model by using the “bag” data structure. For em-
bedding private information within the vertices of 3D mesh
images, they utilized the PBFS searching strategy, along with
layer synchronization. Results illustrated the efficiency of the
proposed model to improve cloud data security frameworks,
defense systems and covert communication, enhancing medical
image processing, and other sensitive high-security domains.

Bhaskar et al. [57] developed a set of optimizations for
PBFS on multi-core distributed systems. This hybrid BFS
implementation outperformed other conventional PBFS im-
plementations with an average speedup of 3-8 on the Intel
platform, and comparable gains on the AMD system. Parvathy
et al. [58] came up with a technique for installing BFS in
Spark GraphX for exploiting the benefits of fault tolerance and
parallel processing that are intrinsic to the Spark environment.
This method can be useful in any application dealing with
large graphs like bioinformatics, recommendation systems, and
social networks. This method improves the analysis capability
of big data in graph processing. Table I presents a summary
of the related works that have been discussed in this section.

To the best of our knowledge, few studies have conducted a
direct experimental comparison between Hadoop MapReduce
and shared-memory concurrency for PBFS. Therefore, in this
paper the PBFS algorithm is developed over two frameworks
(concurrency-shared memory, and Hadoop/MapReduce).

IV. METHODOLOGY

This section presents the implementations of the PBFS
algorithm using the Hadoop/MapReduce and concurrency-
based shared-memory frameworks. Section IV-A describes
the implementation of PBFS using the Hadoop/MapReduce
framework, while Section IV-Al provides further details on
the iterative MapReduce approach and counter-based mech-
anisms. Section IV-B presents the implementation of PBFS
using the concurrency-based shared-memory framework, and
Section IV-C discusses the concurrency and synchronization
mechanisms employed in this implementation.

A. PBFS Algorithm Using Hadoop/MapReduce Framework

The PBFS starts with the root node that will be processed
first, then all its adjacent nodes will be processed in parallel (at
the same time) in the second step, and so on until completing
the search.

For the Mapper, each line in the input file represents a
vertex that contains a key/value pair, where the key is the
vertex id and the value is represented by a list of adjacent
vertices, path from the source vertex, distance from the source
node, and the vertex status that can be unvisited, reached, or
visited, as presented in Algorithm 1.

For the Reducer, it takes the mapper output file as an input
file and combines all similar vertex lines that have the same key
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TABLE 1. SUMMARY OF RELATED WORKS

Vol. 17, No. 10, 2026

Ref. Title Methodology Results

[52] Cache-optimized BFS on multi-core CPUs Proposed two optimizations for BFS graph traversal, | The proposed approach reduces RAM accesses by
one for small diameter graphs and the other for large- 15%.
scale graphs.

[53] ABi-BFS: A high-performance parallel A novel BFS algorithm that handles both synchro- The proposed method outperformed other state-of-
breadth-first search on shared-memory nization overhead and memory access efficiency called | the-art PBFS algorithms with speedups (2—4) on
systems. “ABi-BFS”. large-scale graphs.

[54] A parallel breadth-first search using shared | A level-synchronous PBFS based on shared-memory. Results show a scalable speedup with increased
memory level-synchronization. thread count.

[55] BFSBIitz: A highly parallel graph system for | A parallel BFS that adapts dynamically both top-down BFSBIitz outperformed the serial standard BFS
breadth-first search. and bottom-up traversals based on shared memory | with an average speedup of 34.61.

systems.

[56] PBFS through pennant data structure with | Implemented a PBFS model by using the “bag” data | The proposed model improves cloud data security
reducer hyper-object based data hiding for structure. frameworks, medical image processing, and other
3D mesh images. sensitive high-security domains.

[57] Performance-driven optimization of parallel Proposed a set of optimizations for PBFS on multicore The proposed model achieves speedups of 3-8
breadth-first search. distributed systems. over other conventional PBFS implementations.

[58] Implementing Apache Spark GraphX in big Proposes a technique for installing BFS in Spark | Useful in any application dealing with large graphs
data using breadth-first search. GraphX. like bioinformatics, recommendation systems, and

social networks.

(vertex id) and then compares their values in order to set the
final value for that vertex, where the value consists of vertex
information: adjacent vertices, traversed path, distance from
source vertex, and the vertex status, as shown in Algorithm 2.

Algorithm 1 PBFS Mapper pseudo-code
Map (id, value)
1. foreach Ver(id, value) do
1.1. status < vertex.Status
1.2. if vertex.Status == “Reached” then
// Reached means its color = Gray
1.3. foreach v € [Vertex do
// Wertex is the adjacency list
for vertex Ver
1.3.1. w < new node()
1.3.2. w.id <+ v.id
1.3.3. w.lv + v.lv
1.3.4. w.Path < ver.path + v.id
1.3.5. w.distance < ver.d + 1
1.3.6. w.Status <+ “Reached”
1.3.7. w.value + w.lv+w.Path+w.distance +
w.Status
1.3.8. Emit (w.id, w.value)

1.4. ver.Status « “visited”
L.5. Emit (ver.id, ver.value)

1) Details of PBFS algorithm with iterative MapReduce
and counter: First of all, in the initialization step, the distances
from the source node to all nodes in the graph will be
initialized to infinity except for the distance to the source node
itself, which is zero.

Nodes are given as inputs to the mappers in the following
format: Node ID, adjacent node IDs, Path, Distance from the
source, and the node status, which must be one of the ordered
list (unvisited, reached, visited).

The mapper is responsible for exploring all adjacent nodes
that are connected directly to any reachable node. Therefore,
it emits a key/value pair corresponding to each adjacent node;
the key is the node ID, and the values consist of the neighbors
of the node based on id, updated path, distance of the reachable
node +1, and updated status to be reachable. After finishing,

Algorithm 2 PBFS Reducer pseudo-code
Enum Status {unvisited, reached, visited}

Reduce(id, values)
// wvalues is the list of values
generated for vertex id
1. Initialize vertex Ver with default values:
Ver.aid < id
Ver.neighbors < ()
Ver.Path + 0
Ver.d <+ oo
Ver.Status < unvisited

2. Ver.neighbors < Ver.get_neighbors(id)

3. foreach v € values do
3.1. if v.d < Ver.d then
Verd+ v.d
Ver.Path < v.Path

3.2. if v.Status > Ver.Status then
Ver.Status < v.Status // Status order:
unvisited < reached < visited

4. Emit (id, (Ver.neighbors, Ver.Path, Ver.d, Ver.Status))

the parent node status will be updated from ‘“reachable” to
“visited” as it has been explored. Now the reducers will get
the output of the mapper as a key/value pair. The reducer is
used for choosing the shortest distance corresponding to each
node and updating its information. This process continues for
the next iteration until traversing all the graph.

To find the shortest distance from the source to all nodes,
the number of iterations will be equal to the diameter of the
graph minus one. For providing more explanation about this
algorithm, a simple graph that consists of 6 nodes, which needs
three iterations to complete BFS is presented , as shown in Fig.
2.

e If there are two mappers and one reducer, the input
file is divided into two blocks, then each block is sent
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to a different mapper.

e  Each Mapper does the following steps:

o Check all lines in its input block of data (where
each line represents a vertex).

o For each reachable vertex (its status =
reached) the mapper emits a new vertex in
its intermediate output file for all reachable
node neighbors and updates their distance to
be equal to the reachable node distance from
source +1 and path; also the status of all
neighbors must be set as reachable, while the
reachable node status will be set to visited after
exploring all its adjacent vertices.

o Intermediate outputs of all Mappers will be
merged and sent to the Reducer.

o  The Reducer takes the result of all Mappers’
merged intermediate outputs and combines
those data tuples based on the key and modifies
the value of the key.

This process is repeatedly done until all reachable nodes
are explored in the graph, where the output of the current
iteration is used as the input of the next one.

The steps in each iteration have been illustrated using a
simple example in Appendix.

B. Parallel Breadth First Search Algorithm Using Concur-
rency Framework

The implementation process of the PBFS algorithm based
on concurrency shared memory is performed through the
following steps:

1) First step: The input graph is represented using a
Node data structure, where each node stores the following
information: Node-ID, [Adjacent nodes], [Path], Distance, and
Status.

Where:

e Node-ID is a unique identifier for the node.

e Adjacent nodes is an array that stores the Node-
IDs of the neighboring nodes, i.e., the nodes directly
connected to the intended node.

e  Path is an array that stores the Node-IDs along the
path from the source node to the intended node.

e Distance represents the number of edges in the
recorded path from the source node to the intended
node.

e Status indicates the current state of the node as unvis-
ited, reached, or visited.

2) Second step: Two shared structures are initialized to
support data sharing among parallel threads:

e The first structure, called SharedQueue”, is used to
manage nodes that have been discovered but still
have unprocessed adjacent nodes. It represents the set
of nodes requiring further exploration, as shown in
Algorithm 3.
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e The second structure, called NodeSet”, is used to
avoid redundant processing of the same node. It is
implemented as a concurrent map from node IDs to
their corresponding Node objects.

3) Third step: The algorithm starts by creating the root
node S” from the corresponding source-vertex record in
the input graph. The root node is initialized with its com-
plete list of adjacent nodes, such that S.AdjacentNodes <+
AdjacentNodes, together with S.Path = [S], S.Distance =
0, and S.Status = wvisited”. The root node is then added
to both the NodeSet and the SharedQueue. Thus, the root
node is not initialized with an empty adjacency list; its adjacent
nodes are obtained directly from the input graph.

4) Fourth step: Threads operate on the shared queue until
all reachable nodes have been explored. In each iteration:

e A node is dequeued from the SharedQueue.

e The most recent version of the node is retrieved from
the NodeSet.

e If the node has no remaining adjacent nodes, it is
skipped because all of its neighbors have already been
processed.

e If the node has one remaining adjacent node, that
neighbor is processed directly.

e  If the node has multiple remaining adjacent nodes, the
SelectBest() procedure is applied to select the next
neighbor for processing.

When multiple adjacent nodes are available, the complete
set of neighboring Node objects is passed to the Select Best()
procedure. Each candidate is evaluated according to its degree
and number of unvisited neighboring nodes, and the candidate
with the highest score is selected. The selected neighbor is
processed first, while the remaining neighboring nodes are
retained in the current node’s adjacency list and are not
discarded. After processing the selected neighbor, it is removed
from the list of pending adjacent nodes. If unprocessed neigh-
bors remain, the current node is returned to the SharedQueue,
allowing the next best remaining neighbor to be selected and
processed in a subsequent iteration. Therefore, Select Best()
determines the processing priority among the available neigh-
boring nodes rather than eliminating the unselected nodes.

For each selected neighbor, if the neighbor has already
been discovered, the existing Node object is retrieved from
the NodeSet. Otherwise, a new Node object is created with
the corresponding path and distance, marked as reached”, and
added to both the NodeSet and the SharedQueue. Once
all adjacent nodes of the current node have been processed,
the node is marked as visited” and its adjacency list becomes
empty, indicating that the node has been fully explored.

In the event that a node is adjacent to several others,
PBFS will hand over the full complement of neighboring Node
objects to the SelectBest() routine. There each candidate is
put through its paces; by way of the criterion in Algorithm 4
a score is derived from the node’s degree (D) and count of
unvisited neighbors (U). The one with the top score is chosen
and its Node-ID is sent back to Algorithm 3.
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It should be noted that picking the best neighbor is not a
matter of discarding the rest. SelectBest() is there to set the
processing order for neighbors at the same BFS level. The
highest ranked is dealt with first, then the next best, and so
on until every eligible neighbor at the current level has been
given its turn. In this way the other nodes are held in reserve for
later exploration. Once the present level is done, the algorithm
moves on to the next. In effect, SelectBest() imposes a priority
without forgoing any of the neighboring nodes.

e The main thread oversees the status of all threads.

C. Concurrency and Synchronization Details

The concurrency-driven PBFS was implemented in Java,
with multiple worker threads processing graph nodes at the
same time. In each experiment, the number of threads matches
the number of available processing cores. The workers use a
shared queue (SharedQueue) to retrieve nodes for processing
and a shared set (NodeSet) to keep track of discovered nodes.
To avoid creating duplicate nodes, each worker checks whether
a neighboring node already exists in the NodeSet before
creating a new Node object. If another thread has already
discovered the node, the worker reuses the existing object.
Otherwise, it creates a new object, adds it to the NodeSet,
and places it in the SharedQueue for later processing. This
approach is designed to prevent different workers from creating
separate objects for the same graph node.

During the course of a PBFS execution, it is the main
thread’s job to keep tabs on the status of every worker
thread. The workers go about their business in parallel, pulling
nodes from the SharedQueue for processing and moving on
to explore adjacent ones. From time to time the main thread
will make a check to see where the workers are at; this is
to prevent an early termination of the run while a node is
still being worked on. In fact, the computation will not come
to an end until each of the worker threads has seen its task
through to completion, signifying the close of the parallel
graph exploration. Such coordination is what guarantees that
all the parallel processing is done before the PBFS execution
is allowed to terminate.

V. EXPERIMENTAL SETUP

This section devoted for presenting the experiments setup
including the generated graphs in subsection V-A, testing
environment in subsection V-B, and performance evaluation
metrics in subsection V-C.

A. Generated Graphs

In this work, a graph generator was implemented to gen-
erate graphs of different sizes [250,500,1000 and 2000] with
graph density equal to 0.5 for evaluation as shown in Table II.

TABLE II. CHARACTERISTICS OF THE GRAPHS USED IN THE
EXPERIMENTAL EVALUATION

Graph | # Nodes | # Edges
Gl 250 15562
G2 500 62375
G3 1000 249750
G4 2000 999500

Vol. 17, No. 10, 2026

Algorithm 3 Concurrency-Based PBFS

ConcurrencyPBFS(ID, AdjacentNodes, Path,
Distance, Status) // Status € {unvisited,
reached, visited}

1. SharedQueue < Queue() // Queue of gray

nodes

2. NodeSet <+ Map(ID,Node) // Maps IDs to
Nodes
Initialization:

3. Create root node S from the input record of the
source vertex:
31.SID <+ ID
3.2. S.AdjacentNodes +— AdjacentNodes
// Complete adjacency list of the
source vertex
3.3. S.Path < [S]
3.4. S.Distance < 0
3.5. S.Status < “visited”

4. Add S to NodesSet and enqueue S in SharedQueue

5. while SharedQueue is not empty do
5.1. node < SharedQueue.dequeue ()

5.2. if node.ID € NodeSet then
5.2.1. node < NodeSet [node.ID]
3. if |node. Adjacent Nodes| = 0 then
5.3.1. continue // No remaining neighbors
to process

4. if |node.Adjacent Nodes| = 1 then
5.4.1. neighbor < node.Adjacent N odes[0]
5.4.2. ProcessNeighbor(node, neighbor)
5.4.3. Remove neighbor from node.AdjacentN odes

|91

9}

else
5.5.1. bestI D + SelectBest(node.Adjacent Nodes)
5.5.2. best «— GetNode(bestID)
5.5.3. ProcessNeighbor(node, best)
5.5.4. Remove best from node.AdjacentN odes
6. if |node.Adjacent Nodes| > 0 then
5.6.1. NodeSet [node.ID] < node
5.6.2. SharedQueue.enqueue (node)
// Re-enqueue for further
exploration

|91

else
5.7.1. node.Status < “visited”
5.7.2. NodeSet [node.ID] ¢+ node

B. Testing Environment

The algorithms themselves are written in Java and executed
using the Eclipse IDE; JDK 7 used for both compilation and
execution of the code.

The experiments were performed on a Windows 10 virtual
machine hosted by Microsoft Azure, equipped with 128 GB
of RAM and a 4.5 GHz processor. One to five processing
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Algorithm 4 SelectBest Neighbor Selection
SelectBest(AdjacentNodes)

1. best < null
2. bestScore < —oo

3. foreach neighborID € AdjacentNodes do
3.1. degree <+ GetDegree(neighborlD)

unvisited + 1
3.3. score & ——m———
degree + 1
3.4. if score > bestScore then
3.4.1. bestScore < score
3.4.2. best < neighborl D

4Treturn best

cores used for the algorithm tests. In order to arrive at a
figure for the final analysis, every experiment was conducted
ten times and the mean taken. For the Hadoop MapReduce
experiments, Hadoop version 2.6.5 was used in a single-node
virtual-machine environment.

C. Performance Metrics

This subsection presents a description of all metrics used
for the evaluation in this paper [33]:

e  Runtime represents the time required to complete the
process.

Runtime = Termination Time — Starting Time (1)
e  Speedup defines as the ratio between sequential and

parallel runtimes.

Sequential time(Ts)
Parallel time(Tp)

Speedup = 2)

e Efficiency represents the ratio between speedup, and
number of processors that are used (P).

Speedup
P

o  Cost is the result of multiplication the parallel runtime
(Tp) with (P).

Ef ficiency = (3

Cost=Tp x P “4)

VI. EXPERIMENTAL RESULTS AND DISCUSSION

In this paper, a graph generator is implemented, that
generates graphs (vertices and edges) of different sizes [250,
500, 1000 and 2000] with medium density equal to 0.5 as
inputs for evaluating the proposed PBFS algorithm in two
different frameworks [Hadoop/MapReduce, and concurrency]
in terms of running time, speedup, efficiency, and cost as
evaluation metrics, which are presented in Section V-C. This

Vol. 17, No. 10, 2026

section contains two other subsections; one for presenting
the results of implementing the PBFS algorithm using the
Hadoop/MapReduce framework in Section VI-A, and the
other, Section VI-B, devoted to the comparison results of
implementing the PBFS algorithm over Hadoop/MapReduce
and concurrency frameworks.

A. Results of PBFS Algorithm Using Hadoop MapReduce
3.2. unvisited + CountUnvisitedNeighbors(neighbor Fidmework

In Table III the results of the Runtime (R) measured in
seconds on different graph sizes [250, 500, 1000 and 2000]
with a medium density = 0.5 by increasing the number of
cores from 1 to 5.

TABLE III. RUNTIME IN SECONDS FOR EXECUTING BFS ALGORITHM ON
HADOOP FRAMEWORK USING DIFFERENT NUMBERS OF CORES

[ #Edges [ #Nodes | 5cores | 4cores | 3cores | 2cores | I core |
15562 250 7.07511 6.748074 10.95121 12.92243 16.993
62375 500 13.50954 13.43522 14.75074 20.92879 34.679
249750 1000 14.14663 14.14663 15.61068 21.72114 38.012
999500 2000 14.76048 13.96414 17.11435 23.74582 44.001

Speedup results in different graph sizes [250, 500, 1000
and 2000] with medium density = 0.5 are recorded in Table
IV by increasing the number of cores from 1 to 5.

TABLE IV. SPEEDUP FOR BFS ALGORITHM ON HADOOP FRAMEWORK

# Edges | # Nodes | 5 cores | 4 cores | 3 cores | 2 cores 1 core
15562 250 2.4018 2.5182 1.5517 1.315 1
62375 500 2.567 2.5812 2.351 1.657 1
249750 1000 2.597 2.687 2.435 1.75 1
999500 2000 2.981 3.151 2.571 1.853 1

In Table V the results of Efficiency (E) are presented.

TABLE V. EFFICIENCY FOR BFS ALGORITHM ON HADOOP FRAMEWORK

# Edges # Nodes 5 cores 4 cores 3 cores 2 cores 1 core
15562 250 0.48036 | 0.62955 | 0.517233 0.6575 1
62375 500 0.5134 0.6453 0.783667 0.8285 1
249750 1000 0.5194 0.67175 | 0.811667 0.875 1
999500 2000 0.5962 0.78775 0.857 0.9265 1

The Cost results over different graph sizes [250, 500, 1000
and 2000] with medium density = 0.5 are presented in Table
VL

TABLE VI. COST IN SECONDS FOR BFS ALGORITHM ON HADOOP

FRAMEWORK
# Edges # Nodes 5 cores 4 cores 3 cores 2 cores 1 core
15562 250 35.376 26.992 32.854 25.845 16.993
62375 500 67.548 53.741 44.252 41.858 34.679
249750 1000 70.733 56.587 46.832 43.442 38.012
999500 2000 73.802 55.857 51.343 47.492 44.001

From Tables III-VI, the following results can be extracted:

e Runtime decreased when the number of cores in-
creased for the same input graph until 4 cores, while
with 5 cores the runtime increased for small size
graphs only.

e Runtime increased when the number of nodes in the
graph increased.
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e Speedup increased for the same graph when the
number of cores increased, and at the same number
of cores when graph size increased the speedup in-
creased.

e  Efficiency decreased for the same graph size as the
number of cores increased, and at the same number
of cores when graph size increased the efficiency also
increased.

e  Cost increased for the same graph as the number of
cores increased, and at the same number of cores when
graph size increased cost increased.

B. Comparison Between Results of Implementing the PBFS
Algorithm Over Hadoop/MapReduce and Concurrency Frame-
works

Table VII presents the runtime results for executing the
PBFS algorithm over Hadoop/MapReduce versus those us-
ing concurrency frameworks, where the results show that
the implementation of PBFS over the Hadoop MapReduce
framework outperformed concurrency for large input sizes, as
the problem will be distributed among different processors that
are working in parallel, which decreases the computation time.
It is clear from the results in Tables VIII-X that for large
graphs with sizes 1000 and 2000 nodes, the Hadoop framework
outperformed the concurrency framework.

TABLE VII. RUNTIME RESULTS IN SECONDS FOR EXECUTING THE PBFS
ALGORITHM OVER HADOOP/MAPREDUCE VERSUS THOSE USING
CONCURRENCY FRAMEWORKS

TABLE X. COST RESULTS IN SECONDS FOR EXECUTING THE PBFS
ALGORITHM OVER HADOOP/MAPREDUCE VERSUS THOSE USING

CONCURRENCY FRAMEWORKS

# of nodes 1 core 2 cores 4 cores

Framework Hadoop  Concur. Hadoop  Concur. Hadoop  Concur.
250 16.993 10.187 25.845 20.304 26.992 20.536
500 34.679 30.616 41.858 36.798 53.741 41.020
1000 38.012 46.413 43.442 65.830 56.587 82.340
2000 44.001 52413 47.492 81.830 55.857 99.640

# of nodes 1 core 2 cores 4 cores

Framework | Hadoop  Concur. Hadoop Concur. Hadoop Concur.
250 16.993 10.187 12.92243 10.152 6.748074 5.134
500 34.679 30.616 20.92879 18.399 13.43522 10.255
1000 38.012 46.413 21.72114 32915 14.14663 20.584
2000 44.001 52413 23.74582 40.915 13.96414 24911

TABLE VIII. SPEEDUP RESULTS FOR EXECUTING THE PBFS
ALGORITHM OVER HADOOP/MAPREDUCE VERSUS THOSE USING

CONCURRENCY FRAMEWORKS

# of nodes 1 core 2 cores 4 cores

Framework Hadoop  Concur. Hadoop  Concur. Hadoop  Concur.
250 1 1 1.315 1.003 2.518 1.984
500 1 1 1.657 1.664 2.581 2.985
1000 1 1 1.75 1.41 2.687 2.25
2000 1 1 1.853 1.281 3.151 2.1

TABLE IX. EFFICIENCY RESULTS FOR EXECUTING THE PBFS
ALGORITHM OVER HADOOP/MAPREDUCE VERSUS THOSE USING
CONCURRENCY FRAMEWORKS

# of nodes 1 core 2 cores 4 cores
Framework | Hadoop  Concur. Hadoop  Concur. Hadoop  Concur.
250 1 1 0.66 0.50 0.63 0.50
500 1 1 0.83 0.83 0.65 0.75
1000 1 1 0.38 0.71 0.67 0.56
2000 1 1 0.93 0.64 0.79 0.53
VII. LIMITATIONS AND FUTURE WORK

The experiments for this study were conducted on synthetic
graphs of 0.5 density in order to put the proposed Parallel BFS
method through its paces in a controlled setting and gauge its

performance and scalability. One must recognize, however, that
such graphs are not an exact stand-in for real-world networks,
which tend to be sparse and exhibit quite different degree
distributions. These variances can have an impact on Parallel
BFS in a number of respects, from the way the workload is
apportioned across processing units to memory consumption,
the size of the frontier and the volume of edges explored. An
uneven distribution of work might result, for instance, with
hub nodes of high degree.

Consequently, the performance gains reported in this study
are confined to the experimental parameters and should not
be taken as representative of every real-world network. That
said, the approach is by no means restricted to a 0.5 density
and is applicable to other graph structures. Further tests
must be run on sparse and authentic data to make a proper
evaluation. Future work has us turning our attention to real-
world datasets from the web, biological or social networks to
see how the PBFS implementations fare against their synthetic
counterparts.

There is also the matter of resource constrained edge
devices, which the present experiments do not address. While
the framework is built for parallel processing on a single
machine, the current findings provide only preliminary insights
into its potential application to its use in such environments. It
would be wrong to read these results as proof of the approach’s
fitness for smart devices or edge-computing platforms given
the absence of any direct testing on that kind of hardware.
The realities of processing power, thermal conditions, energy
use, and the like could well alter PBFS performance on
those systems. For that reason, the proposed approach will
be evaluated on actual edge and smart-device platforms in
the future. Furthermore, the implementation and evaluation of
Depth-First Search (DFS) and other graph traversal algorithms
using both frameworks will be considered to provide a broader
comparison of their performance and scalability.

VIII. CONCLUSION

This paper presents a detailed account of the PBFS graph
exploration algorithm using Hadoop MapReduce and concur-
rency frameworks. The proposed method was evaluated using
graphs of different sizes with a density of 0.5.

The results show that speedup generally increases as the
number of cores increases for a given problem size, while
efficiency tends to decrease. however, the improvement was
not necessarily monotonic due to overheads associated with
resource contention, memory access, and other factors that
limit performance at higher core counts. When the number of
cores remains constant, larger inputs achieve better speedup
and efficiency.
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For small and medium-sized inputs, the concurrency-based

implementation performs better than Hadoop MapReduce.
This is mainly because it operates on a single machine and
avoids the communication overhead associated with distributed
processing. For larger inputs, however, Hadoop MapReduce
achieves better performance due to its ability to handle large-
scale data. The results obtained on an edge device using one or
two cores also show that PBFS can handle small- and medium-
sized graphs in resource-constrained environments. Overall,
the findings suggest that the PBFS implementations can scale
across different computing environments, including IoT and
edge-computing platforms.
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APPENDIX

The proposed PBFS algorithm using Hadoop MapReduce Framework can
be illustrated using a simple example in Fig. 2, which requires three iterations
to be traversed by the PBFS algorithm using Hadoop MapReduce.

As shown in Fig. 3, the first iteration started by splitting the input file
into two blocks (one block contains the first four lines and the other block
contains the last two lines) that had been sent to two different Mappers (in this
example the input file consists of 6 lines, where each line represents a separate
vertex that is partitioned into key/value pairs), where a key is represented by
the vertex-id and a value which consists of four parts including:

. Set of vertex neighbors that are listed between brackets and sepa-
rated by a comma.

. Set of nodes in the path from the source vertex to the current vertex
that are listed between brackets and separated by a comma.

. Distance from the source vertex to the current vertex.

° Vertex status, which is one of the ordered list “unvisited, reached,
visited”, where:

o Unvisited status means that a vertex is not reached.
o Reached means that a vertex is reached, but not explored.
o Visited means that a vertex is explored.

The first Mapper checks its input file line by line, where at the first line it
finds node n0 which is a reachable vertex, so it emits all its neighbors (node
nl, node n5, and node n2), modifies their paths and distances to be equal
to one, changes status to “reached”, at the same time the color changes to
“Gray”, sets node n0 status “visited”, and paints this node with “Black” color
as it is expanded as shown in Fig. 3, while nodes nl, n2, n3 are emitted with
current key/value pairs. The other mapper continues in the same way on its
input block of data.

The Reducer takes, as input, the sorted output that consists of a unique
intermediate key, and the list of values associated with it. It performs a
reduction operation on this set of values to produce one output value per
unique key. Here, it receives one value for keys 0,1,2,3,4 and returns them,
while for key 5 it receives two values and emits the value that has less distance
with greater status in the output file (which is [0,3 — [0,5] — 1 — reached])
as illustrated in Fig. 4.
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Fig. 2. The input graph / simple example.

First terati

oL, 5 21

101101 visite
1110, 21110, ke

ned

1 rexced
2000, 1, 3, 41110, 2111 reached|

nl

Fig. 3. First iteration / MapReduce.

The input for the second iteration (Iteration 2) is the output of the first
iteration, which is split into two blocks (one block contains the first two lines,
and the other block contains the last four lines), and is sent to two different
Mappers (in this example the input file consists of 6 lines, where each line
represents a separate vertex that is partitioned into key/value pairs).

The first Mapper checks its input file line by line, where at the second
line it finds node nl which is a reachable vertex, so it emits all its neighbors
(node n0, and node n2) and modifies their path and distance to two. Also, their
status changes to “reached”, and color to “Gray”. Later, it sets the status of
node nl to “visited”, and paints it with “Black™ color as it has been expanded
as shown in Fig. 4, while node n0 is emitted with current key/value pairs. The
other mapper works in the same way on its input block of data.

The Reducer merges the set of values that are taken from the sorted output
from the previous iteration to produce one output value per unique key. Here,
it receives one value for keys 1 and 2 then returns these values, while for key
0 it receives two values and emits the value that has less distance with greater
status in the output file (which is [1,5,2 — [0] — 0 — visited]) as illustrated
in Fig. 5.

For comparing the performance of the proposed PBFS algorithm over
Hadoop MapReduce and concurrency frameworks, a graph generator is
implemented to generate graphs (vertices and edges) of different sizes [250,
500, 1000 and 2000] with graph density = 0.5 in terms of running time,
speedup, efficiency, and cost.

Vol. 17, No. 10, 2026

In the third iteration (Iteration 3), the output from the previous step
represents an input for the current one, which is split into two blocks (one
block contains the first three lines, and the other block contains the last
three lines) that are sent to two different Mappers (in this example the input

Second Iteration

O[3, 5, 2]110)10] visited

OITL, S, 211100101 visited
1100, 21110, 1]11] reached

Z]TIT zeached
211 (01| inf|unvisited

4102, 3
sI00, 31110,

5111 reached

4112, 31100,2,4]12| reached
0, 31110,5]11|visited

influnvisited
nf|uavisited
11|visited

nl

Fig. 4. Second iteration / MapReduce.

file consists of 6 lines, where each line represents a separate vertex that is
partitioned into key/value pairs).

The second Mapper checks its input file line by line, where at the second
line it finds node n3, which is a reachable vertex, so it emits all its neighbors
(node n4, node n5 and node n2), and modifies their distances to be three. In
addition, their status becomes equal to “reached” and is painted in “Gray”
color. After that, it sets the status of node n3 to “visited” and paints it with
“Black™ color as it expands as shown in the next figure. Also, node n4 is
reachable, so its neighbors (nodes n2 and node n3) will be emitted with
distance = 3, and status = “reached”, then node n4 status converts to be
“visited”, while node n5 is emitted with current key/value pairs. The other
mapper does not find any reachable node, so it emits nodes n0, nl, n2 with
their current values.

The Reducer takes the sorted output that consists of a unique intermediate
key, and the list of values associated with it, as an input. It performs the
reduction operation on this set of values to produce one output value per
unique key. In this role, it receives one value for keys O and 1 then returns
these values, while for key 2 it receives three values and emits the value that
has less distance in the output file (which is [0,1,3,4 — [0,2] — 1 — visited]).
Also, for key 3 it receives two values and selects as illustrated in Fig. 5.

Mapper

4112, 31110,2,4]12] zeached
510, 3]1(0,5] | lvisited

OI(L, 5, 21110]10] visited | ]
1010, 20100, 11111 visited
2100, 1, 3, 4]1[0,2] [3]visiced
5, 2)110, 2, 3]12Ivisited

TTE, 5, 21110, 5, 31127 zeacee:
bp-| Mapper F. -
4112, 31118, 2,3, 41131 reached

$110, 31110,2,3,51131 reached
210, 1, 3, 41118,2, 3,2] 3| reached
412, 3]1[0, 2, 4]|2| visited

2000, 1, 3, 41110,2,4,2] 3l zeached
3114, S, 21100, 2,4, 3] 3| reached
$|[0, 3]/[0, 5]|1| visited

Fig. 5. Third iteration / MapReduce.
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