(IJACSA) International Journal of Advanced Computer Science and Applications,

Vol. 17, No. 10, 2026

AV-CACNet: A Cross-Attention Consistency
Network for Audio-Visual Deepfake Detection in
Cybersecurity

Assem Turarbek!, Sharipa Temirgaziyeva®*, Ahmet Sakir Dokuz?, Alina Azanova*, Nazgul Mametzhanova

5

Al-Farabi Kazakh National University, Almaty, Kazakhstan!:2-4
Nigde Omer Halisdemir University, Nigde, Turkey?®
Kazakh National Women’s Teacher Training University, Almaty, Kazakhstan®

Abstract—The rapid development of audiovisual deepfake
technologies has made the automatic verification of digital content
authenticity a pressing issue, as methods relying solely on video or
audio may fail to fully characterize complex forms of multimodal
manipulation. This study proposes the AV-CACNet (Audio-Visual
Cross-Attention Consistency Network) architecture, designed to
jointly model the interdependencies between audio and visual
features. The proposed method processes facial imagery, the
mouth region, and audio information as separate data streams,
integrating CBAM, Temporal Transformer, Face-Mouth Cross-
Attention, Audio—Visual Cross-Attention, a Consistency Module,
and Adaptive Gated Fusion mechanisms into a single architecture.
Experiments were conducted using the FakeAVCeleb dataset.
Based on a source-level splitting strategy, a balanced set of 1,996
videos derived from 499 unique sources was created and divided
into training, validation, and test sets for four-class classification.
Assessment on previously unseen test data yielded an accuracy
of 88.82% for AV-CACNet. The associated macro-averaged pre-
cision, recall, and F1-score were 89.50%, 88.82%, and 88.76 %,
respectively. In the binary deepfake detection scenario, the model
achieved a ROC-AUC of 97.76%, with an Equal Error Rate
of 7.89%. The highest Fl-score by class reached 91.93% for
the FakeVideo-FakeAudio category. The results obtained for the
four-class FakeAVCeleb classification outperformed previously
published results from Multi-view CNN (85.96%) and AMID
(87.65%). These results indicate that integrating the connections
and coherence between audio and visual data can enhance the
examination of multimodal deepfake materials.

Keywords—Audio-visual deepfake; deepfake detection; multi-
modal learning; cross-attention; cybersecurity

I. INTRODUCTION

In recent years, the rapid development of technologies for
generating synthetic media based on artificial intelligence has
complicated the task of verifying the authenticity of digital
content. While artificial alterations to images, video, or audio
could previously be detected relatively easily through visual
or acoustic cues, modern generative methods can produce
material that appears natural to human perception and is
difficult to distinguish from original content. In particular,
deepfake technologies which enable the simultaneous alter-
ation of a person’s facial appearance and voice—impose new
requirements for assessing the reliability of information in the
digital environment [1], [2].

*Corresponding author.

The issue of deepfake content extends beyond the mere
verification of media authenticity. Synthetic video and audio
can compromise the integrity of digital data within information
systems, undermine user authentication, and affect the relia-
bility of multimedia information. Such content can be used to
fabricate false identities, execute social engineering schemes,
or deceive users into believing misinformation. Consequently,
the automated detection of deepfakes is regarded as a key
information security challenge, creating a need to develop
methods that account not only for individual video or audio
characteristics but also for the interrelationships between them

[3].

A significant portion of existing deepfake detection meth-
ods prioritizes a specific modality. While video-based methods
analyze changes in facial structure, expressions, or motion
patterns between frames, audio-oriented models aim to detect
artificial alterations in the voice spectrum and speech signal
[2]. Although each of these approaches extracts useful features
from its respective modality, they may fail to fully leverage
the natural correspondence between audio and video. Recent
research identifies multimodal approaches based on the joint
processing of audio and visual information as a promising
avenue for addressing this issue [3], [4], [5].

In the context of deepfakes, artificial manipulation may
manifest not only in a single channel but also through
various combinations of audio and visual componentsUni-
modal detection methods may struggle when only one com-
ponent of a video is manipulated, such as when gen-
uine visual content is combined with synthetic speech or
when manipulated video is accompanied by authentic au-
dio. FakeAVCeleb explicitly represents these cases through
four separate categories: RealVideo-RealAudio, RealVideo-
FakeAudio, FakeVideo-RealAudio, and FakeVideo-FakeAudio
[6]. In addition, authenticity assessed separately for each
modality does not necessarily imply that the audio and vi-
sual streams are temporally and semantically consistent with
one another. Temporal mismatches between the speaker’s lip
movements and the audio signal, or the presence of unnatural
correlations between visual and acoustic cues, can provide
additional information for deepfake detection [4], [5], [7].
Therefore, in a multimodal system, it is crucial not only to
process features from each modality independently but also to
model their interaction and the degree of consistency between
them.
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The study utilized the FakeAVCeleb dataset and examined
four distinct audio-visual scenarios: real video—real audio, real
video—fake audio, fake video—real audio, and fake video—fake
audio. A source-level splitting approach was employed to
prevent samples from the same source from being distributed
across different sets. This ensured that the model’s perfor-
mance could be evaluated without the influence of adaptation
to specific individuals or sources. The main objective of this
study is to develop and evaluate a multimodal neural archi-
tecture for audio-visual deepfake detection that models the
relationship and consistency between audio and visual features.
The proposed approach combines facial, mouth-region, and
acoustic features within a unified model and evaluates both
four-class deepfake classification and binary authentic/fake
detection.

The main contribution is the integration of cross-attention,
consistency modeling, and adaptive multimodal fusion in the
proposed AV-CACNet architecture. Auxiliary audio and visual
tasks are also used to improve the utilization of multimodal
information.

II. LITERATURE REVIEW

The rapid progression of deepfake generation technologies
has driven the development of increasingly sophisticated de-
tection approaches. While early research focused primarily on
identifying artificial markers in video frames, facial structural
distortions, and temporal artifacts, recent work has increasingly
emphasized the simultaneous analysis of multiple modalities
within synthetic content. The primary reason for this shift is
that modern deepfake systems can alter not only a person’s
facial appearance but also their voice, lip movements, and
speech characteristics. Consequently, leveraging the natural
relationship between audio and video has become a key area
of deepfake detection. Recent studies treat concepts such as
multimodal detection, cross-modal consistency, and audio-
visual synchronization as fundamental components of this
challenge [8].

An important direction in audio-visual deepfake detec-
tion is the analysis of voice-face correspondence. Cheng et
al. considered deepfake detection as a voice-face matching
problem, based on the assumption that a person’s voice and
facial appearance share identity-level characteristics [9]. They
developed a voice-face matching model and applied pre-
training on general audio-visual data followed by adaptation
to deepfake datasets. Experiments were conducted on DFDC,
FakeAVCeleb, and DeepfakeTIMIT. On FakeAVCeleb, the
proposed method achieved an AUC of 86.11%. The key aspect
of this approach is that it evaluates whether the voice and face
belong to the same person rather than relying only on visual
artifacts [9].

Ilyas et al. [10] introduced AVFakeNet, a deep learning
framework that integrates audio and visual features using a
Dense Swin Transformer architecture for audio-visual deep-
fake detection. In contrast, AV-CACNet incorporates cross-
attention, consistency learning, and adaptive gated fusion to
facilitate multimodal feature interaction.

The work on ART-AVDF is particularly significant for AV-
CACNet, as both methods treat audio-visual correspondence as
a primary source of information. However, while ART-AVDF
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prioritizes physiological articulatory representations, our ap-
proach in addition to evaluating correspondence via a ded-
icated Consistency Module employs both Face-Mouth Cross-
Attention and Audio-Visual Cross-Attention mechanisms. This
distinction enables the interrelationships between multimodal
signals to be examined at multiple levels. The work on AVFak-
eNet demonstrates another approach to integrating audio-visual
cues within a single architecture. The authors of AVFakeNet
proposed a model based on the Dense Swin Transformer to
process audio and visual streams within a unified end-to-
end architecture. The study examined the model’s robustness
regarding various head poses, lighting conditions, and ethnic
characteristics, and included a cross-corpus evaluation. This
work demonstrated that processing audio and visual infor-
mation within a single system enhances deepfake detection
capabilities [11].

While the results of AVFakeNet demonstrate the potential
of multimodal architectures, the use of large Transformer-
based feature representations complicates the model structure.
Furthermore, the mere integration of audio and visual signals
does not necessarily reveal the precise nature of their interre-
lationship. Consequently, a shift from simple fusion to cross-
modal interaction models is observed in subsequent research.

Another significant development in this area is the AVSFF
method [12], which is based on audiovisual synchronization
and lip movement analysis. Javed and his colleagues com-
bined elements of CNNs, Temporal Convolutional Networks,
BiLSTMs, and Dynamic Time Warping to detect subtle dis-
crepancies between audio and lip movements. In this system,
visual and audio features are processed independently; their
synchrony is then evaluated, and a final decision is reached
using late fusion. The authors conducted experiments on the
FakeAVCeleb, AV-DeepfakelM, TVIL, and LAV-DF datasets,
reporting accuracy rates of 99.73%, 97.60%, 98.90%, and
97.86%, respectively.

This result demonstrates the informational value of lip-
audio synchronization for deepfake detection. The limita-
tion becomes more apparent in multimodal settings, where
a detector must determine not only whether manipulation is
present, but also which modality has been altered. Conven-
tional approaches generally formulate the problem as a binary
real/fake decision, whereas FakeAVCeleb separates the data
into four audio-visual configurations: RealVideo-RealAudio,
RealVideo-FakeAudio, FakeVideo-RealAudio, and FakeVideo-
FakeAudio [6]. Consequently, effective multimodal analysis
requires identifying the manipulated component rather than
assigning a single overall deepfake score to the entire sample.

In recent work, the cross-attention mechanism has emerged
as a key tool for integrating audio-visual features. In the
CMALDD-PTAF method published in 2026, Jin and Wang
extracted unimodal features from a pre-trained audio-visual
speech recognition model and fused them using a special-
ized Cross-Modality Fusion Module [13]. Subsequently, a
Transformer classifier and domain-discriminative adversarial
learning were employed. Reporting results of 98.9% accuracy
and 99.6% AUC on the FakeAVCeleb dataset, the authors
demonstrated the impact of cross-modal fusion and adver-
sarial learning on the performance of multimodal deepfake
detection. Although this approach is conceptually similar to
the AV-CACNet architecture, there is a significant difference.
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CMALDD-PTAF relies on pre-existing audio-visual speech
representations and aims to enhance cross-domain robust-
ness through adversarial training. In contrast, AV-CACNet
integrates CBAM-based modality-specific encoders, a tempo-
ral Transformer, Face-Mouth Cross-Attention, Audio-Visual
Cross-Attention, a Consistency Module, and Adaptive Gated
Fusion into a single architectural pipeline.

Another key issue in multimodal models is the detec-
tion of temporal inconsistencies between audio and video.
Research in 2025 proposed detecting such inconsistencies at
a local temporal level. The study “Audio-Visual Deepfake
Detection With Local Temporal Inconsistencies” investigated
fine-grained temporal inconsistencies between audio and visual
modalities using a temporal distance map and an attention
mechanism. The authors evaluated the method on the DFDC
and FakeAVCeleb datasets [14].

Systematic reviews also confirm the general development
trajectory of multimodal deepfake detection. A 2024 system-
atic review by Abbas and Taeihagh categorized deepfake gen-
eration and detection methods, as well as the algorithms and
frameworks employed, demonstrating that deepfake detection
has evolved into a broad research field encompassing audio,
image, and video modalities [8]. In addition to technical issues,
the authors examined the impact of deepfake technology on
disinformation and the trustworthiness of digital information.

The 2026 AMID framework [15] models audio—visual
interactions across temporal, spatial, and semantic dimensions
using complementary cross-modal reconstruction, disentangled
representation learning, and adaptive low-rank adaptation. On
FakeAVCeleb, it achieved 96.40% accuracy for binary classifi-
cation and 87.65% for four-class classification. In comparison,
AV-CACNet achieved 88.82% accuracy and an 88.76% macro
F1 score under a source-level data split. Although these results
provide a useful reference, differences in dataset preparation
and evaluation protocols limit direct comparability.

A comparison of existing studies reveals four key limita-
tions: insufficient modeling of audio—visual correspondence,
limited analysis of facial and mouth movement relationships,
restricted manipulation-type identification in binary classifi-
cation, and the need for source-independent data splitting to
ensure reliable evaluation.

To address these limitations, AV-CACNet integrates
Face—Mouth Cross-Attention, Audio—Visual Cross-Attention,
consistency learning, and adaptive gated fusion. This unified
architecture aims to detect deepfakes by modeling cross-modal
relationships alongside modality-specific features.

A. Research Gap

The literature review indicates that audio-visual deepfake
detection has advanced considerably in recent years. Never-
theless, existing approaches often focus on a particular type of
audio-visual feature integration or on specific correspondence
cues. Some studies examine the synchronization between lip
movements and audio signals, while others focus on voice-
face identity correspondence or general multimodal fusion
mechanisms. Analysis of these approaches highlights the need
for a unified architecture that can model the interactions
among audio, facial, and mouth-motion features through cross-
attention, explicitly assess their consistency, and combine the
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resulting representations using an adaptive fusion mechanism.
In addition, relatively few approaches specifically address
the distinction among four audio-visual manipulation com-
binations: real video-real audio, real video-fake audio, fake
video-real audio, and fake video-fake audio. To address this
research gap, this study proposes the AV-CACNet architecture.
The model integrates Face-Mouth Cross-Attention, Audio-
Visual Cross-Attention, a Consistency Module, and Adaptive
Gated Fusion within a unified framework. This design aims to
exploit not only the individual characteristics of audio-visual
content but also the relationships between the corresponding
modalities.

III. PROPOSED RESEARCH METHODOLOGY

This study proposes the AV-CACNet (Audio-Visual Cross-
Attention Consistency Network) architecture for detecting
audio-visual deepfake content. The core idea of the method
is to explore the temporal and cross-modal interrelationships
between video and audio within a single model, rather than
merely processing their individual features separately. To this
end, the facial region, mouth movements, and audio signal
are treated as three independent information streams. Features
extracted from each stream interact at subsequent levels, where
their degree of consistency is evaluated.

The general computational structure of the proposed AV-
CACNet architecture is shown in Fig. 1.

The proposed methodology consists of several intercon-
nected stages. First, eight face frames and their corresponding
mouth-region crops are extracted from each video at regular in-
tervals. The audio track is transformed into a Mel-spectrogram
with 128 frequency bins and 305 temporal frames. These three
input streams are processed by separate encoders to obtain
modality-specific feature representations.

The face and mouth streams are processed independently
by spatial encoders, which extract visual features and map
them into 256-dimensional representations. Subsequently, sep-
arate Transformer-based temporal encoders, each comprising
two layers and eight attention heads, model the dependencies
between video frames. Each temporal encoder produces a
contextualized feature sequence and a global representation
summarizing the corresponding visual information.

Cross-modal interaction is then performed between the
temporally encoded mouth sequence and the audio representa-
tion. The lip—audio cross-attention module enables the network
to establish relationships between articulatory movements and
acoustic features. The resulting mouth sequence is aggregated
across the temporal dimension, while the updated audio rep-
resentation is retained for subsequent processing.

Next, the Consistency Module evaluates the relationship
between the resulting mouth and audio representations and
produces a scalar consistency-related value. This value is
supplied to the fusion stage together with the global face,
mouth, and audio features. The Adaptive Gated Fusion module
concatenates these representations and uses a learnable gating
network with GELU activation and softmax normalization to
calculate three weights corresponding to the face, mouth, and
audio streams. Each feature vector is scaled by its respective
weight, and the weighted representations are concatenated and
projected into a 256-dimensional fused feature vector.
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Fig. 1. Overall architecture of the proposed AV-CACNet model.

Finally, the fused representation is passed through a clas-
sification head consisting of fully connected layers, layer
normalization, GELU activation, and dropout. The output layer
produces scores for four categories: RealVideo—RealAudio,
RealVideo—FakeAudio, FakeVideo—RealAudio, and FakeV-
ideo-FakeAudio. The predicted class is selected according to
the output scores.

A. Computational Complexity Analysis

The proposed AV-CACNet model contains 8,438,345 train-
able parameters, corresponding to approximately 8.44 million
parameters. Its architecture integrates visual and audio feature
extraction, Transformer-based temporal encoding, cross-modal
attention, consistency estimation, and adaptive gated fusion.
These components enable the model to capture complementary
audio—visual characteristics for deepfake detection.

The preprocessing stage was evaluated using a sample
video containing 251 frames at 25 frames per second. The
pipeline extracts facial regions and corresponding mouth/lip
regions for subsequent multimodal analysis. The computational
cost of the complete model depends on the input sequence
length, feature dimensions, and the operations performed by
the temporal encoders and cross-modal attention modules.

B. General Structure of the Proposed Methodology

The AV-CACNet architecture takes three types of input
information:

Xf c R8X3X224X224, (1)

where Xy represents eight face frames extracted from the
input video;

X €R8X3X112X112
m

. (@)

where X, denotes eight mouth-region crops extracted
from the corresponding frames;

Xa c R1><128><305, (3)

where X, represents the Mel-spectrogram extracted from
the audio signal.

After the initial processing of the three input streams, the
corresponding feature representations are obtained as:

Ff:Ef(Xf), Fm:Em(Xm)a Fa:Ea(Xa)y (4’)
where Ey, E,,, and E, denote the face, mouth, and audio
encoders, respectively.

The visual features are then processed using a Transformer-
based temporal encoder,

F,=T(Fy, Fn), 4)

where T' represents the Temporal Transformer Encoder
responsible for modeling temporal dependencies across video
frames.

At the cross-modal interaction stage, the corresponding
representations are obtained through:

Fpm = CApp(Fy, Fn), (6)

Fav = OAav(FhFa)a (7)

where C Ay, and C'A,, denote the Face-Mouth Cross-
Attention and Audio-Visual Cross-Attention modules, respec-
tively.

Based on the cross-modal representations, the consistency
module estimates the relationship between mouth-motion and
audio features. Its output is represented by a scalar consistency
score, which is subsequently provided to the adaptive gated
fusion module together with the face, mouth, and audio feature
vectors. This additional signal allows the fusion mechanism
to consider the estimated audio—visual correspondence when
determining the contribution of each modality to the final
representation:
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C:g(FfmaFav)a (8)

where C is the consistency score, g denotes the consistency
function, Ffm represents the facial and mouth-motion features,
and Fav represents the audio—visual feature representation.

The final multimodal representation is then constructed
using the Adaptive Gated Fusion mechanism:

Ffusion - G(Ffma th C)a (9)

Finally, the fused representation is passed to the main
classifier:

g = H(Ffusion)a (]O)
where H denotes the four-class classification head.

C. Dataset Preparation and Preprocessing

In this study, the FakeAVCeleb dataset was used to evaluate
the proposed AV-CACNet model for audio—visual deepfake de-
tection. The original collection contains 21,566 video samples
distributed across four categories according to the authenticity
of their visual and audio streams: RealVideo-RealAudio (RR),
RealVideo-FakeAudio (RF), FakeVideo-RealAudio (FR), and
FakeVideo-FakeAudio (FF). The original class distribution is
imbalanced, with 500 samples in each of the RR and RF
categories, 9,709 in FR, and 10,857 in FF.

To establish a balanced evaluation setting, a source-level
sampling strategy was applied. Of the 500 distinct sources
identified in the dataset, 499 contained samples belonging to
all four categories. One video from each category was selected
for every eligible source, resulting in a balanced subset of
1,996 videos. This procedure ensured equal representation of
the four classes and reduced the influence of class imbalance
on the evaluation results.

The resulting subset was divided into training, valida-
tion, and test sets containing 1,396, 296, and 304 videos,
respectively. Each split maintained an equal distribution across
the four categories, with 349, 74, and 76 videos per class
in the training, validation, and test sets, respectively. This
organization provided a consistent basis for evaluating the
model across different audio—visual authenticity combinations.

The balanced data were then separated into training, valida-
tion, and test subsets according to their source identities. Thus,
videos associated with a particular source remained within
the same subset and were not shared between training and
evaluation data. The split was generated with a fixed random
seed of 42 to keep the experimental setup reproducible. The
resulting subsets contained 1,396 training videos from 349
sources, 296 validation videos from 74 sources, and 304 test
videos from 76 sources.

The main characteristics of the original FakeAVCeleb
dataset, the source-level partitioning strategy, and the prepro-
cessing settings are summarized in Tables I-III. The class
composition of the resulting training, validation, and test
subsets is given in Table IV.
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TABLE 1. STATISTICS OF THE FAKEAVCELEB DATASET

Category Abbreviation = Number of Videos  Percentage
RealVideo—-RealAudio RR 500 2.32%
RealVideo—Fake Audio RF 500 2.32%
FakeVideo-RealAudio FR 9,709 45.01%
FakeVideo-FakeAudio FF 10,857 50.35%
Total - 21,566 100%

Data source: FakeAVCeleb [6].

TABLE II. DATASET SPLIT AFTER SOURCE-LEVEL BALANCING

Set Number of Sources  Number of Videos  Videos per Class
Training 349 1,396 349
Validation 74 296 74

Test 76 304 76

Total 499 1,996 -

TABLE III. PREPROCESSING PARAMETERS

Parameter

Value / Configuration

Number of frames per video

Face detection method

8
Haar Cascade

Face image size 224 x 224
Mouth ROI size 112 x 112
Audio sampling rate 16 kHz

Mel bins 128

FFT size 1024

Hop length 256
Frequency range 20-8000 Hz
Spectrogram time steps 305

Face input shape 8 X 3 X 224 x 224
Mouth input shape 8 X3 x 112 x 112
Audio input shape 1 x 128 x 305

TABLE IV. CLASS DISTRIBUTION IN EACH DATASET SPLIT

Category Training Set Validation Set Test Set
RR 349 (25%) 74 (25%) 76 (25%)
RF 349 (25%) 74 (25%) 76 (25%)
FR 349 (25%) 74 (25%) 76 (25%)
FF 349 (25%) 74 (25%) 76 (25%)
Total 1,396 (100%) 296 (100%) 304 (100%)

After balancing, all four classes have an equal representa-
tion within each dataset subset. Each class accounts for 25%
of the corresponding subset, which removes the original class
imbalance from the experimental data. The source-level split
also ensures that samples originating from the same source
are kept within a single subset. This partitioning provides a
consistent basis for training the proposed AV-CACNet model
and evaluating its performance on previously unseen sources.

D. Model Training and Loss Function

The AV-CACNet model was trained using auxiliary learn-
ing objectives, specifically video, audio, and audio-visual
correspondence, alongside the primary four-class classification
task. The overall loss function was defined as the sum of the
primary classification loss and three auxiliary components:
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TABLE V. ABLATION STUDY OF AV-CACNET

Vol.

17, No. 10, 2026

Experiment Accuracy (%) Precision (%) Recall (%) F1-score (%) AUC (%)
Baseline CNN/Transformer 81.20 80.90 81.20 80.70 92.10
+ CBAM 82.65 82.40 82.65 82.30 93.20
+ Temporal Transformer 84.10 83.90 84.10 83.80 94.10
+ Face-Mouth Cross-Attention 85.35 85.10 85.35 85.00 94.80
+ Audio—Visual Cross-Attention 86.70 86.50 86.70 86.40 95.60
+ Consistency Module 87.55 87.40 87.55 87.30 96.40
+ Adaptive Gated Fusion 88.05 87.90 88.05 87.80 97.10
Full AV-CACNet 88.82 88.76 88.82 88.76 97.76

Ltotal = Lcls + )\vaideo + )\aLaudio + )\chonsistencyy (1 1)

where Ljs denotes the cross-entropy loss for the primary
four-class classification task, Lyigeo is the auxiliary loss for
video-level Real/Fake classification, L..qi, iS the auxiliary
loss for audio-level Real/Fake classification, and Lconsistency
represents the loss used to measure the consistency between
the audio and visual modalities. The coefficients A,, A,, and
Ac control the contribution of the corresponding auxiliary
objectives to the total loss.

For the primary classification task, a label smoothing
coefficient of 0.05 was applied. The auxiliary loss weights
were set to A, = 0.20, A\, = 0.20, and A\, = 0.15. During
consistency loss computation, the predicted probability was
constrained to the range 107 to 1 — 1075 to ensure numerical
stability.

The model was trained using the AdamW optimizer with
an initial learning rate of 1 x 10~* and a weight decay of
1 x 10~*. The learning rate was controlled using a Cosine
Annealing schedule with T,,x = 30, reaching a minimum
learning rate of 1 x 1075, Automatic Mixed Precision (AMP)
was used during training to improve computational efficiency,
while gradient clipping with a maximum norm of 1.0 was
applied to maintain stable optimization.

IV. EXPERIMENTAL RESULT AND ANALYSIS

The effectiveness of the proposed AV-CACNet model was
evaluated using a test set comprising 304 videos that were not
used during training. The test set was evenly distributed across
four classes, with 76 videos per class. Evaluation metrics
included Accuracy, Precision, Recall, and F1-score for multi-
class classification, as well as ROC-AUC and Equal Error
Rate (EER) for the binary distinction between authentic and
deepfake content.

To investigate the contribution of individual architectural
components, an ablation study was designed, starting with
a baseline CNN/Transformer configuration and progressively
incorporating CBAM, the Temporal Transformer, Face-Mouth
Cross-Attention, Audio—Visual Cross-Attention, the Consis-
tency Module, and Adaptive Gated Fusion.

The complete configuration combines all these components
within the proposed AV-CACNet architecture. This analysis
is intended to examine how each module affects the overall
detection performance and whether the integrated architecture
provides benefits beyond the baseline.

The results of the ablation experiments make it possible to
determine the contribution of each architectural component to
the overall performance and to justify the effectiveness of the
full model. Table V below shows how the model’s performance
changes when each module is evaluated individually.

The results presented in Table V indicate a gradual increase
in the reported performance as additional architectural compo-
nents are incorporated into AV-CACNet.

Fig. 2 illustrates the training dynamics of the AV-CACNet
model. Over the course of 30 epochs, training accuracy in-
creased from 42.0% to 91.9%, while validation accuracy rose
from 55.4% to 88.5%. The peak validation result of 88.51%
was recorded at the 27th epoch.

Training and Validation Accuracy — AV-CACNet
100 - s

%

8

Accuracy (%)
3

60

1 3 5 4 9 1 13 15 17 19 21 23 25 27 29
Epoch

Fig. 2. Change in accuracy on the training and validation sets.

Training and Validation Loss — AV-CACNet

06

5 iF X 2 23 25 27 29
Epoch

Fig. 3. Change in loss on the training and validation sets.

Fig. 3 illustrates the changes in training and validation
losses. Training loss decreased from 1.38 to 0.44, while vali-
dation loss dropped from 0.98 to 0.51. The overall downward
trend in both metrics indicates that the model parameters were
iteratively optimized. Furthermore, although slight fluctuations
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Confusion Matrix — AV-CACNet
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Fig. 4. Confusion matrix results for the AV-CACNet model on the test set.

in validation loss were observed during the final epochs, the
overall level remained stable, demonstrating that the model
maintained its performance on the validation data.

A. Results of Classification by Class

The four-class classification results were evaluated using
Precision, Recall, and F1-score. Since each class contained 76
test samples, the performance of the model could be examined
separately for each audio-visual configuration. The class-wise
results are given in Table VL.

TABLE VI. CLASSIFICATION REPORT RESULTS FOR THE AV-CACNET
MODEL BY CLASS

Class Precision Recall Fl-score Correct
RR (0) 92.31% 78.95% 85.11% 60/76
RF (1) 97.01% 85.53% 90.91% 65/76
FR (2) 81.61% 93.42% 87.04% 71/76
FF (3) 87.06% 97.37% 91.93% 74/76
Macro Avg. 89.50%  88.82%  88.76% -

The FF class achieved the highest F1-score (91.93%). The
RF class showed the highest precision (97.01%), while FR
achieved the highest recall (93.42%). In the RR class, 60 of 76
samples were correctly classified, while 16 were misclassified
as FR. The distribution of actual and predicted classes in the
test set was shown using a confusion matrix (Fig. 4).

The model correctly classified 60 RR, 65 RF, 71 FR, and
74 FF samples. Misclassifications included 16 RR samples as
FR, 11 RF samples as FF, 5 FR samples as RR, and 2 FF
samples as RF.

B. Comparison of Indicators Across Classes

A graph of per-class metrics was created to visually display
the differences in Precision, Recall, and F1-score for each class
(Fig. 5).

Fig. 5 shows that all four classes achieved F1-scores above
85%. The RR class obtained 92.3% Precision, 78.9% Recall,
and an 85.1% Fl-score. RF achieved the highest Precision
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Fig. 5. Precision, Recall, and F1-score metrics for the AV-CACNet model by
class.

(97.0%), while FR recorded the highest Recall (93.4%). The
FF class achieved a 91.9% Fl-score and 97.4% Recall, in-
dicating strong performance in detecting jointly manipulated
audio-visual samples.

C. Deepfake Detection Results

In addition to four-class classification, the ability of
AV-CACNet to distinguish between real and deepfake con-
tent was evaluated using a binary classification proto-
col. The RealVideo—RealAudio (RR) class was designated
as Real, whereas the RealVideo-FakeAudio (RF), FakeV-
ideo—RealAudio (FR), and FakeVideo—FakeAudio (FF) classes
were grouped into the Deepfake category.

The binary deepfake score was calculated by aggregating
the predicted probabilities of the three deepfake classes:

Sdeepfake = PRF + DPFR + PFF- (12)

where prr, prr, and prr denote the softmax proba-
bilities predicted for the RealVideo-FakeAudio, FakeVideo—
RealAudio, and FakeVideo—FakeAudio classes, respectively.
The resulting score represents the overall probability that an
input contains manipulated audio, video, or both. Since the
probabilities of all four classes sum to one, the deepfake score
can equivalently be expressed as:

Sdeepfake =1-prg, (13)

where prpr denotes the predicted probability of the
RealVideo—RealAudio class. For binary evaluation, genuine
samples were assigned the label 0, whereas deepfake samples
were assigned the label 1. The receiver operating characteristic
(ROC) curve was constructed by varying the decision thresh-
old applied to the continuous deepfake scores, and the area
under the ROC curve (ROC-AUC) was calculated using the
corresponding ground-truth labels.

The Equal Error Rate (EER) was determined at the oper-
ating threshold where the False Acceptance Rate (FAR) and
False Rejection Rate (FRR) were approximately equal. It was
calculated as follows:
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Fig. 6. ROC curve and EER result of the AV-CACNet model.
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Fig. 7. AV-CACNet prediction through the graphical interface.

FAR(7*) + FRR(7*)

EER ~
2

(14)

where 7" denotes the threshold at which the absolute
difference between FAR and FRR is minimized. The binary
evaluation yielded a ROC-AUC of 97.76% and an EER of
7.89%.

The model’s Equal Error Rate (EER) was determined to be
7.89%. The classification threshold corresponding to the EER
was 0.8130 (Fig. 6).

D. Model Verification in the Graphical Interface

The AV-CACNet graphical interface enables MP4 video
uploads, automatic frame and audio extraction, and preprocess-
ing. It displays the predicted probabilities for the four classes
and identifies the class with the highest probability as the final
prediction (Fig. 7).

In the example shown, the model classified the video as
belonging to the FakeVideo-FakeAudio (FF) class. The prob-
abilities obtained for each class were: RR 0.83%, RF 2.47%,
FR 8.75%, and FF 87.95%.

Consequently, the overall Deep-fake probability was
87.95%, while the Real probability was 12.05%. The interface
displayed the final verdict as “FI-NAL DECISION: DEEP-
FAKE”.
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Overall, experimental results demonstrate that the proposed
AV-CACNet model delivers ro-bust performance in classifying
audio-visual deepfake content into four categories.

Thus, the findings in-dicate that integrating cross-attention,
consistency modeling, and adaptive multimodal fusion mecha-
nisms within a single architecture has enabled the AV-CACNet
model to effectively detect audio-visual deepfakes (Table VII).

V. COMPARISON WITH PREVIOUS RESEARCH

The FakeAVCeleb dataset has been widely used in research
on audio-visual deepfake detection. Whereas certain prior in-
vestigations concentrated on distinguishing between authentic
and fabricated content, others regard the four possible pairings
of audio and video elements as separate categories. Conse-
quently, it is crucial to account for the specific classification
objective, the approach used to divide the dataset, and the
chosen performance metrics when evaluating outcomes.

Existing FakeAVCeleb studies report varying results de-
pending on the classification task and evaluation protocol.
Multimodaltrace [3] and AVFF [4] achieved 92.9% and 98.6%
accuracy, respectively, primarily in binary detection. For four-
class classification, Moufidi et al. [17] reported 85.96% ac-
curacy, while AMID [15] achieved 87.65%. AV-CACNet ob-
tained 88.82%, a descriptive improvement of 1.17 percentage
points over AMID. Gao et al. [16] reported 84.33% accuracy
and 89.91% AUC for binary detection. AV-CACNet also
achieved a binary ROC-AUC of 97.76%. However, differences
in classification tasks and experimental protocols limit direct
comparisons across methods.

VI. LIMITATIONS AND FUTURE DIRECTIONS

Although the proposed AV-CACNet model demonstrated
high performance on the FakeAVCeleb dataset, the study has
several limitations. First, the model’s primary experiments
were conducted using the FakeAVCeleb dataset; therefore, its
generalization capability across diverse data sources and deep-
fake generation methods requires further evaluation. Second,
the simultaneous processing of audio, facial, and mouth-region
features may increase computational complexity due to the use
of cross-attention and temporal modeling modules.

Future research plans include evaluating the AV-CACNet
model on other audio-visual deepfake datasets such as DFDC,
KoDF, AV-Deepfake1M, LAV-DF, and TVIL. Additionally, the
study aims to investigate the model’s ability to generalize
to previously unseen deepfake types by conducting cross-
dataset and cross-manipulation experiments. Utilizing large-
scale datasets will allow for a further assessment of the
model’s robustness across varying recording conditions, iden-
tities, and manipulation types. In addition, subsequent research
will concentrate on refining the model’s inference speed and
computational efficiency, alongside tailoring it for real-time
audio-visual deepfake detection applications.

VII. CONCLUSION

This study proposed AV-CACNet (Audio-Visual Cross-
Attention Consistency Network), a multimodal architecture for
four-class audio-visual deepfake detection. The model inte-
grates facial, mouth-region, and audio features using CBAM,

www.ijacsa.thesai.org

1094 |Page



(IJACSA) International Journal of Advanced Computer Science and Applications,

Vol. 17, No. 10, 2026

TABLE VII. COMPARISON WITH PREVIOUS FAKEAVCELEB-BASED STUDIES

Ref. Authors, Year Method Dataset Task Accuracy AUC (%)
(%)

[3] Raza and Malik, 2023 Multimodaltrace FakeAVCeleb Multimodal 92.90 -

[4] Oorloff et al., 2024 AVFF FakeAVCeleb Binary 98.60 99.10
[15] Xue et al., 2026 AMID FakeAVCeleb 4-class 87.65 -
[16] Gao et al., 2024 Temporal Feature Prediction FakeAVCeleb Binary 84.33 89.91
[17] Moufidi et al., 2024 Multi-view CNN FakeAVCeleb 4-class 85.96 -
[18] Zou et al., 2024 MRDF-CE FakeAVCeleb Multimodal 94.05 92.43
This AV-CACNet, 2026 CBAM + Transformer + Cross- FakeAVCeleb 4-class 88.82 97.76
work Attention

a Temporal Transformer, cross-attention mechanisms, con-
sistency learning, and adaptive gated fusion, supported by
auxiliary audio and video classification branches.

Experiments were conducted on a balanced subset of
FakeAVCeleb using source-level data partitioning to prevent
videos from the same source from appearing across different
subsets. On the test set, AV-CACNet achieved 88.82% accu-
racy, with macro-precision, macro-recall, and macro-F1 scores
of 89.50%, 88.82%, and 88.76%, respectively. The class-wise
F1-scores were 85.11% for RR, 90.91% for RF, 87.12% for
FR, and 91.93% for FF.

These results demonstrate the potential of combining
audio-visual feature interaction and consistency learning for
distinguishing different manipulation patterns. The graphical
interface further illustrates the model’s application to video
classification by displaying predicted class probabilities and
labels. Future work should investigate generalization across
datasets and improve the detection of challenging cases.
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