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Abstract—Forensic examiners are increasingly expected to
report the weight of digital evidence as a likelihood ratio (LR)
rather than as a class decision. Three obstacles block this
transition: calibration methods assume that reference labels are
correct, although forensic reference labels are reconstructed and
erroneous; multiclass problems are handled by independently
calibrated pairwise systems whose reports contradict one another;
and the empirical lower and upper bound on reportable LRs
is estimated from the same erroneous labels, while reported
LRs carry no interval. This paper presents NA-CoLR, a four-
stage model that couples a stability-gated estimate of the label-
transition matrix, forward-corrected coherent calibration on the
probability simplex, a noise-aware and order-preserving bound,
and a bootstrap that propagates transition-matrix uncertainty
into per-event intervals and a tiered abstention policy. On
NSL-KDD, CICIDS2017 and UNSW-NB15 with 15% injected
reference-label error, the complete model attains a multiclass log-
likelihood-ratio cost of 0.047, 0.036 and 0.354, against 0.170, 0.087
and 0.355 for the same calibrator without correction and 0.092,
0.043 and 0.344 for a one-versus-rest baseline. Correction helps
under every noise process tested; the lead over the one-versus-
rest baseline holds under pair-flip noise and prevalence shift,
but not under instance-dependent noise. Pairwise systems violate
transitivity by up to 1.94 decades, whereas NA-CoLR is coherent
by construction, including after bounding. Selecting a system by
validation against erroneous labels reverses the true ranking and
selects a system 4.0 times worse than the best. Unseen classes
are not detected reliably, so the model is restricted to a closed,
validated class taxonomy.
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I. INTRODUCTION

An examiner who reconstructs an event from network
flows, audit trails, transaction logs or redo records must
eventually state how strongly that reconstruction supports one
proposition over another. Driven by ENFSI guidance [1], the
National Research Council report [2] and two decades of
work in speaker, fingerprint and DNA comparison [3]–[5],
the accepted answer is a likelihood ratio (LR) rather than a
bare classification. Digital forensics has largely not made that
transition. Published models report accuracy, precision and F1

[6]–[8]; almost none report the log-likelihood-ratio cost Cllr,
and none report whether the LRs they would produce are
calibrated. Attempting the transition exposes three problems.

A. Problem 1: The Reference Labels are Wrong

A forensic corpus is not annotated; it is reconstructed,
and reconstruction errs. CICIDS2017 contains labelling errors
large enough to change reported detection performance [9];
surveys of intrusion datasets identify label quality as a pri-
mary limitation [10]; and label-noise mitigation for intrusion
detection is an active topic [11], [12]. Calibration theory,
however, assumes that validation labels are the truth: Cllr is an
expectation over trials whose membership is taken as known
[13]. When part of that membership is wrong, the resulting
Cllr is biased in a direction that depends on the calibrator,
so the bias does not cancel when two systems are compared.
No forensic calibration method that estimates or corrects for
this was found, with the caveat on search scope stated in
Section II-E.

B. Problem 2: Multiclass LR Systems are Incoherent

Forensic LR theory is predominantly binary. With K candi-
date event classes, practice fits K(K−1)/2 pairwise systems,
each calibrated on its own subset of the reference data. The
resulting LRs do not derive from a common posterior, so
transitivity fails: LRij ·LRjk ̸= LRik. Two reports on the same
evidence can then form a chain that is internally contradictory.
Section VI-F shows that the effect is large: a mean violation
of 1.94 decades for the worst system measured, and more than
one decade on 81.6% of class triples for the pairwise logistic
baseline on NSL-KDD.

C. Problem 3: Bounding is Label-Blind, Uncertainty is Absent

The empirical lower and upper bound (ELUB) [14] ex-
ists because sparse tails produce unsupportably extreme LRs.
ELUB is estimated from the same erroneous reference data,
so its support counts inherit the error; Proposition 2 states
exactly when this loosens the bound. Separately, a reported
LR is a point value: the examiner cannot say how much it
would move had the reconstruction erred differently, and has
no principled basis for declining to report, an omission with
direct consequences for admissibility [15], [16].

D. Contributions

• NA-CoLR, a model in which noise correction, coher-
ent multiclass calibration, noise-aware bounding and
uncertainty quantification are coupled: Stages 2–4 all
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consume the transition matrix estimated and gated by
Stage 1.

• A coherent calibration layer for which all pairwise
LRs are transitive by construction (Proposition 1).

• A common-floor NA-ELUB (Section IV-E) that
bounds unsupported evidence while preserving tran-
sitivity and class order and leaving supported LRs
unchanged (Proposition 3), with an explicit condition
under which noise loosens the naive bound (Proposi-
tion 2).

• A stability-based shrinkage criterion that decides how
far to trust an estimated transition matrix without a
clean label.

• A bootstrap that re-estimates the transition matrix in
every replicate, yielding per-event LR intervals, a CK

llr
band and a tiered report/conservative/abstain policy,
together with an operational protocol for diagnostics,
provenance and human review (Section VII).

• A demonstration that validating LR systems against
erroneous references inverts the ranking of candidates
under Cllr (Section VI-I), with the mechanism that
makes the reversal systematic.

II. RELATED WORK

A. Likelihood Ratios and Their Validation

The LR framework for evidence evaluation is set out in
[3], [17], [18], with forensic validation guidance in [1], [5],
[19]. The cost Cllr originates in speaker recognition [13] and
decomposes into discrimination and calibration loss through
the pool-adjacent-violators algorithm [13], [20]; the underlying
decomposition of probabilistic accuracy is older still [21].
Tippett, ECE and DET plots are standard companions [20],
[22]. Later work refines the metric family with devPAV [23],
proposes bi-Gaussianised calibration [24], questions whether
Cllr alone suffices as a calibration test [25], and extends score-
based LRs to new modalities [26], [27]. Reference datasets for
validation exist [28]. Throughout this literature the reference
labels are treated as exact.

B. Learning Under Label Noise

Consistent estimation under class-conditional noise is given
in [29]; forward and backward loss correction with a transi-
tion matrix T in [30]; anchor-free and bilevel estimators of
T in [31]–[33]. Sample-selection and co-training approaches
include [34], [35], and robust losses are surveyed in [36], [37].
Security-specific treatments exist for software defects [38] and
intrusion detection [11], [12]. This work targets classification
accuracy; none of it produces a reportable weight of evidence
or examines what label noise does to a calibrated LR.

C. Calibration and Uncertainty

Confidence calibration [39]–[41] and its multiclass exten-
sion [42] supply the machinery adapted here, and distribution-
free uncertainty is available through conformal prediction [43],
[44]. Calibrated posteriors are not LRs, however: a posterior
embeds a prior that a forensic examiner must not assume. The

intervals in this paper are obtained by bootstrap resampling
[45] of the whole calibration side, including the transition-
matrix estimate.

D. Digital and Database Forensics

Metamodels and process models for database forensics
are developed in [46]–[49], with an account of the wider
subdomain landscape in [50] and an applied treatment in [51];
dataset scarcity is documented in [52], [53]. Learning-based
detection over audit and flow data is surveyed in [6]–[8], [54]–
[56], with recent architectures in [57]–[60]. Explainability
requirements related to admissibility are treated in [61]–[66],
typically via feature attribution [67], and the consequences of
unreliable algorithmic evidence in legal settings in [16], [68].
None of this work reports LRs or treats reference error as a
calibration problem.

E. Positioning and Limits of this Survey

The gap addressed here is an intersection: label-noise
robustness has been developed for classifiers rather than for
LR reporting [36], [69], [70]; forensic LR calibration assumes
exact references; and multiclass coherence of forensic LR re-
ports appears not to have been examined. The literature search
was targeted, not systematic (no PRISMA protocol, database
enumeration or screening), and statements of absence should
be read at that strength. Forward correction [30], simplex
calibration [42] and bootstrap intervals [45] are established,
and Proposition 1 is elementary. What is new is the common-
floor bound, the condition of Proposition 2, the coupling of
the four stages, and the measurement of what reference error
costs a forensic LR system.

III. PROBLEM FORMALISATION

Let x ∈ X be an event’s feature vector, y ∈ {1, . . . ,K} its
true class, and ỹ the observed reference label. Class-conditional
noise is characterised by T ∈ [0, 1]K×K with Tij = P (ỹ =
j | y = i). For propositions Hi (y = i) and Hj (y = j),

LRij(x) =
p(x | y = i)

p(x | y = j)
. (1)

The class taxonomy {1, . . . ,K} is assumed closed: every
event belongs to one of the K validated classes. Section VI-L
tests what happens when it does not.

A. Multiclass Log-LR Cost

Cllr is extended to K classes as the prior-free mean over
unordered class pairs:

CK
llr =

2

K(K − 1)

∑
i<j

1

2

[
1

ni

∑
m:ym=i

log2

(
1 + 1

LRij(xm)

)
+

1

nj

∑
m:ym=j

log2
(
1 + LRij(xm)

)]
. (2)

Eq. (2) reduces to the standard Cllr when K = 2: 0
is perfect, 1 is uninformative, and values above 1 indicate
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TABLE I. STAGE INTERFACES OF NA-COLR. n: NUMBER OF EVENTS; K : NUMBER OF CLASSES. EVERY CHECK THAT FAILS RAISES AN ERROR AND NO
LR IS REPORTED

Stage Input Output Checks and handling of invalid input

0. Base model features X; noisy training labels ỹtr log-posteriors z ∈ Rn×K rows with missing features excluded upstream; z must have K columns,
no NaN; un-normalised logits renormalised by log-sum-exp; probabil-
ities floored at 10−9 before the logarithm and the count of floored
events recorded.

1. Transition zval, ỹval; q, d0 T̂ (row-stochastic), λ ∈ [0, 1], T̂λ labels must be integers in [0, K); every class needs ≥ 20 validation
events (otherwise merge or remove the class); a predicted class with
< 20 events receives an identity row; condition number of T̂λ recorded.

2. Calibration zval, ỹval, T̂λ; training class counts parameters (a, b) ∈ R2K ; scores s(x) ∈
RK by (8)

log-softmax evaluated stably; forward probabilities floored at 10−12;
class proportions πi must be positive.

3. Bound s, ỹval, T̂λ bounded scores s′; log10 LRij = s′i −
s′j

deconvolved counts clipped at 1; if T̂λ is singular the observed counts
are used; s′ must be finite.

4. Uncertainty zval, ỹval, zcase; B,α, τ interval [ℓij , hij ] and tier per event and
pair

replicate λ range recorded; tier rules of Section IV-F.

a system worse than reporting nothing. Because each class
is weighted by 1/ni, CK

llr does not depend on the class
proportions of the test set.

B. Coherence

Definition 1 (Coherence). A set of LRs {LRij(x)} is coherent
if for all i, j, k and all x, LRij(x) · LRjk(x) = LRik(x) and
LRij = 1/LRji.

Incoherence is measured as the mean absolute violation in
decades, E

∣∣ log10(LRijLRjk/LRik)
∣∣, together with the frac-

tion of triples on which it exceeds one decade, since a one-
decade shift moves a report across a verbal-scale boundary
[1].

C. Distance From the True LR

Cllr measures whether an LR points the right way with the
right confidence relative to labels; it does not measure whether
the number is correct. Where the data-generating process is
known, the true LR∗

ij is available and the Analytic Log-LR
Deviation is

ALRD =

√√√√ 2

K(K − 1)n

∑
m

∑
i<j

(
log10

LRij(xm)

LR∗
ij(xm)

)2

, (3)

restricted to pairs with | log10 LR∗| ≤ 6, the top of the
ENFSI verbal scale. The overstatement rate is the fraction of
these pairs on which | log10 LR| exceeds | log10 LR∗| with the
same sign.

IV. THE NA-COLR MODEL

A. Architecture and Stage Interfaces

NA-CoLR is a four-stage pipeline. Stage 1 estimates the
transition matrix and decides how far to trust it; Stages 2–
4 consume that decision. Table I specifies what each stage
receives and emits and which checks stop processing; the
released module pipeline.py implements these contracts.

B. Stage 1A: Estimating the Transition Matrix

A gradient-boosted tree ensemble is fitted to the noisy
training labels, producing p̃(· | x). When the base model is
far more accurate than the noise rate, its confident predictions
act as pseudo-clean labels, which motivates the confidence-
filtered confusion estimator:

T̂ij ∝
∣∣{m ∈ Ai : ỹm = j}

∣∣, (4)

where, Ai is the top-q fraction of validation events by
confidence among those predicted as class i. With q = 1 (no
filter) the mean row L1 error of T̂ on UNSW-NB15 is 0.71;
with q = 0.20 it is 0.38, and 0.02 on the two datasets where the
base model is strong. The estimator assumes class-conditional
noise; Section VI-D tests it under noise that is not.

C. Stage 1B: How Far to Trust T̂

Forward correction with a badly estimated T̂ is harmful: on
UNSW-NB15 it raises CK

llr from 0.355 to 0.493. T̂ is therefore
shrunk toward the identity, T̂λ = (1 − λ)I + λT̂ , with λ
selected by the stability of the estimator. T is re-estimated
on two disjoint halves of the validation split, giving T̂a, T̂b,
and

d = 1
K ∥T̂a − T̂b∥1, λ = clip

(
1− d

d0
, 0, 1

)
, (5)

with d0 = 0.45. Selecting λ by held-out corrected like-
lihood is tautological (fitting and scoring with T̂ always
returns λ = 1), and selecting it by Cllr against the reference
labels is anti-correlated with true performance (Section VI-I).
Criterion (5) uses only the agreement of the estimator with
itself. Its sensitivity to q and d0 is reported in Section VI-D.

D. Stage 2: Coherent Calibration on the Simplex

Let z(x) = log p̃(· | x) ∈ RK . The calibration map is a
single affine transform on the simplex,

p̂(y = i | x) ∝ exp
(
aizi(x) + bi

)
, (6)

with (a, b) ∈ R2K fitted on validation by minimising the
forward-corrected negative log likelihood
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L(a, b) = − 1

n

∑
m

log
([

T̂⊤
λ p̂(· | xm)

]
ỹm

)
(7)

plus an ℓ2 penalty of 10−6 (L-BFGS-B, at most 500
iterations). Under a correctly specified T̂λ the minimiser of (7)
recovers the clean posterior [30]. Removing the prior via the
training class proportions π gives prior-free per-class scores in
decades,

si(x) =
log p̂(y = i | x)− log πi

log 10
, log10 LRij = si − sj .

(8)

Proposition 1 (Coherence). For LRs defined by (8) from any
single score vector s(x), the set {LRij(x)} is coherent.

Proof: log10 LRij+log10 LRjk = (si−sj)+(sj−sk) =
si − sk = log10 LRik, and antisymmetry is immediate.

The pairwise construction admits no such cancellation,
because its K(K − 1)/2 calibrators have independent pa-
rameters fitted on different data subsets. Any construction
that differences one score vector, including one-versus-rest
calibration, is coherent in the same way.

Numerical specification. Base-model probabilities are
floored at 10−9 before the logarithm, so z is finite; the floor
was reached by 0%, 0% and 0.36% of test events on the
three datasets. The log-softmax in (6) is evaluated with the
log-sum-exp identity, and T̂⊤

λ p̂ is floored at 10−12 inside (7).
Unbounded scores can still be extreme: the largest | log10 LR|
after Stage 2 was 19.0, 26.5 and 10.3 decades. Stage 3 limits
every reported value to at most Um ≤ 2 log10(nmax+1), which
was 7.3, 6.9 and 5.6 decades. No non-finite value occurred in
any experiment, and pipeline.py raises an error if one
does.

E. Stage 3: Noise-Aware ELUB

Let ui = log10(ni+1) be the empirical support of class i,
where the counts are first deconvolved, n← T̂−⊤

λ ñ, clipped at
1. For each event, with Um = u(1) + u(2) the supports of its
two highest-scoring classes, the bound sets a common floor:

s′i = max
(
si, max

k
sk − Um

)
. (9)

The deconvolution step is what makes the bound noise-
aware; Proposition 2 gives the exact condition under which it
matters.

Proposition 2 (When noise loosens the naive bound). Let n be
the true class counts of the reference set. Then E[ñ] = T⊤n,
and the naive support of class i, evaluated at its expected
count, exceeds the true support if and only if

∑
k ̸=i nkTki > ni(1− Tii), (10)

i.e. the inflow of mislabelled events exceeds the outflow. If
T⊤n ̸= n, at least one class satisfies (10). If T⊤n = n, which

holds for example for any doubly stochastic T on balanced
classes, no class is inflated in expectation.

Proof: E[ñi] =
∑

k nkTki by definition, and E[ñi] > ni

rearranges to (10). Because each row of T sums to one,∑
i E[ñi] =

∑
i ni; two vectors with equal sums that differ

have a component in which the first is larger. Monotonicity of
log10(·+ 1) completes the proof.

The effect is therefore class-specific, not systematic: noise
inflates the support of classes that gain mass and deflates that
of classes that lose it. Solving T̂⊤

λ n = ñ is unbiased when
T̂λ = T , so its goal is an accurate support, not a uniformly
tighter one. On NSL-KDD, (10) predicts inflation of Probe
and R2L; their observed counts were 1,678 and 387 against
true counts of 996 and 275, and deconvolution gave 1,013 and
294. Over all classes, the largest support error fell from 0.23 to
0.03 decades on NSL-KDD and from 0.41 to 0.19 decades on
CICIDS2017. On UNSW-NB15, λ = 0 disables deconvolution,
and the Shellcode support remains inflated by 0.37 decades.

Proposition 3 (Common-floor bound). For s′ defined by (9):
1) {LRij} computed from s′ is coherent; 2) si ≥ sj ⇒ s′i ≥
s′j , so no reported LR changes sign; 3) maxij |s′i− s′j | ≤ Um;
and 4) every LR between the leading class and a class with
maxk sk − sj ≤ Um is unchanged.

Proof: 1) follows from Proposition 1. 2) The same non-
decreasing map t 7→ max(t, cm) is applied to every coordinate.
3) The largest coordinate is unchanged and every coordinate
is at least maxk sk − Um. 4) Neither coordinate is altered.

Pairwise clipping in LR space has no single score vector
and loses transitivity (1.41 decades on NSL-KDD, Table VI);
per-class clipping to ±ui can reorder classes, and on a
deliberately imbalanced five-class construction changes the
sign of 17,654 of 200,000 reported LRs. A scalar shrinkage
s′ = c+λm(s−c) also preserves order and coherence, but one
extreme gap between two implausible classes then compresses
the informative gap between the two leading classes; the
ablation (Table VI, “v1 shrinkage”) shows that this raises CK

llr
from 0.036 to 0.111 on CICIDS2017. The floor touches only
the scores that exceed the support.

F. Stage 4: Bootstrap Intervals and Tiered Abstention

For b = 1, . . . , B, validation events are resampled with
replacement, and Stages 1a, 1b, 2 and 3 are all re-run on the
resample, so every replicate re-estimates T̂ and λ. The α/2 and
1−α/2 quantiles of the replicate LRs give [ℓij , hij ]; the same
replicates evaluated with CK

llr give a band. Only the calibration
side is refitted, so the cost is B small convex optimisations.

Each reported pair is assigned a tier. ABSTAIN: the interval
contains LR = 1, so the direction of support is undetermined.
CONSERVATIVE: the interval excludes 1 but is wider than
τ = 2 decades; the end nearer to 1 is reported as a lower
bound (“the evidence is at least 10ℓ times more probable under
Hi”). REPORT: the interval excludes 1 and is at most τ wide;
the point value is reported with its interval. The pair that
decides the attribution of an event is the leading class against
the runner-up; if that pair abstains, the event is reported as
inconclusive and is referred for examination by other means
(Section VII).
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TABLE II. DATASETS AFTER PREPROCESSING

Dataset K Events Features Test

NSL-KDD [71] 4 70,000 41 10,500
CICIDS2017 [72] 6 56,625 77 8,494
UNSW-NB15 [73], [74] 9 70,000 42 10,500

G. The Complete Procedure

Algorithm 1 states NA-CoLR end to end. The dominant
cost is one base-model fit plus B + 2 convex optimisations
in 2K parameters; for K ≤ 9 and n ≤ 70,000 the complete
procedure with B = 30 runs in under four minutes on one
CPU core.

Algorithm 1 NA-CoLR
Input: splits with noisy labels ỹ; q, d0, B, α, τ
Output: coherent bounded LRs, intervals, tiers, provenance

record

Validate inputs (Table I) Stage 1a. Fit base model on
(Xtr, ỹtr); z ← log p̃(· | x); estimate T̂ by (4) Stage 1b.
Set λ by (5); T̂λ ← (1−λ)I+λT̂ Stage 2. Fit (a, b) by (7);
scores s by (8) Stage 3. Deconvolve counts with T̂λ; bound
s by (9) Stage 4. for b← 1 to B do

Resample validation events; re-run Stages 1a–3; record
log10 LR

(b)

end
Quantiles give [ℓ, h]; assign tiers (Section IV-F) Write the
provenance record (Table VIII)

V. EXPERIMENTAL SETUP

A. Datasets

Three public benchmarks are used (Table II), obtained
from public mirrors whose MD5 checksums are recorded in
the released harness. Classes with fewer than 200 instances
are removed and each corpus is capped at 70,000 events
by stratified subsampling. Categorical features are ordinally
encoded and all features standardised. Splits are stratified
70/15/15 with a fixed seed. These are network-flow corpora;
they stand in for forensic event attribution in general and are
not database artefacts (Section VIII).

B. Reference-Label Error

The main study injects asymmetric class-conditional
noise that sends the error mass ε of class i to class
i + 1, with ε = 0.15, and Section VI-C sweeps
ε ∈ {0, 0.05, 0.10, 0.15, 0.20, 0.30}. Because this structure
matches the assumption of estimator (4), three further noise
processes at the same rate are used in Section VI-D: symmetric
noise; random pair-flip noise, in which each class sends its
error mass to a randomly chosen other class; and instance-
dependent noise, in which the flip probability of an event grows
with its closeness to the nearest other class centroid and the
flip goes to that class. The last violates the class-conditional
assumption. Models are trained and calibrated on noisy labels
and evaluated against the retained clean labels.

C. The Analytic Oracle Testbed

ALRD requires a known data-generating process. For each
dataset, class-conditional diagonal Gaussians are fitted to its
twelve most discriminative features (ANOVA F ) and a fresh
corpus is sampled from the fitted model, so LR∗ is exact
for every event and pair. The entire pipeline, including noise
injection and T̂ estimation, is re-run on it.

D. Systems Compared

• B1 pairwise logistic calibration, the de facto multiclass
forensic practice; B2 pairwise PAV [13];

• B3 one-versus-rest logistic; B4 coherent simplex cali-
bration without noise correction (the matched ablation
of Stage 1);

• B5 B1 with naive ELUB [14]; B6 noise-corrected
representation with pairwise calibration;

• NA-CoLR-U Stages 1–2 only; NA-CoLR the full
model. To attribute gains to components, Section VI-B
also applies the correction and the bound to B3.

E. Configuration

Base model: histogram gradient boosting in the family of
[75], [76], 180 iterations, learning rate 0.12, early stopping.
q = 0.20, d0 = 0.45, B = 30, α = 0.05, τ = 2 decades,
seed 20260115. Software: Python with NumPy 2.4.4, SciPy
1.17.1, pandas 3.0.2 and scikit-learn 1.8.0, pinned in the release
because results change across library versions (Section VIII).

VI. RESULTS

A. Overall Performance

Table III and Fig. 1 give the comparison at ε = 0.15.
Against its matched ablation B4, which differs only in the
absence of Stage 1, NA-CoLR lowers CK

llr from 0.170 to
0.047 on NSL-KDD and from 0.087 to 0.036 on CICIDS2017.
Against the strongest baseline, B3, it is lower on these two
datasets (0.092 and 0.043) and higher on UNSW-NB15 (0.354
against 0.344). On UNSW-NB15 the stability criterion returned
λ = 0 and NA-CoLR reduces to B4 with a bound; without the
criterion, correction raises CK

llr to 0.493. The determining fac-
tor is base-model accuracy: 99.2% and 99.3% where correction
succeeds and 81.5% where it does not. On ALRD, NA-CoLR
is the best system on NSL-KDD (2.71 decades against 2.95
for B4 and B3) and within 0.10 decades of the best on the
other two datasets. NA-CoLR does not lead on overstatement:
its rate (0.26, 0.20, 0.18) exceeds that of B4 (0.18, 0.15, 0.17),
because correction sharpens the LRs.

B. Which Component is Responsible

B3 is coherent by construction, so the comparison with B3
isolates the calibration head rather than coherence. Table IV
applies NA-CoLR’s Stage 1 (correction) and Stage 3 (bound)
to B3. The bound changes B3’s CK

llr by less than 0.001 while
capping its largest LR. The correction helps B3 on NSL-KDD
(0.092→ 0.080) but not on CICIDS2017 (0.043→ 0.046) or
UNSW-NB15. Two conclusions follow. First, the one-versus-
rest head is itself fairly robust to class-conditional noise, so
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Fig. 1. Multiclass log-likelihood-ratio cost at 15% reference-label error. The dotted line marks the best system on each dataset. NA-CoLR v1 is the
scalar-shrinkage bound retained for comparison.

TABLE III. TEST-SPLIT PERFORMANCE AT ε = 15% REFERENCE-LABEL ERROR. CK
llr AND ALRD: LOWER IS BETTER; coh.: MEAN COHERENCE

VIOLATION IN DECADES; ov.: OVERSTATEMENT RATE. BEST IN EACH COLUMN IN BOLD.

NSL-KDD (K=4) CICIDS2017 (K=6) UNSW-NB15 (K=9)

System CK
llr ALRD coh. ov. CK

llr ALRD coh. ov. CK
llr ALRD coh. ov.

B1 pairwise logistic 0.170 2.89 1.57 0.24 0.084 2.45 0.95 0.15 0.355 2.22 0.43 0.16
B2 pairwise PAV 0.165 3.04 0.91 0.32 0.085 2.55 1.23 0.28 0.355 2.31 0.67 0.28
B3 one-vs-rest logistic 0.092 2.95 0.00 0.26 0.043 2.37 0.00 0.22 0.344 2.31 0.00 0.22
B4 coherent, noise-blind 0.170 2.95 0.00 0.18 0.087 2.46 0.00 0.15 0.355 2.32 0.00 0.17
B5 pairwise + naive ELUB 0.170 2.87 0.85 0.23 0.084 2.47 0.57 0.14 0.355 2.22 0.40 0.14
B6 corrected, pairwise 0.145 2.86 1.67 0.20 0.085 2.43 1.94 0.16 0.351 2.27 0.33 0.16
NA-CoLR-U (Stages 1–2) 0.047 5.68 0.00 0.48 0.036 2.42 0.00 0.20 0.355 2.32 0.00 0.18
NA-CoLR v1 (shrinkage bound) 0.082 3.07 0.00 0.28 0.111 2.42 0.00 0.20 0.354 2.32 0.00 0.18
NA-CoLR (full) 0.047 2.71 0.00 0.26 0.036 2.42 0.00 0.20 0.354 2.32 0.00 0.18

TABLE IV. COMPONENT ATTRIBUTION AT ε = 15% (CK
llr ; MAXIMUM

| log10 LR| IN PARENTHESES)

System NSL-KDD CICIDS2017 UNSW-NB15

B4 coherent, noise-blind 0.170 (4.5) 0.087 (5.4) 0.355 (10.3)
B3 one-vs-rest 0.092 (7.0) 0.043 (7.6) 0.344 (7.6)
B3 + bound 0.092 (6.5) 0.043 (6.6) 0.344 (5.8)
B3 + correction 0.080 (7.4) 0.046 (7.6) 0.346 (7.9)
B3 + correction + bound 0.080 (6.4) 0.046 (6.6) 0.345 (6.2)
NA-CoLR-U 0.047 (19.0) 0.036 (26.5) 0.355 (10.3)
NA-CoLR 0.047 (7.3) 0.036 (6.9) 0.354 (5.6)

most of the benefit of correction is realised with the simplex
head, which is the head that requires it. Second, the bound
and the uncertainty stages are head-agnostic and can be added
to B3 at negligible cost; the complete NA-CoLR remains the
lowest-CK

llr configuration on two of three datasets.

C. Sensitivity to the Reference-Label Error Rate

Fig. 2 traces CK
llr as ε grows. The slope of a least-squares

line through the six points measures how fast the reported
weight of evidence degrades with the reconstruction. For NA-
CoLR it is 0.335, 0.321 and 0.225 on the three datasets, against
0.874, 0.477 and 0.251 for B4 and 0.671, 0.394 and 0.179 for
B3. NA-CoLR is the flattest on NSL-KDD and CICIDS2017
and B3 on UNSW-NB15.

D. Robustness to the Noise Model and to the Settings

Table V repeats the comparison on NSL-KDD and CI-
CIDS2017 under the three alternative noise processes. Cor-

rection lowers CK
llr relative to B4 under every process, by 25–

77%. Relative to B3, NA-CoLR is better under random pair-
flip noise (0.030 against 0.045; 0.014 against 0.026) and under
symmetric noise on NSL-KDD, but worse under symmetric
noise on CICIDS2017 and under instance-dependent noise on
both datasets (0.092 against 0.077; 0.055 against 0.035). The
instance-dependent result is the expected failure of a class-
conditional correction: the stability criterion still returned λ of
0.82 and 0.74, because T̂ is stable even when it is misspecified.
Stability is therefore a necessary condition for trusting T̂ , not
a sufficient one (Section VII).

Over a grid of q ∈ {0.1, 0.2, 0.3, 0.5, 1.0} and d0 ∈
{0.3, 0.45, 0.6, 0.9}, λ ranged over [0.80, 0.93], [0.62, 0.87]
and [0, 0.48], and CK

llr over [0.041, 0.053], [0.023, 0.042] and
[0.340, 0.354] on the three datasets. Every one of the 20
settings improved on B4 on NSL-KDD and CICIDS2017, so
the result does not depend on the chosen q and d0.

E. Class Imbalance and Prevalence Shift

Two kinds of shift were tested. In the first, the development
(training and validation) data were subsampled to Dirichlet-
drawn class proportions, giving total-variation distances of
0.22–0.50 from the test proportions, while the test set was
unchanged. NA-CoLR had the lowest CK

llr of the three systems
in all six draws (Table V), although its cost rose with the
shift on NSL-KDD (0.067 to 0.109). In the second, the fitted
systems were evaluated on ten test sets resampled to Dirichlet-
drawn proportions. Because (2) weights each class equally, CK

llr
moved little: mean 0.047 (s.d. 0.002), 0.035 (0.008) and 0.353
(0.013). Prevalence enters the reported LRs only through π in
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Fig. 2. CK
llr as reference labels degrade. The UNSW-NB15 panel is non-monotone; its classes are intrinsically confusable and the base model reaches only

81.5% accuracy.

Fig. 3. Coherence violations. Systems derived from a single score vector (B3, B4, NA-CoLR) are coherent by construction.

TABLE V. CK
llr UNDER ALTERNATIVE NOISE PROCESSES (ε = 15%) AND

UNDER DEVELOPMENT PREVALENCE SHIFT (TV : TOTAL-VARIATION
DISTANCE BETWEEN DEVELOPMENT AND TEST CLASS PROPORTIONS)

NSL-KDD CICIDS2017

Condition B4 B3 NA-CoLR B4 B3 NA-CoLR

asymmetric (i → i+1) 0.170 0.092 0.047 0.087 0.043 0.036
symmetric 0.179 0.071 0.068 0.102 0.033 0.043
random pair-flip 0.103 0.045 0.030 0.059 0.026 0.014
instance-dependent 0.144 0.077 0.092 0.073 0.035 0.055

shift, TV=0.24 / 0.22 0.148 0.090 0.068 0.092 0.054 0.052
shift, TV=0.36 / 0.34 0.143 0.086 0.067 0.087 0.053 0.036
shift, TV=0.50 / 0.40 0.163 0.121 0.109 0.079 0.044 0.041

(8); if deployment prevalence differs, the LRs remain valid,
but posterior statements must use case-specific priors supplied
by the court, not π.

F. Coherence

Fig. 3 quantifies Problem 2. Every pairwise system con-
tradicts itself: mean violations of 1.57 (B1) and 1.67 (B6)
decades on NSL-KDD and 1.94 (B6) on CICIDS2017, and
on B1/NSL-KDD 81.6% of class triples are inconsistent by
more than one decade. NA-CoLR, B3 and B4 are coherent
to machine precision, and NA-CoLR remains coherent after
bounding, whereas naive pairwise clipping reintroduces viola-
tions of 1.41 and 1.81 decades. Coherence is a property of the
construction, not of NA-CoLR specifically; the finding is that
the construction standard practice uses lacks it.

G. Bounding and the Distance from the Truth

Fig. 4 plots ALRD against CK
llr . On NSL-KDD, the bound

lowers ALRD from 5.68 to 2.71 decades at no cost in CK
llr

(0.0465 in both cases), whereas the scalar shrinkage of v1
cost 0.035. On CICIDS2017 and UNSW-NB15, all systems lie
within 2.22–2.55 decades and ALRD does not separate them:
where the discriminative model is near the generative optimum,
the residual is dominated by the mismatch between a boosted-
tree posterior and a Gaussian likelihood. ALRD is therefore
treated as a diagnostic, not a ranking metric.

H. Tippett Plots

Fig. 5 gives Tippett plots for the best-supported class pair.
On NSL-KDD, NA-CoLR separates the two populations by
more than the pairwise baseline, and the vertical segment near
6.8 decades shows the bound acting on events whose LR ex-
ceeds the support. On CICIDS2017 the upper curves coincide
and NA-CoLR moves the lower curve further from zero. On
UNSW-NB15 the systems nearly coincide, as expected given
λ = 0.

I. The Model-Selection Inversion

Fig. 6 reports the result with the widest practical reach. The
underlying phenomenon is known for classification: correcting
label errors in benchmark test sets reorders model rankings
[77], and label noise degrades calibration [36], [69]. The
present result concerns LR reporting under Cllr, the metric
forensic validation uses, and holds independently of NA-
CoLR. Sweeping the correction strength λ on NSL-KDD,
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Fig. 4. ALRD against CK
llr. The arrow marks the effect of the bound on NA-CoLR-U.

Fig. 5. Tippett plots for the best-supported class pair at ε = 15%. Curves to the right of zero: events of the first class; to the left: events of the second class.
Less mass on the wrong side of zero is better.

Fig. 6. Left: Validating against erroneous references selects the worst available system. Right: The selected λ against the actual transition-matrix error; The
criterion disengages where T̂ is unreliable without using clean labels.

CK
llr against the erroneous test labels rises monotonically

from 0.273 to 0.687, while CK
llr against the true labels falls

monotonically from 0.170 to 0.043. The two criteria rank the
five candidates in exactly reverse order, and following standard
validation practice would select λ = 0, a system 4.0 times
worse than the best available.

The mechanism makes the reversal systematic rather than
random: a noise-corrected system deliberately disagrees with
the erroneous labels, and Cllr against those labels penalises
exactly that disagreement. A validation report that certifies
an LR system against reconstructed reference labels therefore

measures agreement with the reconstruction, not accuracy.

J. Ablation

Table VI and Fig. 7 remove each stage in turn. Removing
Stage 1 costs CK

llr (0.047→ 0.170 on NSL-KDD). Removing
Stage 2 costs coherence (0→ 1.67). Removing Stage 3 costs
ALRD on NSL-KDD (2.71→ 5.68) and leaves LRs of up to
26.5 decades. Replacing Stage 3 by pairwise clipping keeps
CK

llr but destroys coherence (0→ 1.41); replacing it by scalar
shrinkage keeps coherence but costs CK

llr (0.036 → 0.111
on CICIDS2017). Substituting the true T improves CK

llr on
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Fig. 7. Ablation heat map, column-normalised within each dataset. Green is better.

TABLE VI. ABLATION AT ε = 15%

Variant CK
llr ALRD coh.

NSL-KDD
NA-CoLR (full) 0.047 2.71 0.00

no Stage 1 0.170 2.95 0.00
no Stage 2 0.145 2.86 1.67
no Stage 3 0.047 5.68 0.00
Stage 3 as pairwise clip 0.048 3.13 1.41
Stage 3 as v1 shrinkage 0.082 3.07 0.00
oracle T 0.043 2.83 0.00

CICIDS2017
NA-CoLR (full) 0.036 2.42 0.00

no Stage 1 0.087 2.46 0.00
no Stage 2 0.085 2.43 1.94
no Stage 3 0.036 2.42 0.00
Stage 3 as pairwise clip 0.037 2.42 1.81
Stage 3 as v1 shrinkage 0.111 2.42 0.00
oracle T 0.024 2.18 0.00

UNSW-NB15
NA-CoLR (full) 0.354 2.32 0.00

no Stage 1 0.354 2.32 0.00
no Stage 2 0.351 2.27 0.33
no Stage 3 0.355 2.32 0.00
Stage 3 as pairwise clip 0.354 2.32 0.04
Stage 3 as v1 shrinkage 0.354 2.32 0.00
oracle T 0.357 2.26 0.00

NSL-KDD and CICIDS2017 (0.043, 0.024), which locates the
remaining gap in the estimation of T̂ ; on UNSW-NB15 even
the true T does not help (0.357).

K. Uncertainty and Abstention

Table VII summarises Stage 4. Because every replicate re-
estimates T̂ , the selected λ varied over [0.63, 0.97], [0.56, 0.92]
and [0, 0.71], and this variation is now part of every interval.
The CK

llr bands are wider than those of a label-only resampling
scheme and contain the point estimate on all three datasets,
including UNSW-NB15, where label-only resampling under
T̂λ = I gives a degenerate zero-width band. For the decisive
leading-versus-runner-up pair, NA-CoLR abstained on 1.2%,
0.9% and 16.6% of events. Abstention is concentrated where
the attribution is wrong: the leading class was wrong for 48%,
37% and 75% of abstained events, against 1.0%, 0.5% and
17% of reported events. On CICIDS2017 most decisive pairs
fall into the conservative tier (88%) because their intervals are
wide, not because their direction is uncertain.

TABLE VII. STAGE 4 AT ε = 15%: CK
llr POINT ESTIMATE AND 95%

BOOTSTRAP BAND; TIERS FOR THE LEADING-VERSUS-RUNNER-UP PAIR
(%); SHARE OF EVENTS WHOSE LEADING CLASS IS WRONG AMONG

REPORTED (REP.) AND ABSTAINED (ABS.) EVENTS

NSL-KDD CICIDS2017 UNSW-NB15

CK
llr [95% band] 0.047 [0.043, 0.078] 0.036 [0.024, 0.053] 0.354 [0.340, 0.358]

λ range 0.63–0.97 0.56–0.92 0.00–0.71
Report / Cons. / Abstain 68.0 / 30.9 / 1.2 11.1 / 88.0 / 0.9 83.4 / 0.0 / 16.6
Wrong lead: rep. / abs. 1.0 / 48.4 0.5 / 37.3 17.5 / 75.1

L. Unseen Classes

To test a change of taxonomy, each class was removed in
turn from training and validation and the model was applied
to a test set that still contained it. Events of the unseen class
received strong evidence (| log10 LR| > 2) for some known
class in 65–99% of cases on NSL-KDD and 99–100% on
CICIDS2017. A confidence gate calibrated to a 5% false-
alarm rate on validation flagged only 22–70% (NSL-KDD)
and 1–51% (CICIDS2017) of the unseen events. NA-CoLR
therefore cannot be relied on to detect new attack types: an
LR between two known classes says nothing about a third,
unlisted proposition. The model must be restricted to a closed,
validated taxonomy, and any addition, merger or redefinition
of a class requires re-running Stages 1–4 and the validation of
Section VII before reporting resumes.

VII. OPERATIONAL PROTOCOL

NA-CoLR produces evidential assessments, not conclu-
sions. This section specifies how its diagnostics are interpreted,
what is recorded, and who is accountable. Table VIII lists the
decision rules.

Assumptions communicated with every report. The propo-
sitions are two classes of a closed, validated taxonomy;
reference-label error is class-conditional; the LR is prior-free
and must be combined with case priors only by the court;
and the system has been validated on injected, not observed,
reference error.

Traceability. An independent reviewer can reproduce a
reported LR from the record: the hashes identify the exact
inputs, the stored T̂ , λ and calibration parameters reproduce
Stages 1–3 deterministically, and the seed reproduces the Stage
4 interval.

www.ijacsa.thesai.org 1104 | P a g e



(IJACSA) International Journal of Advanced Computer Science and Applications,
Vol. 17, No. 10, 2026

TABLE VIII. OPERATIONAL PROTOCOL: DIAGNOSTICS, DECISION RULES AND THE REPORTING RECORD

Diagnostic situation Required action

Input check fails (Table I) Stop. No LR is produced; the failure is logged.
λ = 0 (T̂ unstable) Report as a noise-blind system; state that reference-label error is not modelled; the technical reviewer must confirm that the

validation error rate is acceptable.
λ > 0 but the bootstrap λ range exceeds 0.5 T̂ is fragile: report the noise-blind LR alongside, flag the case, escalate to the reporting examiner.
T̂ stable but noise suspected to be instance-
dependent (e.g. errors concentrated near class
boundaries)

Stability does not imply correct specification (Section VI-D): compare with B3; if the reported pair differs by more than one
verbal category, report the weaker value.

Corrected and noise-blind LRs differ in sign for the
reported pair

Abstain for that pair; escalate.

Decisive pair in tier ABSTAIN Report inconclusive; refer the event for examination by other means (manual artefact analysis, additional sources).
Decisive pair in tier CONSERVATIVE Report the lower bound (“at least 10ℓ”), with the interval.
Leading-class confidence below the validation gate Possible out-of-taxonomy event: do not report an LR; escalate.
Candidate systems compared by Cllr on reference
labels

Not admissible as a selection criterion (Section VI-I); use the corrected or clean-subset validation and record the choice.

Reporting record (written by pipeline.py for every case)
Provenance hashes of the case features and validation data; feature extraction and model versions; software versions; seed.
Model state T̂ , λ, condition number of T̂λ, calibration parameters, deconvolved supports, bootstrap λ range.
Result propositions Hi, Hj ; log10 LR; interval; tier; number of floored probabilities.
Assumptions and limitations closed taxonomy; class-conditional noise; prior removal by development proportions; injected-noise validation only; any protocol

rule triggered above.
Accountability analyst, technical reviewer and reporting examiner, each with decision (accept, reject, escalate), reasons and time stamp.

Human review and accountability. Three roles are sep-
arated, in line with forensic validation guidance [1], [19].
The analyst runs the system and assembles the record but
cannot release a result. The technical reviewer, independent
of the analyst, checks the record against Table VIII and either
accepts the assessment, rejects it, or escalates it. The reporting
examiner owns the opinion and signs it; a model output is never
presented as an examiner’s opinion without that signature. An
examiner who disagrees with the automated output may report
weaker evidence or decline to report, with written reasons
in the record, but may not report stronger evidence than the
system’s interval supports. Disagreements between reviewer
and examiner are resolved by the laboratory’s quality manager
or validation committee, and the resolution is recorded.

VIII. THREATS TO VALIDITY

1) Injected rather than observed noise: The reference
errors are synthetic. The instance-dependent condition shows
that correction can be outperformed when the class-conditional
assumption fails. What is established is the mechanism and the
correction under known noise models, not the magnitude in
casework, which requires a corpus with observed reconstruc-
tion error and retained true labels.

2) Revised design: The common-floor bound and the T̂ -
resampling bootstrap were introduced during revision, after the
scalar shrinkage bound and the label-only bootstrap were found
deficient on the same test splits. Neither change introduces
a tuned parameter, and both previous versions are reported
(Tables III and VI), but the revision was informed by test-split
results.

3) Gaussian oracle: ALRD depends on the fitted diagonal
Gaussians and separates systems only on NSL-KDD.

4) Dependence on base-model accuracy: The method de-
livers nothing on UNSW-NB15, where the base model reaches
81.5% accuracy; the stability criterion detects this and disen-
gages, but detecting a limitation is not removing it.

5) Overstatement: Correction raises the overstatement rate
above that of the noise-blind system (0.26 against 0.18 on
NSL-KDD).

6) Software versions: Results changed with library ver-
sions: under scikit-learn 1.9.1 and pandas 3.0.5, λ on NSL-
KDD was 0.838 rather than 0.869 and the ALRD of NA-
CoLR-U was 2.88 rather than 5.68 decades. Versions are
therefore pinned.

7) Domain: The corpora are network flows. Their statis-
tical structure (multiclass, imbalanced, tabular, reconstructed
reference labels) is shared with other event-attribution prob-
lems, including database forensics, but no claim is made for
database artefacts until the method is validated on them.

IX. CONCLUSION

This paper addressed three obstacles to likelihood-ratio
reporting in digital forensics: calibration that assumes correct
reference labels, pairwise systems whose reports contradict one
another, and bounding and uncertainty machinery that is label-
blind and absent, respectively. With 15% reference-label error,
NA-CoLR lowered the multiclass log-LR cost relative to its
noise-blind ablation by 73% and 58% on the two datasets
where the transition matrix is estimable and was below the
one-versus-rest baseline on both; on the third it disengaged
correctly and offered no benefit. Correction helped under every
noise process tested, and the lead over the one-versus-rest
baseline held under pair-flip noise and prevalence shift, but not
under instance-dependent noise or, on one dataset, symmetric
noise. Coherence is guaranteed by construction and preserved
by an order-preserving bound that costs nothing in CK

llr , and
intervals that propagate transition-matrix uncertainty drive an
abstention policy that concentrates on erroneous attributions.
Validation against erroneous labels reversed the true ranking of
candidate systems, so a forensic system validated only against
reconstructed reference labels has not been validated against
the truth. The model does not detect previously unseen classes
and must be used within a closed taxonomy and under the
human-review protocol described. Validation on corpora with
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observed reconstruction error, including database artefacts, is
the next step.
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DATA AND CODE AVAILABILITY

All three datasets are public and none is redistributed; the
release includes a download script and the MD5 checksums
of the files used. The harness (model, end-to-end pipeline
with input validation and provenance record, metrics, loaders,
experiment runners and figure generation) reproduces every
number and figure via ./reproduce.sh with pinned li-
brary versions, and is released under the MIT licence at
https://doi.org/10.5281/zenodo.22177199 [78]. UNSW-NB15
requires citing [73] and [74], and the Canadian Institute for
Cybersecurity requires that use of NSL-KDD and CICIDS2017
cite [71] and [72]; all four are cited.
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