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Abstract—Medical text classification is critical for applications 

such as automated triage and disease surveillance. However, real-

world data is often corrupted by character-level noise, which 

substantially degrades the performance of traditional models. 

Although the Hybrid Character-Word Embedding (HCWE) 

architecture has demonstrated promising results, the optimal 

embedding dimensionality for balancing classification 

performance and computational efficiency under noisy conditions 

remains unclear. This study presents a comprehensive analysis of 

the relationship between embedding dimensionality and 

classification performance by evaluating the HCWE architectural 

family across embedding dimensions ranging from fifty to five 

hundred under noise levels ranging from zero percent to one 

hundred percent. A medical tweet dataset containing 2497 samples 

across 15 health categories was evaluated using a 5-fold stratified 

cross-validation protocol to ensure statistical robustness. The 

results show that HCWE-200D achieves a peak Macro F1-score of 

0.860 ± 0.012 at a severe 60% noise level, exceeding the strongest 

baseline by 34.4% in relative performance improvement (p < 0.01, 

paired t-test). Direct feature-space analysis reveals that increasing 

dimensionality from 50-D to 500-D reduces the hash collision rate 

from 99.19% down to 91.90% while increasing feature vector 

sparsity from 2.67% to 66.33%, explaining why performance 

reaches a clear saturation plateau beyond 300 dimensions. Under 

realistic structured noise (keyboard typos, phonetic misspellings, 

character repetitions, and medical slang), HCWE maintains 

robust performance (Macro F1 = 0.248 to 0.273). Furthermore, a 

multi-objective deployment utility function U(D) demonstrates 

that HCWE-50D optimizes resource-constrained edge 

deployments (RAM < 15 MB, latency 0.12 ms), whereas HCWE-

200D and HCWE-300D represent the optimal configurations for 

balanced and high-accuracy server-side deployments, 

respectively. 

Keywords—Dimensionality analysis; medical text classification; 

noise robustness; hybrid embedding; HCWE; feature hashing; 

statistical significance; multi-objective optimization 

I. INTRODUCTION 

The exponential growth of digital health data, including 
electronic health records (EHRs), social media platforms, and 
telemedicine systems, has created an urgent need for automated 
medical text classification [1], [2], [3], [4], [5]. These systems 
assist healthcare providers in patient triage, disease surveillance 

[1], public health surveillance for mortality causes [3], and 
clinical decision support, potentially reducing response times 
and improving patient outcomes. However, real-world medical 
text is inherently noisy due to typographical errors, OCR 
artifacts from scanned documents, and non-standard 
abbreviations commonly used in social media [6], [7]. 

Traditional word-level embeddings, such as Word2Vec [8] 
and GloVe [9] , treat words as atomic units, making them 
vulnerable to out-of-vocabulary (OOV) tokens when 
encountering even minor character corruptions. For example, a 
simple typo that changes "patient" to "patent" renders the word 
unrecognizable, breaking the entire embedding. This 
vulnerability is particularly problematic in medical domains 
where typing errors are common, and abbreviations are frequent 
[1]. 

Subword methods like FastText [9], [10] offer partial 
robustness by learning vectors for character n-grams, but their 
performance still degrades significantly under high noise levels 
(>60%). Character-level methods, such as CharCNN [11] and 
CharNgram [12], operate directly on characters and demonstrate 
inherent resilience to noise. However, these methods often lack 
the semantic richness captured by word-level representations. 

Previous work introduced the Hybrid Character-Word 
Embedding (HCWE) architecture, a novel embedding that 
combines ASCII positional encoding, character n-gram features, 
and word semantics, projected into a dense vector space using 
the hashing trick, demonstrating superior performance under 
noisy conditions compared to traditional methods. 

The dimensionality of an embedding is a critical 
hyperparameter that governs the fundamental trade-off between 
representational power and computational efficiency [13], [14]. 
While higher dimensions can capture more nuanced semantic 
relationships and reduce hash collisions in character-level 
methods, they also increase memory footprint, training time, and 
inference latency [15], [16]. This trade-off is particularly acute 
in resource-constrained environments such as mobile health 
applications, edge devices, and real-time telemedicine systems 
[17], [18]. 
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Despite extensive research on embedding methods, the 
central question remains unanswered: what is the optimal 
embedding dimensionality for noise-robust medical text 
classification? Previous dimensionality studies have focused on 
clean data and word-level models [14], [19], leaving a 
significant gap in understanding how dimensionality affects 
performance under noisy conditions. 

To address this gap, this paper presents a systematic analysis 
of the dimensionality-performance trade-off for the HCWE-50D 
model under extreme noise conditions. Our key contributions 
are: 

• A comprehensive evaluation of the HCWE architectural 
family across a wide range of dimensions (50, 100, 200, 
300, 400, 500) under controlled noise levels (0% to 
100%), supported by a 5-fold stratified cross-validation 
protocol and paired t-test statistical significance analysis. 

• A comparative benchmark against five traditional 
embedding methods (FastText, TF-IDF, CharNgram, 
GloVe, Word2Vec) to establish relative performance. 

• Direct empirical measurements of hash collision 
frequencies, bucket occupancy percentages, and feature 
vector sparsity across dimensions, providing 
mathematical grounding for the observed performance 
saturation plateau past 300 dimensions. 

• Robustness evaluation under realistic structured medical 
noise (incorporating QWERTY physical distance typos, 
phonetic errors, character repetitions, and medical 
slang). 

• Formulation of a Multi-Objective Deployment Utility 
Function U(D) providing quantitative selection 
guidelines across Edge-Constrained, Balanced, and 
Server-Side deployment profiles. 

The remainder of this paper is organized as follows. 
Section II reviews related work in embedding methods, 
dimensionality analysis, and medical text classification. 
Section III details our methodology, including the dataset, 
noise-injection strategy, HCWE-50D architecture across 
varying dimensions, and evaluation protocol. Section IV 
presents the experimental results, including performance 
comparisons across dimensions, noise robustness analysis, and 
computational efficiency measurements. Section V discusses 
the key findings, practical implications, and limitations. 
Section VI concludes the paper and outlines directions for future 
work. 

II. RELATED WORKS 

A. Word-Level Embeddings 

Word2Vec [8] introduced the skip-gram and continuous 
bag-of-words (CBOW) architectures to learn dense vector 
representations by modeling word co-occurrence in local 
contexts. GloVe [9]   extended this approach by factorizing a 
global word-word co-occurrence matrix to capture longer-range 
semantic relationships. Distributed representations of sentences, 
such as Doc2Vec [20], also build upon these models. While 
these methods, along with the unified neural network 
architecture proposed by Collobert and Weston [21] , 

revolutionized NLP, they fail catastrophically on out-of-
vocabulary (OOV) words [15], a common occurrence in noisy 
medical text where up to 30% of words may be corrupted at high 
noise levels. 

FastText [22] partially addresses this limitation by learning 
vectors for character n-grams and summing them to produce 
word representations. This subword approach enables FastText 
to handle unseen words that share character patterns with known 
vocabulary. However, experimental evidence demonstrates that 
FastText's performance degrades significantly under noise 
levels exceeding 60%, as multiple simultaneous corruptions 
overwhelm its n-gram representations. 

B. Character-Level and Hybrid Methods 

Character-level convolutional networks [11] bypass word 
segmentation entirely, operating directly on sequences of 
characters. This approach eliminates OOV issues, as any 
character sequence can be processed. However, purely 
character-level methods may miss word-level semantic patterns 
useful for classification [12]. 

Kim [12] demonstrated that character-level CNNs could 
achieve competitive performance on text classification tasks, 
though they require deeper architectures to capture long-range 
dependencies. Zhang et al. [11] showed that character-level 
models are particularly effective for noisy text, as they are 
invariant to many common corruptions. 

HCWE-50D is a hybrid model that combines character-level 
ASCII encoding with n-gram features and word-level global 
statistics. This hybrid approach aims to capture the noise 
robustness of character methods while retaining some semantic 
information from word-level patterns. However, the impact of 
varying its dimensionality has not been systematically explored. 

C. Dimensionality Analysis in NLP 

The "curse of dimensionality" was first articulated in the 
context of dynamic programming, highlighting how the volume 
of high-dimensional spaces grows exponentially, making many 
computational problems intractable [13]. In NLP, this curse 
manifests as the need for exponentially more training data as 
embedding dimensions increase. 

Deerwester et al. [14] introduced Latent Semantic Analysis 
(LSA), demonstrating that dimensionality reduction could 
improve information retrieval performance by smoothing out 
noise and capturing latent semantic structure. This early work 
established that optimal dimensionality is task-dependent and 
often much lower than the original feature space. 

Držík and Kapusta [23] conducted systematic experiments 
on word embedding dimensions for sentiment analysis and topic 
classification, finding that performance often plateaus beyond 
100-200 dimensions. However, their experiments were 
conducted on clean text, leaving the question of optimal 
dimensionality in the presence of noise unexplored. 

Levy and Goldberg [15] analyzed word embeddings as 
implicit matrix factorization, providing theoretical justification 
for why higher dimensions capture more nuanced relationships 
but also risk overfitting to noise. This trade-off is particularly 
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relevant for noisy medical text, where the "signal" may be 
obscured by character-level corruptions. 

D. Medical Text Classification 

Pilipiec et al. [1]conducted a systematic review of social 
media mining for public health monitoring and disease 
surveillance, addressing the specific challenges posed by 
patient-generated text on platforms such as Twitter. Their work 
highlighted that typographical errors, abbreviations, and 
informal language are pervasive in patient-generated health 
data, necessitating robust preprocessing methods. 

Liu et al. [7] developed the MedError framework to 
systematically categorize and analyze errors in clinical concept 
extraction from unstructured medical documents. This 
systematic analysis helps address challenges in processing 
scanned clinical notes, where character corruption remains a 
barrier. 

Recent work has explored transformer-based models [24] 
and medical large language models (LLMs) [25], including 
BioBERT [26], which achieve state-of-the-art performance in 
clinical relation extraction [27] and transfer learning on 
biomedical datasets [28], as demonstrated on benchmarks such 
as DRAGON [4]. However, these models are computationally 
expensive, requiring GPUs for inference, and their robustness to 
character-level noise has not been thoroughly evaluated. 

Kesiku et al. [5] provided a comprehensive review of text 
classification techniques in the medical domain, identifying 
robustness to noise and computational efficiency as key 
challenges for real-world deployment. Similarly, Lai et al. [29] 
proposed recurrent convolutional neural networks for text 
classification, achieving robustness through structural 
modifications. 

Emmoh et al. [16] conducted a scoping review of feature 
selection techniques for high-dimensional data analysis, 
highlighting how modern filter, wrapper, and embedded 
methods reduce dimensions by up to 80% while retaining 
classification accuracy. 

E. Computational Efficiency for Edge Deployment 

Zhang et al. [17] reviewed edge intelligence architectures 
and software accelerators for low-power deep learning inference 
on mobile devices, demonstrating that model size and inference 
time are critical constraints for edge deployment. Mehta and 
Rastegari [18] introduced MobileViT, a family of lightweight, 
mobile-friendly vision transformers designed for mobile and 
embedded applications. 

Zhang et al. [30] surveyed the synergy between large 
language models and compilers, emphasizing the use of 
intermediate representations to optimize models across diverse 
hardware backends. These works underscore the importance of 
considering computational efficiency alongside accuracy when 
designing models for real-world deployment. 

F. Reproducibility in Machine Learning 

Pineau et al. [31] established best practices for 
reproducibility in machine learning research, emphasizing the 
importance of fixed random seeds, detailed hyperparameter 
reporting, and multiple-run validation. Albertoni et al. 

[32]systematized recommendations for reproducibility and 
evaluation protocols in machine learning, providing a 
framework to assess model performance reproducibility. 

Gundersen and Kjensmo [33] analyzed reproducibility in 
artificial intelligence research, finding that many published 
results cannot be reproduced due to missing implementation 
details or variability in random seeds. Semmelrock et al. [34] 
proposed a framework of technological and procedural drivers 
to analyze reproducibility barriers in machine learning, 
highlighting the need for deterministic algorithms where 
possible. 

These reproducibility concerns motivated our use of fixed 
random seeds (42), deterministic MD5 hashing for the HCWE-
50D model, and multiple-run validation across three seeds. 

III. METHODOLOGY 

A. Dataset and Preprocessing 

The primary dataset used in this study consists of health-
related tweets extracted from Twitter. The raw corpus comprises 
Twitter records labeled with health categories and symptom 
hashtags. For evaluation consistency, we filtered out minority 
classes with fewer than 30 samples to avoid instability during 
stratified train-test splits. Although the resulting dataset contains 
2,497 samples, it is a highly curated and balanced medical case 
dataset that has been strictly filtered to maintain high label 
quality and cleanliness, ensuring that this sample size is valid for 
evaluating character-level noise perturbations. The final filtered 
dataset was divided into a training set (80%) and a testing set 
(20%) using a stratified split strategy to preserve class 
distributions. 

To establish strict experimental rigor and prevent data 
leakage, all feature extraction components—including the 
Word2Vec CBOW vocabulary, character n-gram frequencies, 
and feature hashing tables—were fitted strictly on the training 
set partition (80%, N = 1,997), with zero exposure to the held-
out test set partition (20%, N = 500). Furthermore, to confirm 
that reported performance differences across embedding 
dimensions are statistically robust rather than specific to a single 
train-test split, a 5-fold stratified cross-validation protocol (5 x 
500 test samples) was additionally evaluated across all 
dimensional configurations. 

The overall pipeline of the proposed methodology is 
illustrated in Fig. 1. It consists of five major phases: (1) Raw 
input text ingestion, (2) Preprocessing pipeline (URL/mention 
removal, character cleaning, lowercasing, and tokenization), (3) 
Dual-Path Feature Extraction consisting of a Character-level 
Path (generating ASCII-based bigrams and trigrams to ensure 
morphologic robustness) and a Word-level Path (utilizing 
Word2Vec CBOW to capture global semantics), (4) Hybrid 
Fusion & Compression via the Hashing Trick (using 
deterministic MD5 hashing to project combined features into a 
fixed D-dimensional space followed by L2 normalization), and 
(5) Classification using a Support Vector Machine (SVM) to 
produce the final health category predictions. 
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Fig. 1. Flowchart of the proposed HCWE-50D text classification 

methodology. 

For text preprocessing and feature extraction, we 
implemented a specialized cleaning pipeline tailored for social 
media noise, building upon established preprocessing [35], 
feature extraction [36], and rule-based text normalization 
methodologies [37]: 

• URL Removal: Web links (e.g., http://, https://, www.) 
are stripped using regular expressions. 

• Mention Removal: User handles (@username) are 
removed. 

• Hashtag Handling: Hashtag symbols (#) are removed, 
but the tag word itself is preserved to maintain semantic 
content (e.g., '#influenza' is converted to 'influenza'). 

• Character Cleaning: Non-alphanumeric special 
characters are removed, retaining letters, numbers, and 
spaces. 

• Normalization: Multiple consecutive whitespaces are 
compressed, and the text is converted to lowercase. 

B. Noise Injection Strategy 

To evaluate the robustness of the representation models 
under social media perturbations, we simulated spelling errors 
(typos) on the test dataset at varying noise rates (nl ∈ [0.0, 1.0]). 
The noise injection algorithm randomly perturbs characters in 
the clean text through three primary operations: 

• Deletion: Removing a character at a random index. 

• Insertion: Inserting a random lowercase letter at a 
random index. 

• Substitution: Replacing a character at a random index 
with a random lowercase letter. 

Spaces are preserved to prevent destruction of word 
boundaries unless no other characters are available. At each 
noise level, we calculate the number of characters to modify as 
N_perturb = length(text) * nl. 

𝑁𝑝𝑒𝑟𝑡𝑢𝑟𝑏 = ⌊𝐿 𝑥 𝜂⌋  () 

In addition to synthetic random noise, a Realistic Structured 
Noise generator was evaluated to model natural social media and 
clinical typographical errors. The structured noise strategy 
incorporates four real-world distortion patterns: (1) QWERTY 
Keyboard Neighbor Substitution, (2) Phonetic and Vowel 
Misspellings, (3) Character Repetition and Elongation, and (4) 
Medical Slang and Abbreviation Substitutions. 

C. HCWE-50D Model Dimensionality Scaling 

The proposed Hybrid Character Word Embedding 50D 
(HCWE-50D) architecture uses a dual-path feature extraction 
approach: 

• Character-level Path: Extracts character bigrams and 
trigrams represented as ASCII codes, capturing sub-
word morphology to handle typos and Out-of-
Vocabulary (OOV) terms. 

• Word-level Path: Extracts the average word vector 
utilizing a Word2Vec Continuous Bag-of-Words 
(CBOW) model trained strictly on the training partition 
of the health corpus to capture global semantics 
(configured with a raw Word2Vec feature dimension of 
d_w2v = 100, window size of 5, and a minimum word 
count of 1). 

To project the high-dimensional sparse space of combined 
N-grams and word embedding dimensions into a fixed $D$-
dimensional space, we employ the Hashing Trick (Feature 
Hashing) [38], [39] . Let $s$ be a feature key (a character N-
gram or a word dimension name). We define an index hash 
function $h: S \rightarrow {0, 1, \dots, D-1}$ and a sign hash 
function $\xi: S \rightarrow {-1, +1}$ based on the MD5 
algorithm. The compressed feature vector $\phi_i(x)$ for each 
dimension $i$ is computed by summing $\text{sign}(f_j) \times 
\text{weight}(f_j)$ for all features mapped to index $i$. To 
explore the dimensionality-performance trade-off, we scale the 
target dimension $D$ across six levels: $D \in {50, 100, 200, 
300, 400, 500}$. Finally, L2 normalization is applied to ensure 
scale invariance. 



(IJACSA) International Journal of Advanced Computer Science and Applications, 

Vol. 17, No. 8, 2026 

1176 | P a g e  

www.ijacsa.thesai.org 

Hash Bucket Function 

h(g)  =  int(MD5(g)) (mod D) () 

Sign Function 

𝜉(𝑔) = 2(𝑖𝑛𝑡(𝑀𝐷5(𝑔 ‖ ‗𝑠𝑖𝑔𝑛)) (𝑚𝑜𝑑 2)) − 1  () 

Vector Formation 

𝑉𝑗 =  ∑ 𝜉(𝑔) 𝜔(𝑔),   ∀𝑗 ∈  {0,1, … . , 𝐷 − 1}𝑔∈𝐺

ℎ(𝑔)=𝑗

 () 

Final Vector Normalization 

𝜐𝑓𝑖𝑛𝑎𝑙 =  
𝜈

‖𝜈‖2
 () 

D. Multi-Objective Deployment Optimization Framework 

To establish a rigorous quantitative objective for selecting 
the optimal embedding dimension across deployment 
constraints, a Composite Deployment Utility Score U(D) is 
defined by jointly weighting normalized Macro F1-score, 
inference latency, and peak memory consumption: 

𝑈(𝐷) = 𝑤𝑓 ⋅ 𝐹1𝑛𝑜𝑟𝑚(𝐷) + 𝑤𝑙 ⋅ (1 − 𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑛𝑜𝑟𝑚(𝐷)) +

𝑤𝑚 ⋅ (1 − 𝑀𝑒𝑚𝑜𝑟𝑦𝑛𝑜𝑟𝑚(𝐷))() 

E. Classifier and Evaluation Protocol 

For classification, we utilize a Support Vector Machine 
(SVM) classifier [40]  with a Radial Basis Function (RBF) 
kernel, tuned with a regularization parameter C=10.0 to 
optimize classification boundaries over the L2-normalized 
feature space. We also compare it against baseline classifiers: 
Logistic Regression (LR) and Random Forest (RF). 
Performance is evaluated using Accuracy, Precision, Recall, and 
Macro F1-score. 

F. Computational Efficiency Metrics 

To measure the resource requirements of the scaled 
configurations, we log: 

• Inference Latency: Measured as the execution time in 
milliseconds required to extract features and predict 
labels for a batch of 100 tweets. 

• Memory Footprint: The peak RAM usage (in MB) during 
feature representation construction and inference, 
representing the runtime overhead. 

IV. RESULTS 

To evaluate the impact of embedding dimensionality under 
varying levels of spelling distortion, we tested the HCWE 
representation across dimensions D ∈ {50, 100, 200, 300, 400, 
500} with simulated noise levels from 0% (clean text) to 100% 
(extreme noise). We present the classification performance, 
baseline benchmarks, and computational overhead 
measurements below. 

A. Dimensionality vs. Noise Robustness (Macro F1-Score) 

Table I shows the Macro F1-scores obtained by the SVM 
classifier across various dimensions and noise levels. As 
indicated, performance increases consistently as the 
dimensionality scales from 50-D to 300-D. At a 60% noise level, 
the 200-D model achieves a Macro F1 score of 0.860, 

significantly outperforming the 50-D model (0.790). However, 
increasing the dimensionality beyond 300-D yields marginal 
performance benefits, with the F1 score saturating around 0.900 
(clean) and 0.870 (60% noise). 

As indicated in Table I, scaling the dimensionality from 50-
D to 200-D yields a statistically significant performance 
increase under 60% noise, raising the Mean Macro F1-score 
from 0.790 ± 0.015 to 0.860 ± 0.012 (p = 0.0004, paired t-test). 
However, scaling past 300-D results in diminishing returns, with 
the performance difference between 300-D (0.868 ± 0.011) and 
500-D (0.871 ± 0.010) proving statistically insignificant (p = 
0.192, paired t-test). 

TABLE I.  CLASSIFICATION PERFORMANCE (MACRO F1) OF HCWE 

ACROSS DIMENSIONS 

Noise 

Level 
50-D 100-D 200-D 300-D 400-D 500-D 

0% 

(Clean) 
0.870 0.885 0.895 0.900 0.902 0.903 

10% 0.860 0.875 0.888 0.892 0.895 0.896 

30% 0.830 0.850 0.872 0.878 0.880 0.881 

60% 
(Mean 

± Std) 

0.790 
± 

0.015 

0.824 ± 

0.014 

0.860 

± 

0.012 

0.868 
± 

0.011 

0.870 ± 

0.010 

0.871 ± 

0.010 

80% 0.650 0.710 0.780 0.792 0.795 0.796 

100% 0.450 0.520 0.620 0.635 0.638 0.640 

Fig. 2 illustrates the performance degradation of the HCWE 
model across different embedding dimensions under noise 
levels ranging from 0% (clean) to 100% (extreme noise). As 
shown in the figure, under clean conditions, all dimensions 
perform comparably, with F1-scores ranging from 0.870 (50-D) 
to 0.903 (500-D). However, as character-level noise is 
introduced, representations with lower dimensions (50-D and 
100-D) experience rapid performance decay. In contrast, higher-
dimensional models (200-D to 500-D) demonstrate a robust 
performance plateau, maintaining a Macro F1-score above 
0.800 even at 60% noise. The curves for 300-D, 400-D, and 500-
D are almost indistinguishable across all noise levels, indicating 
a clear performance saturation point beyond 300 dimensions, 
where additional dimensions fail to resolve further character 
perturbations. 

 

Fig. 2. Dimensionality performance trade-off of the HCWE-50D model 

under noise. 



(IJACSA) International Journal of Advanced Computer Science and Applications, 

Vol. 17, No. 8, 2026 

1177 | P a g e  

www.ijacsa.thesai.org 

B. Comparison Against Traditional Baselines 

We benchmarked the proposed scaled HCWE model against 
five traditional representations. Under extreme noise (60%), the 
comparative classification performance is summarized in Table 
II. At 60% noise, HCWE-200D achieves a Macro F1 of 0.860, 
outperforming the best traditional baseline (FastText at 0.640) 
by 34.4% in relative performance improvement. Traditional 
word embeddings (Word2Vec, GloVe) degrade below 0.500 
due to the high OOV rate (Table III). 

TABLE II.  PERFORMANCE COMPARISON: SYNTHETIC RANDOM NOISE VS. 
REALISTIC STRUCTURED NOISE AT 60% 

Dimension (D) 

Synthetic 

Random 

Noise (Macro 

F1) 

Realistic 

Structured 

Noise (Macro 

F1) 

Performance 

Delta 

50-D 0.7900 0.7588 -0.0312 

100-D 0.8240 0.8226 -0.0014 

200-D 0.8600 0.8319 -0.0281 

300-D 0.8680 0.8483 -0.0197 

400-D 0.8700 0.8519 -0.0181 

500-D 0.8710 0.8526 -0.0184 

TABLE III.  COMPARATIVE PERFORMANCE BENCHMARK AT 60% NOISE 

LEVEL 

Representation Model 
Macro F1-

Score 
Accuray 

TF-IDF + SVM 0.510 0.535 

Word2Vec + SVM 0.480 0.502 

GloVe + SVM 0.450 0.478 

FastText + SVM 0.640 0.662 

CharNgram + SVM 0.612 0.630 

HCWE-200D + SVM (Ours) 0.860 0.882 

 

Fig. 3. Performance comparison of the HCWE-50D model against baselines 

at 60% noise. 

Fig. 3 presents the visual comparison of the Macro F1-scores 
for the different embedding models under a high spelling noise 
rate of 60%. While traditional word embeddings such as GloVe 
(0.450) and Word2Vec (0.480) suffer from high out-of-
vocabulary (OOV) rates, and lexical features like TF-IDF 
achieve a modest F1-score of 0.510, character-aware methods 

demonstrate better noise resistance. CharNgram and FastText 
obtain F1-scores of 0.612 and 0.640, respectively. HCWE-200D 
significantly outperforms all baselines, achieving a Macro F1-
score of 0.860, highlighting the effectiveness of combining 
character n-grams and word embeddings via the hashing trick to 
preserve semantic context under severe character corruption 
(Table IV). 

TABLE IV.  DIRECT FEATURE-SPACE MEASUREMENTS: COLLISION RATE, 
BUCKET OCCUPANCY, AND VECTOR SPARSITY 

Dimensio

n (D) 

Unique 

Feature

s 

Hash 

Collision

s 

Collisio

n Rate 

(%) 

Bucket 

Occupanc

y (%) 

Vector 

Sparsit

y (%) 

50-D 6,171 6,121 99.19% 100.00% 2.67% 

100-D 6,171 6,071 98.38% 100.00% 13.52% 

200-D 6,171 5,971 96.76% 100.00% 37.20% 

300-D 6,171 5,871 95.14% 100.00% 50.66% 

400-D 6,171 5,771 93.52% 100.00% 59.07% 

500-D 6,171 5,671 91.90% 100.00% 66.33% 

Component Ablation Study at 60% noise demonstrates that 
the hybrid HCWE formulation achieves superior performance 
compared to single-path variants. At 200-D, the Character-Path 
Only model achieves Macro F1 = 0.812, the Word2Vec-Path 
Only model achieves Macro F1 = 0.480, while the full Hybrid 
HCWE model achieves Macro F1 = 0.860, confirming the 
synergistic contribution of dual-path fusion. 

C. Computational Efficiency and Trade-offs 

Table V outlines the computational footprint and memory 
usage for different embedding dimensions. The hashing trick 
enables all models to maintain an extremely low memory 
footprint (<35 MB) compared to BERT-Base (>400 MB). 
However, a clear latency penalty is observed beyond 300-D. The 
inference time increases nearly threefold from 300-D (0.22 ms) 
to 500-D (0.65 ms). 

TABLE V.  COMPUTATIONAL EFFICIENCY AND MEMORY FOOTPRINT 

TRADE-OFF 

Dimension 
Parameter 

Count 

Inference Time 

(ms / 100) 

Peak RAM 

Consumption (MB) 

50-D Static 0.12 ms <15 MB 

100-D Static 0.14 ms <15 MB 

200-D Static 0.18 ms <18 MB 

300-D Static 0.22 ms <20 MB 

400-D Static 0.48 ms <25 MB 

500-D Static 0.65 ms <32 MB 

BioBERT / 

BERT-Base 
110,000,000 

14.50 ms (GPU) 

/ 180.0 ms 

(CPU) 

850.0 MB (CPU) / 

1.2 GB (VRAM) 

Fig. 4 visualizes this computational trade-off by plotting the 
latency scaling curve alongside the memory RAM overhead 
across the evaluated dimensions. The latency curve on the left 
shows that inference time remains relatively flat and sub-
millisecond up to 300-D (0.22 ms), then scales exponentially to 
0.48 ms at 400-D and 0.65 ms at 500-D. The memory bar chart 
on the right indicates that while the RAM footprint increases 
from 15 MB (50-D) to 32 MB (500-D), it remains highly 
suitable for resource-constrained edge deployments across all 
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configurations, confirming that the inference latency, rather than 
memory usage, is the primary computational bottleneck when 
scaling embedding dimensions. 

 

Fig. 4. Inference latency and memory usage scaling curves for the HCWE-

50D model. 

D. Quantitative Multi-Objective Deployment Utility Scores 

(Table VI) 

TABLE VI.  QUANTITATIVE MULTI-OBJECTIVE DEPLOYMENT UTILITY 

SCORES U(D) ACROSS OPERATIONAL PROFILES 

Dimens

ion (D) 

Mac

ro 

F1 

(60

% 

Nois

e) 

Laten

cy 

(ms) 

Pea

k 

RA

M 

(M

B) 

U_Edge 

(Resourc

e-

Constrai

ned) 

U_Balan

ced 

(Standar

d 

Server) 

U_Max

Acc 

(High 

Precisio

n) 

50-D 
0.79
0 

0.12 
ms 

14.2 
MB 

0.7000 0.5000 0.2000 

100-D 
0.82
4 

0.14 
ms 

14.8 
MB 

0.8008 0.6919 0.5286 

200-D 
0.86
0 

0.18 
ms 

17.8 
MB 

0.8480 
(Optimal) 

0.8527 0.8596 

300-D 
0.86
8 

0.22 
ms 

19.5 
MB 

0.8175 
0.8590 

(Optimal
) 

0.9214 

(Optimal
) 

400-D 
0.87
0 

0.48 
ms 

25.1 
MB 

0.5418 0.6692 0.8603 

500-D 
0.87
1 

0.65 
ms 

31.8 
MB 

0.3000 0.5000 0.8000 

V. DISCUSSION 

A. The Curse of Dimensionality and Saturation 

The experimental results demonstrate a distinct performance 
curve for HCWE under varying dimensions. The performance 
gains observed when increasing D from 50 to 200 are directly 
explained by feature-space collision reduction and vector 
sparsity dynamics. As documented in Table IV, scaling from 50-
D to 200-D increases vector sparsity from 2.67% to 37.20%, 
providing sufficient orthogonal capacity for distinct character n-
grams to occupy separate bucket indices without destructive 
sign cancellation. 

However, beyond 300 dimensions, a clear performance 
plateau occurs. Expanding the vector space to 500-D increases 
sparsity to 66.33% while reducing collision rates by less than 
3.24%. In this ultra-sparse regime, feature representation 
capacity saturates relative to dataset size, causing the SVM 
hyperplane optimization to stall while inference latency 
increases nearly threefold (0.22 ms to 0.65 ms). 

B. Computational Overhead vs. Performance Trade-off 

While the accuracy gains stall past 300 dimensions, the 
computational cost increases rapidly. As shown in Table III, 
inference latency for a batch of 100 tweets rises from 0.12 ms 
(50-D) to 0.65 ms (500-D). This nearly fivefold increase in 
latency is caused by the overhead of constructing and 
normalizing larger dense vectors. 

Therefore, the choice of dimension must be guided by 
deployment constraints. For real-time applications deployed on 
resource-constrained edge devices (e.g., local mobile health 
monitoring apps), HCWE-50D offers the most efficient option, 
maintaining a sub-15 MB RAM footprint and ultra-low latency 
while preserving acceptable baseline accuracy. Conversely, for 
server-side public health monitoring platforms where accuracy 
is critical, the HCWE-200D or HCWE-300D configuration is 
optimal, capturing maximum semantic richness under noisy 
spelling conditions without incurring the high computational 
and financial footprint of Transformer models like BERT. 

While the evaluation corpus comprises 2,497 highly curated 
medical tweets across 15 health categories, reliance on a single 
social media platform constitutes a study limitation. To confirm 
that the reported performance plateau is robust rather than an 
artifact of a single partition, 5-fold cross-validation was 
conducted. The narrow 95% confidence intervals ([0.8496, 
0.8704] for 200-D) confirm that the noise robustness of the 
HCWE architecture remains consistent across data folds. 

VI. CONCLUSION 

This study presented a systematic analysis of the 
dimensionality-performance trade-off for the Hybrid Character-
Word Embedding (HCWE) architecture under noise conditions. 
Through 5-fold cross-validation, feature-space collision 
measurements, structured noise evaluations, and multi-objective 
utility scoring, it was demonstrated that scaling dimensionality 
from 50-D to 200-D significantly enhances classification 
robustness under severe character corruption (achieving Macro 
F1 = 0.860 at 60% noise). Beyond 300 dimensions, a clear 
performance saturation point is reached where additional 
dimensions yield negligible accuracy gains while drastically 
increasing inference latency. These findings confirm that higher 
dimensionality is not universally beneficial and provide 
empirical guidance for selecting optimal embedding 
configurations across edge and server health monitoring 
deployments. 
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